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ABSTRACT

This thesis considers machine learning through the lens of mathematical
optimization, and is concerned with several issues that can arise: non-convexity
of the loss landscape, uncertainty and shifts in the data, and intricate structure
of the parameter space. In the first part of this thesis, we focus on stochastic
gradient methods, and in particular stochastic gradient descent (SGD), which
remains the workhorse for training today’s largest machine learning systems.
Despite SGD’s long history and overwhelming success, one fundamental
question about its behavior on general objectives remains open: what is the
long-run behavior of SGD on non-convex landscapes? In particular, which
regions of the parameter space are visited the most by SGD? By how much?
And how long does it take for SGD to reach a set of parameters of interest,
for instance the global minimum? In this thesis, our goal is to give a general,
principled answer for arbitrary non-convex objectives. Using large deviations
and the theory of randomly perturbed dynamical systems, we show that the
long-run distribution of SGD takes the form of a Boltzmann—-Gibbs law: the
step-size acts as a temperature, and the "energy levels" are determined jointly by
the objective and the noise. As a consequence, SGD concentrates exponentially
around the minimum-energy state — which need not be the global minimum
— while other regions are visited with probabilities exponentially proportional
to their energy. The same tools yield matching upper and lower bounds on the
time SGD takes to reach a neighborhood of the global minimum, showing that
this time is controlled by the most "costly" obstacles in the landscape, linking
the problem’s global geometry with the statistics of the noise. Taken together,
these works provide a sharp characterization of the long-run behavior of SGD
on general non-convex objectives.

The second part of this thesis turns to robust and constrained optimization.
We first study Wasserstein distributionally robust optimization (WDRO), a
framework that hedges against distribution shifts by minimizing the worst-case
loss over a Wasserstein ball around the empirical distribution. We propose an
entropic regularization framework that makes the formulation tractable in stan-
dard machine learning processes, and we establish the first exact generalization
bounds — upper bounds on the true risk without error terms — that avoid
the curse of dimensionality in the choice of the radius of the ball. We then
move to constrained optimization and analyze the last-iterate convergence of
Bregman proximal methods on constrained variational inequalities, introducing
the Legendre exponent — a local regularity measure of the Bregman function
near a solution. We show that this quantity determines the convergence rate
in both deterministic and stochastic settings, yielding a strict linear /sublinear
dichotomy depending on the choice of regularizer.
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RESUME

Cette thése aborde I'apprentissage automatique sous 'angle de 1'optimisation
mathématique, et s'intéresse a plusieurs difficultés qui peuvent survenir : la non-
convexité de la fonction objectif, I'incertitude et les changements de distribution
des données, ainsi que la structure complexe de 'espace des parametres. La
premiére partie de cette thése porte sur les méthodes de gradient stochastique,
et en particulier la descente de gradient stochastique (SGD), qui reste le pilier
de I’entrainement des grands systémes d’apprentissage automatique actuels.
Malgré la longue histoire et le succés considérable de SGD, une question
fondamentale concernant son comportement sur des objectifs génériques reste
ouverte : quel est le comportement a long terme de SGD sur des objectifs non
convexes ? En particulier, quelles régions de 1’espace des parametres sont les
plus visitées par SGD ? Dans quelle mesure ? Et combien de temps faut-il a SGD
pour atteindre un ensemble de parametres d’intérét, par exemple le minimum
global ? Dans cette these, notre objectif est de fournir une réponse générale
et mathematiquement fondée pour des objectifs non convexes arbitraires. En
s’appuyant sur la théorie des grandes déviations et la théorie des systemes
dynamiques aléatoirement perturbés, nous montrons que la distribution a long
terme de SGD prend la forme d'une loi de Boltzmann-Gibbs : le pas joue le role
d’une température, et les « niveaux d’énergie » sont déterminés conjointement
par l'objectif et le bruit. Par conséquent, SGD se concentre exponentiellement
autour de 1’état d’énergie minimale — qui n’est pas nécessairement le minimum
global — tandis que les autres régions sont visitées avec des probabilités
exponentiellement proportionnelles a leur énergie. Les mémes outils nous
permettent d’obtenir des bornes supérieures et inférieures correspondantes
sur le temps que met SGD pour atteindre un voisinage du minimum global,
montrant que ce temps est contrdlé par les obstacles les plus « cotiteux » du
paysage de la fonction de perte, reliant la géométrie globale du probleme aux
statistiques du bruit. Ces travaux fournissent donc une caractérisation fine du
comportement a long terme de SGD sur des objectifs non convexes généraux.

La deuxiéme partie de cette these se tourne vers l'optimisation robuste et
sous contraintes. Nous étudions d’abord l'optimisation distributionnellement
robuste au sens de Wasserstein (WDRO), un cadre qui se prémunit contre les
changements de distribution en minimisant la perte dans le pire cas sur une
boule de Wasserstein autour de la distribution empirique. Nous proposons
un cadre de régularisation entropique qui rend la formulation tractable dans
les processus standards d’apprentissage automatique, et nous établissons les
premieres bornes de généralisation exactes — des bornes supérieures sur
le risque réel sans termes d’erreur — qui évitent le fléau de la dimension
dans le choix du rayon de la boule. Nous abordons ensuite 'optimisation
sous contraintes et analysons la convergence du dernier itéré des méthodes
proximales de Bregman sur des inégalités variationnelles sous contraintes, en
introduisant 'exposant de Legendre — une mesure de régularité locale de la
fonction de Bregman au voisinage d’une solution. Nous montrons que cette
quantité détermine le taux de convergence dans les cadres déterministe et
stochastique, donnant lieu a une dichotomie stricte linéaire /sous-linéaire selon
le choix du régulariseur.
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14 Thread 3: Constrained Variational Inequalities =~ 4

1.5 Outline of the Thesis 5

1.6 Publications 6

Machine learning is, at its core, an optimization problem: finding a model
that best describes the data at hand. This thesis thus considers machine learning
through the lens of mathematical optimization.

In this introductory chapter, we outline our main contributions and the
structure of the thesis. A detailed presentation of our results, along with a
review of the relevant literature, is provided in the subsequent chapters.

1.1 CONTEXT: EMPIRICAL RISK MINIMIZATION

Machine learning (ML) algorithms aim to find a parametrized model that
accurately represents the data in hand, and they achieve this by solving an
empirical risk minimization (ERM) problem. Typically, this is formulated as
follows: given n data points &1, ..., &, coming from some distribution Pgata,
the associated ERM consists in finding the parameters of the model 0 that solve

_1x
renelg;;f(e,éi) (ERM)

where f(0, &) is the loss of the model on data point . This formulation is the
bedrock on which ML is built: it underpins learning in the vast majority of
models, from linear regression to large language models.

However, this comes with several fundamental challenges:

* Gradient-based methods remain the algorithms of choice to solve (ERM),
even though their convergence guarantees are largely confined to the
convex setting. However, in neural networks and deep learning, f(0, &) is
typically (highly) non-convex in 6.

e When solving (ERM), the obtained parameters 6 tend to perform well
relative to the training data &, .. ., &,. However, because of overfitting or
distribution shift, this may fail to be the case for new data points & ~ Py,
that were not part of the training set, or for test points & ~ Piest which
differ from Pyata.

® The parameter 6 may be restricted to lie in a constraint set ® (e.g., a
polyhedron), in which case specific methods are required for training.
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INTRODUCTION

Figure 1: Graphical illustration of the invariant measure of SGD for the Himmelblau
test function. The figure to the left depicts the loss landscape of f with several
(deterministic) gradient flow orbits superimposed for visual convenience. The
figure to the right illustrates the long-run distribution of 1000 samples of
SGD run with a fixed step-size.the density landscape represents the observed
distribution, while the superimposed wireframe indicates our theoretical
prediction.

The goal of this thesis is to provide some partial answers to these challenges,
organized into three main threads: the dynamics of stochastic gradient methods
in non-convex problems, robust optimization with Wasserstein uncertainty sets,
and constrained variational inequalities. We provide a quick overview of each
of these threads below.

1.2 THREAD l: DYNAMICS OF SGD IN NON-CONVEX PROBLEMS

Some of the most striking successes of deep learning, from large language
models to reinforcement learning, share the same fundamental backbone: their
training algorithms (which are stochastic first-order optimization methods).
Nonetheless, the inner workings of these methods remain fairly opaque: our
theoretical understanding mainly stems from the convex regime, but ERM
objectives are often highly non-convex. The first (and most extensive) part
of this thesis aims to shed some light on this disconnect through a novel
framework for analyzing the long-run behavior of stochastic gradient descent
(SGD), arguably the most central optimization method in ML. In more detail,
we focus on the following questions:

> WHERE ARE THE ITERATES OF SGD MOST LIKELY TO BE OBSERVED IN THE
LONG RUN?

We provide a partial answer to this crucial question via a crisp characterization
of the invariant measures of SGD in non-convex problems. More precisely, we
show that the long-run distribution of SGD takes the form of a Boltzmann-Gibbs
law: the probability of SGD being close to a set of critical points K is of the
form exp(=V(K)/n), where 1 is the method’s step-size and V(K) is an "energy
level" determined by f and the statistics of the gradient noise; see Figure 1 for
an illustration. Concretely, this means that SGD concentrates exponentially
more mass in the vicinity of the problem’s ground state (the minimum of
the energy), while all other regions are visited with probability exponentially
smaller. This characterization of the long-run distribution of SGD opens the door
to a deeper understanding of the optimization dynamics of modern machine
learning systems and, in turn, quantitative predictions on their generalization,
robustness and privacy properties



1.3 THREAD 2: ROBUST OPTIMIZATION WITH WASSERSTEIN UNCERTAINTY

0.0067 0.0019 0.0011 0.0008

Convergence Time (log scale)

2 - Step-size (inverse scale)

Figure 2: Visualization of the theoretical results on the convergence time of SGD to
the global minimum for the three-hump camel function. The figure to the
left depicts the loss landscape of f with several (deterministic) gradient flow
orbits superimposed for visual convenience. The figure to the right shows
the statistical analysis of the number of iterations required for SGD to reach
the global minimum.For each value of the step-size, we performed 500 runs
and recorded the number of iterations required to reach the vicinity of the
global minimum. As predicted by our results, we observe that the global
convergence time scales exponentially with the inverse of the step-size, with
strong agreement between theory and experiment.

» HOW MUCH TIME DOES SGD TAKE TO REACH A GLOBAL MINIMUM?

We quantify the time stochastic gradient descent (SGD) takes to reach a
neighborhood of a global minimizer on non-convex problems. Specifically,
we show that the expected global convergence time of SGD started at x with
constant step-size 7 scales (tightly) as exp(E(x)/n), where E(x) is a geometric
measure of the problem’s hardness: the higher E(x), the longer it takes for SGD
to reach the global minimum. See Figure 2 for an illustration of this result.
More precisely, E(x) can be bounded by a quantity proportional to the number
of spurious local minima and the depth of the deepest spurious minimum. In
particular, E(x) is small when the landscape is favorable, for instance when
there is a small number of relatively shallow local minimizers. Conversely,
E(x) is large when the landscape is rough, with many deep spurious minima
standing between the algorithm’s starting point and the global minimum of the
objective.

1.3 THREAD 2: ROBUST OPTIMIZATION WITH WASSERSTEIN UNCERTAINTY

Wasserstein distributionally robust optimization (WDRO) has recently emerged
as a powerful framework for handling uncertainty in the data distribution. In
standard empirical risk minimization (ERM), the model is trained to minimize
the expected loss under the empirical distribution P,,, which assigns equal mass
to the observed data points. However, this approach can be sensitive and fragile
relative to discrepancies between the empirical and true data distributions.
WDRO addresses this limitation by instead minimizing the worst-case expected
loss over all probability distributions that lie within a specified Wasserstein
distance of P, thereby explicitly accounting for potential distributional shifts
(see Figure 3).
> ENTROPIC REGULARIZATION IN WDRO

Though WDRO has already been successfully applied in various contexts, this
comes with significant drawbacks: it remains computationally challenging and
leads to poorly conditioned objectives. To address these issues, we propose to
regularize the inner maximization problem of WDRO with an entropic penalty
inspired by the success of entropic regularization in optimal transport. This

3
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Figure 3: Two illustrations of the behaviour of (regularized) WDRO to train a simple
multilayer perceptron on classification problems (two moons and a Gaussian-
mixture classification task). The plots compare models trained with ERM and
with regularized WDRO and come from the documentation of Vincent et al.
(2026).

leads to a smoothed formulation that is easier to implement in existing machine
learning contexts.

> GENERALIZATION AND ROBUSTNESS GUARANTEES

From a modeling standpoint, one of the key appeals of WDRO is its strong
generalization guarantees: if the samples from P, are drawn from some true
distribution Pgata, then the WDRO objective provides an exact upper-bound
with high probability on the true risk, i.e., the expected loss over Pgata, as
soon as the number of samples # is large enough. However, this approach
suffers from the curse of dimensionality as it relies on non-parametric measure
concentration: the required number of samples to ensure this guarantee scales
exponentially with the dimension of the data. We provide new generalization
bounds for WDRO that do not suffer from the curse of dimensionality and we
showed that the WDRO training objective provides an exact upper bound on
the true risk for general classes of models.

1.4 THREAD 3: CONSTRAINED VARIATIONAL INEQUALITIES

In this line of work, we focus on the study of methods designed for constrained
problems and in particular Bregman gradient methods: by changing the ge-
ometry of the space, these methods can be used to solve constrained problems
without the need for projections and often with attractive convergence proper-
ties. However, most of the existing convergence guarantees for these methods
concern the average of the iterates. The question of the convergence of the last
iterate of Bregman gradient methods has been open for a long time, even in the
deterministic case.

To treat this question in as general a manner as possible, we focus on
variational inequality (VI) problems of the form

Find x* € X such that (v(x"),x —x*) >0 forall x € X, (VD)

where X ¢ R? is a convex set and v: X — R? is a vector field. This problem is
a staple of many areas of mathematical programming, game theory and data



1.5 OUTLINE OF THE THESIS

Figure 4: Different boundary solution configurations on the 2-dimensional unit simplex
RR3: each configuration leads to a different convergence regime.

science, as it provides a template for “optimization beyond minimization” -i.e.,
for problems where finding an optimal solution does not necessarily involve
minimizing a loss function.

> DETERMINISTIC CASE We obtain a crisp characterization of last-iterate
convergence rate of a wide range of Bregman gradient methods in terms of
the local geometry induced by the underlying Bregman function near a given
solution of (VI). To make this dependence precise, we introduce the notion of
the Legendre exponent, a regularity measure for Bregman methods, and we show
how the convergence rate of these methods is determined by this exponent (see
Figures 4 and 5).

» sTocHASTIC cASE  We then extend some of these results to the stochastic
case, where the operator v is only accessible only through a noisy oracle. Again,
the algorithm’s rate of convergence depends sharply on the local geometry
induced by the underlying Bregman function and this dependence can be made
precise via the Legendre exponent. The optimal step-size schedules, remarkably,
also depend on the Legendre exponent, and they differ from the ones that are
optimal for the ergodic convergence of these methods.

1.5 OUTLINE OF THE THESIS

To streamline our presentation, the thesis is structured in two parts, as follows:

Part I: On the Long-run Behavior of SGD: A Large Deviations Analysis.
The first part of this thesis is revisits the ICML24 and ICML'25 papers Azizian
et al. (2024c) and Azizian et al. (2025a) to put the original approach, the results
and the mathematics in a broader perspective.

Chapter 2 introduces the two central questions studied in this part: character-
izing the long-run distribution of the iterates of SGD and estimating the global
convergence time of the method.

Chapter 3 presents a detailed sketch of proof common to our results. It
introduces the main tools — induced Markov chains, large deviation estimates
— and outlines the proof strategy shared by these two papers.

Chapter 4 gives the complete large-deviation characterization of the invariant
measures of SGD on non-convex objectives, corresponding to the contributions
of Azizian et al. (2024b).

Chapter 5 establishes sharp estimates on the global convergence time of SGD
via large deviations, corresponding to the contributions of Azizian et al. (2025a).

5
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Figure 5: For a fixed simple (VI), convergence curves of Mirror Descent for different
Bregman functions with different Legendre exponents (left: 100 iterations,
right: 10* iterations). We observe different behaviors: linear convergence for
Euclidean and shifted Hellinger and sublinear convergence with different rates
for the other examples.

Part II: Distributionally Robust and Constrained Min-Max Optimization.
This second part presents the contributions of the two topics of § 1.3 and § 1.4.

Chapter 6 studies Wasserstein distributionally robust optimization (WDRO).
It covers the exact generalization guarantees of the NeurIPS'23 paper (Azizian
et al., 2023c) and the regularization framework of the ESAIM: COCV’23 article
Azizian et al. (2023a).

Chapter 7 studies the last-iterate convergence of Bregman proximal methods
as a function of the local geometry of the prox-mapping, establishing a sharp
linear /sublinear dichotomy governed by the Legendre exponent of the Bregman
function. Itis based on the SIOPT article (Azizian et al., 2024a), with an extension
to the stochastic setting from the COLT’21 paper (Azizian et al., 2021a).

Much of this manuscript has been written in a more conversational style,
placing less emphasis on the precise formalism of the various notions, and more
on the intuition and ideas driving the development of the subject matter. This
choice is deliberate and reflects a conscious effort on the part of the author to
make the material more accessible to non-experts in the field, and to present
a coherent narrative that the rest of the community can build on. The expert
reader who is interested in the (many) technical details and difficulties involved
is deferred to the series of technical appendices (and original papers) referenced
in the main text.

1.6 PUBLICATIONS

This manuscript includes original contributions by the author from the papers
listed below. Further details can be found at the beginning of each section; a
complete list of publications is provided in Appendix G.

* What is the long-run distribution of stochastic gradient descent? A large
deviations analysis.

ICML, 2024. (Azizian et al., 2024b)

* The global convergence time of stochastic gradient descent in non-convex
landscapes: Sharp estimates via large deviations.

ICML, 2025. (Azizian et al., 2025a)


https://arxiv.org/abs/2406.09241
https://arxiv.org/abs/2406.09241
https://proceedings.mlr.press/v267/azizian25a.html
https://proceedings.mlr.press/v267/azizian25a.html

1.6 PUBLICATIONS
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tionally robust models.

NeurIPS, 2023. (Azizian et al., 2023c)

* Regularization for Wasserstein distributionally robust optimization.
ESAIM: COCV, 2023. (Azizian et al., 2023a)

¢ The rate of convergence of Bregman proximal methods: Local geometry
vs. regularity vs. sharpness.

SIAM Journal on Optimization, 2024. (Azizian et al., 2024a)

* Thelast-iterate convergence rate of optimistic mirror descent in stochastic
variational inequalities.

COLT, 2021. (Azizian et al., 2021a)

Besides my main work, I had the chance to collaborate with other researchers.
Some side projects led to publications or preprints:

e Skwdro: A library for Wasserstein distributionally robust machine
learning.

Vincent Florian, Waiss Azizian, Franck Iutzeler, and Jérome Malick.
Journal of Machine Learning Research, 2026. (Vincent et al., 2026)
This paper presents skwdro, a Python library for training distributionally

robust machine learning models based on optimal-transport Wasserstein
distances, with a PyTorch wrapper and scikit-learn-compatible estimators.

¢ How does the pretraining distribution shape in-context learning? Task
selection, generalization, and robustness.

Waiss Azizian and Ali Hasan.
arXiv preprint arXiv:2510.01163, 2025. (Azizian and Hasan, 2025)

We characterize theoretically how the pretraining distribution determines task
selection, generalization, and robustness in in-context learning.

* Almost sure convergence of stochastic gradient methods under gradient
domination.

Simon Weissmann, Sara Klein, Waiss Azizian, and Leif Doring.

Transactions on Machine Learning Research, 2025. (Weissmann et al., 2025)

We prove almost sure convergence rates for the last iterate of SGD under
gradient domination assumptions, with rates matching recent results in
expectation up to an arbitrarily small gap.

¢ The geometries of truth are orthogonal across tasks.

Waiss Azizian, Michael Kirchhof, Eugene Ndiaye, Louis Bethune, Michal
Klein, Pierre Ablin, and Marco Cuturi.
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INTRODUCTION
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2.1 INTRODUCTION

Even though SGD has been around for more than 70 years, it is still the method
of choice for training a wide array of machine learning architectures — from
large language models to reinforcement learning and recommender systems.
This phenomenal success is largely owed to the method’s simplicity: given a
smooth function f: R? — R and the associated optimization problem

minyege f(x) (Opt)
the SGD algorithm is given by the simple update rule
Xnt+1 = X — N8n (SGD)

where 1) > 0 is the method'’s step-size and §, is a stochastic gradient of f at x,.

By virtue of its wide applicability, (SGD) and its variants have been studied
extensively in the literature, for both convex and non-convex objectives. Of
these two settings, the non-convex case is the most relevant setting for machine
learning, and in particular deep learning, where neural networks lead to highly
non-convex optimization problems.

In view of this, our main objective in this part is to shed light on the long-term
behavior of (SGD) in the non-convex setting. In this part, we seek to shed light
on the following central question:

What is the long-term behavior of (SGD) on non-convex objectives?

11
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In particular, we will focus on the following open questions:

(a) Where are the iterates of (SGD) most likely to be found on the long run?

(b) How much time does it take for (SGD) to get a region of interest, such as the
neighborhood of the global minimum?

In the next section § 2.2, we present an overview of our main results while in
§ 2.3 we present a review of the state of the art on related topics.

2.2 OVERVIEW OF OUR RESULTS
2.2.1  Our approach: large deviations and random perturbations of dynamical systems

The linchpin of our approach is the theory of large deviations and random
perturbations of dynamical systems of Freidlin and Wentzell (1998b) and Kifer
(1988a) for Markov processes, which characterizes the long-run behavior of
stochastic processes—invariant measure, hitting times of relevant sets—in
the small-noise regime. However, this theory was originally developed for
continuous-time diffusions on closed manifolds, whereas (SGD) presents three
key challenges:

e [t operates in discrete time;
¢ [ts domain is unbounded,;

* its noise is not necessarily Gaussian, and may be discrete.

This introduces a series of major technical challenges and obstacles, which
we describe in detail in the next chapters. Specifically, the remainder of this
section presents an informal version of our main results. The full setting and an
outline of the main elements of the proof are provided in Chapter 3 (with the
full proofs in Appendix A and Appendix B). In Chapter 4, we provide a formal
statement of our main results on the invariant measures of (SGD) along with
consequences and extensions, while Chapter 5 is devoted to hitting times.

222 Informal setup

Regarding the gradient input to (SGD), we will assume throughout that the
optimizer has access to a stochastic first-order oracle (SFO), that is, a black-box
mechanism returning a stochastic estimate of the gradient of f at the point of
interest. Formally, when queried at x € IR?, an SFO returns a random vector of
the form

G(x; w) =Vf(x)+Z(x; ) (SFO)

where

(1) w is arandom seed drawn from some (complete) probability measure P
supported on a compact subspace of R for some m > 1.

(b) Z(x;w) is an umbrella error term capturing all sources of noise and
randomness in the oracle.

This oracle model is sufficiently flexible to account for all established versions
of (S5GD) in the literature, including minibatch SGD (where w represents the
sampled minibatch), and noisy gradient descent (where the optimizer may
artificially inject noise in the process to enhance convergence).
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2.2 OVERVIEW OF OUR RESULTS

The precise assumptions for f and (SFO) are detailed later. For now, the
mental picture that the reader should have in mind is that of a multimodal
non-convex function whose set of critical points

crit f := {x e R : Vf(x) = 0} (2.1)

consists of a finite number of (smoothly) connected components C;, i =
1,..., Nait, see Figure 6.

Figure 6: The critical set crit f of f consists of a finite number of (smoothly) connected
components C;, i = 1,..., Neit.

2.2.3 Asymptotic behavior of SGD

Let us first focus on the first question raised in the beginning of this part, that
is, the long-term behavior of (SGD):

Where are the iterates of (SGD) most likely to be found on the long run?

To answer this question, we first precise what we mean by “long-term”
behavior. Since the step-size 7 is constant, (SGD) is a time-homogeneous
Markov process, so the long-run distribution of the iterates of (SGD) can be
described by the following notions of stationarity:

Definition 2.1 (Invariant measures). A probability measure p, on R is an
invariant measure of (SGD) if, for any n > 0, x,, ~ yzo implies x,41 ~ yzo.

Why are we interested in invariant measures? Because they capture the
average long-term behavior of (SGD). To make this intuition formal, we
consider the occupation measures of (SGD), defined as

Definition 2.2 (Occupation measures). The occupations measures i, of (SGD),
for n > 0, are the probability measures on R that, for every Borel B C R?, are
given by

pn(B) = E (22)

1 n-1
; Z ]I{Xk S B}
k=0

The occupation measures (i, capture the average behavior of (SGD) up to
time n. Under mild conditions (see § 4.2.3 or § 4.2.4), the occupation measures
Lin converge in the weak-x topology ! to the invariant measures of (SGD) as
n — oo: informally, for any set of interest B C R?, for n — oo,

uan(B) ~ plL(B). (2.3)

Weak convergence means here that lim; e f @ duy = f @ dul, for every bounded continuous

function ¢: R? — R. This means that i, (8) will only be asymptotically upper-bouned or lower-
bounded by p,(B) depending on whether B is closed or open, but we dismiss these technicalities
in the main text.

13
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Invariant measures thus capture the average long-term behavior of (SGD). Our
main result on the long-term behavior of SGD is thus stated in terms of the
invariant measures of (SGD).

In view of Definition 2.1 our main results for the long-run distribution of
(SGD) can be summarized in the four theorems below, which we state in an
informal manner, without the precise definitions of the quantities involved,
which we will introduce in the following chapters (for the full version, see § 4.1).

The first theorem establishes that the invariant measures of (SGD) are sup-
ported on the critical set crit f of f.

Theorem 2.1 (Concentration on critical points). Suppose that pl, is invariant
under (SGD). Then, for small 1, we have:

il (crit f) > 1 - e for some ¢ > 0 (2.4)

This result guarantees that the invariant measures of (SGD) are supported on
crit f with exponentially high probability so we can focus on the behavior of
(SGD) near crit f to understand the long-term behavior of (SGD).

Theorem 2.2 (Boltzmann-Gibbs distribution). Suppose that i, is invariant under
(SGD). Then, each crtical component C; of f admits an energylevelE;, i =1, ..., Neyit,
such that, for small 1), we have

WG exp(—%)- 5)

The precise definition of the energy E; of each component K; is central in the
above theorem, but it requires a fair amount of technical machinery, so we only
provide a sketch here and defer the details to § 4.1. At a high level, the main
elements of this construction are as follows:

The energy E; of each component C; thus determines the relative probabilities
of (SGD) to be found near each component of crit f on the long run. To give some
intuition, let us sketch where this energy comes from; the precise definition
is in . To each pair of components C;, C; of crit f, one can associate a transition
cost B; j measuring how hard it is for (SGD) to move from C; to C;: it is the
minimal cost over all paths joining the two components, where the cost of a path
depends on both f and the statistics of (SFO). The energy E; is then obtained by
isolating the minimum-weight spanning tree in the graph whose vertices are the
components of crit f and whose edges are weighted by the B; ;. In particular, E;
is a non-local quantity: it reflects not only the local geometry of f around C;, but
the way C; is embedded in the larger landscape of critical components.

In particular, the critical set of f includes several types of critical components:
local minima, local maxima and saddles. We will make the distinction between
minimizing and non-minimizing components: a component C; of crit f is called
(locally) minimizing if C; = argmin_,, f(x) for some neighborhood ¢/ of C;;
otherwise, we say that C; is non-minimizing.

Theorem 2.3 (Saddle-point avoidance). Suppose that ., is invariant under (SGD),
and let C; be a non-minimizing critical component of f. Then there exists a minimizing
component C; such that, for small 17, we have

ul (Ci)

<en for some ¢ > 0 (2.6)
1 (Ch)
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This theorem establishes that non-minimizing components of crit f have
higher energy than some minimizing component, and thus they are exponen-
tially less likely to be found on the long run than some minimizing component.

Going further, combining Theorem 2.2 with Theorem 2.1, we can show that
the invariant measures of (SGD) are supported on one group of components of
crit f: the ground state of the system, which is the group of components of crit f

with minimal energy:
Co = Uieargminj E; Ci (2.7)

Theorem 2.4 (Ground state concentration). Suppose that ul, is invariant under
(SGD), and let Cy be the ground state of f. Then, for small n, we have

pl(Co) 21— e for some ¢ > 0 (2.8)

In words, Theorems 2.2-2.4 provide the following quantification of the
limiting distribution of x,: in the long run
(a) the critical region of f is visited exponentially more often than any
non-critical region of f (Theorem 2.1);

(b) in particular, the iterates of (SGD) are exponentially concentrated around
the problem’s ground state (Theorem 2.4);

(c) among the mass that remains, every component of f gets a fraction that
is exponentially proportional to its energy (Theorem 2.2); and, finally

(d) every non-minimizing component is “dominated” by a minimizing
component that is visited exponentially more often (Theorem 2.3).

Remark 1. Importantly, the problem’s energy landscape is shaped by f, but not
f alone: the statistics of (SFO) play an equally important role, so we may have
Co # argmin f. C}

2.2.4 Global convergence of SGD

In this section, we focus on the second question raised in the beginning of this
part, that is, the global convergence of (SGD):

How much time does it take for (SGD) to reach a neighborhood of the global minimum?

To answer this question, assume in the sequel that (SGD) is initialized at
some fixed xp < x. Then, given a target tolerance 6 > 0, we will estimate the
time required for (SGD) to get within 6 of arg min f, that is, the hitting time

T =inf{n € N : dist(x,,argmin f) < 6} (2.9

Our main result provides matching upper and lower bounds on the expected
hitting time E,[7] of (SGD) started at x to arg min f.

Theorem 2.5. Suppose that (SGD) is initialized at x € R?. Then, given a tolerance
level € > 0, and small enough 6,1 > 0, we have

exp(%) <E,[7] < exp(%) .

In the above, E(x) is an energy value, not unlike the energy levels appearing in
Theorem 2.2 (and constructed in a similar manner). In this regard, it measures
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Figure 7: Two views of the three-hump camel benchmark: the loss landscape (left) and
a representative SGD trajectory toward the global minimizer (right).

how hard it is for SGD to reach the global minimum arg min f starting from x.
It is a geometric measure of the problem’s hardness and we will see later that it
captures both the difficulty of the loss landscape and the noise profile of (SFO)
in a similar way as the energies E; of Theorem 2.2.

2.3 RELATED WORK
2.3.1 SGD with a vanishing step-size

The long-run behavior of (SGD) is markedly different when the method is run
with a vanishing step-size ), > 0 with lim;, . 17, = 0. This was the original
version of (SGD) as proposed by Robbins and Monro (1951) — and, in a slightly
modified form by Kiefer and Wolfowitz (1952) — and, in contrast to the constant
step-size case, the vanishing step-size algorithm converges with probability 1.
The first almost sure convergence result obtained by Ljung (1977) under the
assumption that the iterates of (SGD) remain bounded. This boundedness
assumption was dropped by Benaim (1999) and Bertsekas and Tsitsiklis (2000)
who showed that (SGD) with a vanishing step-size converges to a component
of crit f as long as 1, satisfies the Robbins-Monro summability conditions
Yafn = o and Y, 173 < oo; for a series of related results under different
assumptions, cf. Zhou et al. (2020), Mertikopoulos et al. (2020, 2024) and
references therein. In all these cases, ergodicity of the process is lost (because of
the vanishing step-size), so the limiting distribution of (SGD) depends crucially
on its initialization and other non-tail events.

2.3.2  Diffusion approximation of SGD

A classical thread in the literature — and the foundation of Langevin sampling
methods — revolves around gradient flows perturbed by Brownian noise in
continuous time; in this case, it is possible to get an explicit expression for
the invariant measure of the resulting stochastic differential equation (SDE)
Jordan et al. (1998), or estimate it in more difficult, constrained cases Benaim
(1999), Borkar (2008), Zhou et al. (2017, 2020), Mertikopoulos and Staudigl
(2018a,b). Owing to our understanding of gradient-based SDEs, an important
thread in the literature concerns the so-called SDE approximation of (SGD), as
pioneered by Li et al. (2017, 2019). Applications of this SDE approximation
include the study of the dynamics of (SGD) close to manifolds of minimizers
(Blanc et al., 2020, Li et al., 2021) or Yang et al. (2020) which quantifies the global
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convergence of the diffusion approximation of (SGD) when the function has no
spurious local minima. Wojtowytsch (2023b) study the invariant measure of
the diffusion approximation: if the set of global minimizers form a manifold on
which the noise vanishes, they show that the invariant measure of the diffusion
concentrates on this manifold and moreover provide a description of the limiting
measure on this manifold. When the objective function is scale-invariant (Li
et al., 2020b), we can obtain further results: Wang and Wang (2022) describes
the convergence of the SDE approximation to its asymptotic regime, while Li
et al. (2021, 2022b) also quantify the convergence of (SGD) initialized close to
minimizers. Li et al. (2024a) refine this approximation further by developing
a Hessian-aware stochastic modified equation that more accurately captures
the local behaviour of SGD. Li et al. (2024b) study the implicit bias of the SDE
approximation of SGD through a large deviation analysis, showing how, on the
manifold of global minimizers, the invariant measure of the diffusion depends
on both the curvature of the objective and the geometry of this manifold.

Another line of work leverages dynamic mean-field theory (DMFT) to study
the behavior of the diffusion approximation of (SGD) (Mignacco et al., 2020,
Mignacco and Urbani, 2022, Veiga et al., 2024). The DMFT, or “path-integral”
approach, comes from statistical physics and bears a close resemblance to
the Freidlin-Wentzell theory of large deviations for SDEs. However, this
methodology, as well as Mignacco et al. (2020), Mignacco and Urbani (2022),
Veiga et al. (2024), is restricted to the continuous-time diffusion and remains at
heuristic level. More recently, Martin et al. (2026) provide a high-dimensional
analysis of the gradient flow and the Langevin process for extensive-width
quadratic neural networks, obtaining exact characterizations of the training
dynamics in this setting. All these results are either local or concern the
asymptotic behaviour of the continuous-time approximation of (SGD). They do
not provide information of the global convergence time of the actual discrete-
time (SGD), since the approximation guarantees fail to hold on large enough
time intervals.

2.3.3 Stochastic Gradient Langevin Dynamics

Raginsky et al. (2017) analyzed the law of the iterates of stochastic gradient
Langevin dynamics (SGLD), a discrete-time sampling algorithm designed to
draw samples from a Gibbs measure « ¢ #f via the update rule:

Xn+l = Xn — 17§n + znﬁ_lén/ (2.10)

where g, is a stochastic gradient of f at x, and &, is standard Gaussian noise.
They establish that, for sufficiently small step size 1), the discrete dynamics
(2.10) track the corresponding diffusion process closely in Wasserstein distance
over finite time horizons. Exploiting the geometric convergence of this diffusion
to its invariant measure—the Gibbs measure o« e/ —and the fact that this
measure satisfies a logarithmic Sobolev inequality (LSI), they obtain convergence
guarantees for SGLD.

Unfortunately, the resulting convergence rate has exponentially poor de-
pendence on 8, which renders this approach unsuitable for analyzing SGD.
Approximating (SGD) by (2.10) requires setting f ~ 1/1, so as 1 — 0 to validate
the diffusion approximation, § diverges. The LSI constant of the Gibbs measure
o e7Pf degrades exponentially in f, so the convergence bound blows up at the
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very regime where the approximation becomes accurate, rendering the overall
guarantee vacuous.

Follow-ups include Erdogdu et al. (2018), who propose to leverage such
algorithms for global optimization of non-convex functions, Li and Wang (2022),
who show that the error in Kullback-Leibler (KL) divergence between the
discrete and continuous processes is bounded uniformly in time when the
objective is strongly convex. Another line of works leverages the theory of
Eberle and Majka (2019), Eberle et al. (2017, 2019), Eberle (2016, 2011) to obtain
non-asymptotic bounds on the convergence of SGLD to its invariant measure in
Wasserstein distance, without invoking the LSI (Majka et al., 2020, Lamperski,
2021, Cheng et al., 2020). However, all these approaches still require setting
B ~ 1/n to approximate SGD, so as 1 — 0 the temperature diverges and the
convergence bounds blow up for the same reason.

A related line of work studies how the injecting some noise into SGD can
shape the training dynamics and generalization. Wu et al. (2020) and Zheng
et al. (2021) show that perturbation of model weights explicitly encourages
convergence to flatter minima, improving generalization. Lucchi et al. (2022)
study the theoretical properties of noise correlation in stochastic optimization;
Orvieto et al. (2022) show that anticorrelated noise injection biases the dynamics
toward wider minima and improves generalization, and Orvieto et al. (2023)
show that it induces explicit regularization in overparameterized models.

2.3.4 SGD as a discrete-time Markov chain

In a relatively recent thread in the literature, Dieuleveut et al. (2020) and Lu
et al. (2021) undertook a study of (SGD) as a discrete-time Markov chain. This
allowed them to derive conditions under which (SGD) is (geometrically) ergodic
and, in this way, to quantify the distance to the minimizer under global growth
conditions. Building further on this perspective, Gurbuzbalaban et al. (2021),
Hodgkinson and Mahoney (2021) and Pavasovic et al. (2023) showed that,
under general conditions, the asymptotic distribution of the iterates of (SGD) is
heavy-tailed; As such, these results concern the probability of observing the
iterates of (SGD) at very large distances from the origin. This is in contrast with
our work, which focuses on the time it takes (SGD) to reach a global minimizer.
These two types of results are orthogonal and complementary to each other.

2.3.5 Exit times for SGD

Regarding the second question, we will study how long it takes for (SGD)
to reach a global minimizer. There is vast literature that instead seeks to
understand how long it takes for (SGD) to exit a local minimum. For this, these
works study either the diffusion approximation (Xie et al., 2020, Hu et al., 2019,
Mori et al., 2022, Jastrzebski et al., 2017, Gest1 et al., 2019, Baudel et al., 2023)
or on heavy-tail versions of this diffusion (Nguyen et al., 2019b, Wang et al.,,
2022b). Interestingly, some of these works use elements of the continuous-time
Freidlin-Wentzell theory (Freidlin and Wentzell, 1998b), which is also the point
of departure of our work.

Note that studying exit times is not enough to characterize the convergence
time of (SGD) to a global minimizer. In fact, a simple way to see this is
given by the example in § 5.1. Indeed, in this case, the escape time of p3 scales
exponentially in f(p2)— f (p3) (the depth of p3) while the escape time of p5 would
scale exponentially in f(ps) — f(p5). However, the global convergence time of
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(SGD) as determined by (5.3) is greater than either of these two exponentials:
indeed, our result takes into account that, when in the vicinity of p3, (SGD)
could transition to ps instead of p; an arbitrary number of times. Hence,
characterizing escape times is not enough to describe the global convergence
time of (SGD) in general.

2.3.6 Overparameterized neural networks

The pioneering work of (Allen-Zhu et al., 2019, Du et al., 2019, Zou et al., 2020a)
show some convergence results for gradient methods on neural networks:
overparameterization and Gaussian initialization enable convergence to a global
minimum. Among the many subsequent works, let us mention (Azizan et al.,
2022, Weinan et al., 2019, Zhang et al., 2022a, Zou et al., 2020b, Zou and Gu, 2019).
In particular, with N denoting the number of training datapoints, this type
of results require either a O(N?)-width with Gaussian initialization (Oymak
and Soltanolkotabi, 2020, Nguyen and Mondelli, 2020) or a O(N)-width under
additional structure: infinite depth (Marion et al., 2024) or specific initialization
(Nguyen and Mondelli, 2020, Liu et al., 2023). Our work addresses a different
question as it provides a convergence analysis on general non-convex functions,
regardless of the structure of the objective or the initialization.

A fruitful line of works studies the geometric properties of the loss landscapes
of neural networks, and in particular whether they contain spurious local
minima (Kawaguchi, 2016). Nguyen and Hein (2017), Nguyen et al. (2019a)
show that there are no spurious local minima, or “bad valley”, if the architecture
possesses an hidden layer with width at least N. There are many refinements:
e.g., leveraging the structure of the data (Venturi et al., 2019), considering
regularization (Wang et al., 2022c), convolutional neural networks (Nguyen and
Hein, 2018) or other variations of the architecture (Wang et al., 2022¢, Pollaci,
2023, Arjevani and Field, 2022, Petzka and Sminchisescu, 2021). Moreover, Li
et al. (2022a) shows that this requirement is tight for one-hidden layer neural
networks, in some settings. When the sizes of the hidden layers are smaller
than N, the loss landscape does generally have spurious local minima (Christof
and Kowalczyk, 2023). Interestingly, in this case, the depth of these spurious
minima can be explicitly bounded (Nguyen et al., 2021) and made arbitrarily
small with hidden layers of size only VN.

Another fundamental property of overparameterized neural networks is that
they can perfectly fit the training data and therefore, the noise of (SGD) vanishes
at the global minimum. In this setting, under sufficient noise assumption
everywhere else, Wojtowytsch (2023a) shows that (SGD) reaches a neighborhood
of a global minimizer almost surely, gets trapped in this neighborhood and then
converges to the global minimizer with a provided asymptotic rate. Our work
can be seen as a precise estimation of the time to reach the neighborhood of the
global minimizer.

Also motivated by the interpolation phenomenon, Islamov et al. (2024)
introduces the so-called a —  condition and shows a global convergence of
(SGD) under this condition. Though this condition is much weaker than
convexity, it only ensures that the function value of the iterates becomes less
than the max of the values over all critical points. In contrast, our work
characterizes the time to convergence to global minimizer for any non-convex
landscape.

A complementary perspective comes from mean-field theory. Chizat and Bach
(2018) study the global convergence of gradient descent for overparameterized

19



20

OVERVIEW

models via optimal transport. Barboni et al. (2022) extend this to residual
networks via a linear parametrization, connecting finite-width ResNets to
infinite-width limits through a reproducing kernel Hilbert space framework.
Barboni et al. (2025) further develop a mean-field framework for simultaneously
infinitely deep and wide ResNets using conditional optimal transport. Petit
et al. (2026) extend this framework to wide shallow models with bounded
nonlinearities — including attention layers and sigmoid networks — and
show that non-global minimizers are unstable under the limiting gradient-flow
dynamics. Chizat et al. (2019) identify a lazy training phenomenon in which
wide networks remain close to their initialization throughout training, reducing
to a kernel method. Chizat and Bach (2020) characterize the implicit bias of
gradient descent for wide two-layer networks trained with the logistic loss.
More recently, Dana et al. (2025) establish convergence guarantees for shallow
networks when the data is weakly interacting. Finally, Marcotte et al. (2023)
develop a general framework for conservation laws in gradient-flow training:
these are quantities determined by the model parametrization that remain
invariant along all training trajectories, independently of the data and loss.
Marcotte et al. (2025) extend this analysis to residual networks and Transformers.

2.3.7 Large Deviations Principle for stochastic algorithms

Large deviation is a large field of research which studies the asymptotic
probabilities of rare events, see (Dembo and Zeitouni, 2010) for a textbook.
Freidlin and Wentzell, through their seminal works on this subject — see Freidlin
and Wentzell (1998a) and references therein —, have developed a large deviation
approach to diffusion processes in continuous time on closed manifolds and,
more generally, Markov processes. It has seen numerous extensions, in particular
some in discrete time (Kifer, 1988b, Gulinsky and Veretennikov, 1993, de Acosta,
2022, Ganguly, 2018, Dupuis, 1988) with applications to simulated annealing
(Catoni, 1991, 1992, Cerf, 1996, Trouvé, 1996), stochastic approximation (Dupuis
and Kushner, 1985, 1987, Dupuis, 1988, Hult et al., 2023) and high-probability
bounds for strongly convex gradient descent (Bajovic et al., 2022). The large
deviation principle which we is derived from Freidlin and Wentzell (1998a)
and, though it could have been obtained from other works (Dupuis, 1988,
Ganguly, 2018) with similar assumptions, we chose to follow their approach as
it is convenient, general and the most well-known.



THE LARGE DEVIATIONS VIEWPOINT

3.1 Large deviations, long-run behavior, and gradient flow 22
3.1.1 The Freidlin-Wentzell-Kifer setting 22
3.1.2 Large deviations and the action functional =~ 23
3.1.3 The approach of Freidlin-Wentzell and Kifer = 23
3.14 Our extension to SGD 24
32 Setup 25
3.2.1 Setup and assumptions 25
3.2.2 Examples: regularized empirical risk minimization =~ 28
3.3 Large deviations for SGD 29
3.3.1 Intuition 29
3.3.2 Hamiltonian, Lagrangian and action functional =~ 30
3.3.3 Large deviation principle for “continuous-time SGD tra-
jectories” 32
3.34 Large deviation principle for accelerated SGD 33
3.4 Theinduced chain 35
3.5 Reduction to a finite state-space 36
3.5.1 Equivalence classes of points in crit f 37
3.5.2 Regularity of the Lagrangian and the rate function near
critical points 38
3.5.3 Equivalence classes coincide with connected components
ofcritf 39
3.5.4 Putting everything together 39
3.6 Transition times 41
3.6.1 Lyapunov potential 42
3.6.2 Analysis near the critical region 43
3.6.3 Estimating the transition times 44
3.7 Transition probabilities 45
3.7.1 Transition costs 45
3.7.2 Transition probabilities 46
3.8 Summary 48

In this chapter, we present a detailed sketch of the proof of our main results
on SGD presented in the previous chapter. Though the proofs are presented in
the appendices of Azizian et al. (2024c, 2025a), the presentation in this chapter
is entirely new, with expanded details, explanations, and perspectives. The
goal of this chapter is thus to provide the intuition of what makes the approach
work.

In § 3.1, we give an informal overview of the proof strategy, and explain
how it relates to the classical theory of Freidlin and Wentzell (1998b) and Kifer
(1988a). In § 3.2, we introduce the setup and discuss the assumptions. In
§ 3.3, we present the large deviation principle for SGD, which is the linchpin of
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our approach.Then, we flesh out how to transfer the approach of Freidlin and
Wentzell (1998b) and Kifer (1988a) to SGD: in § 3.4, we define the induced chain
for SGD and show that it can be seen as a finite-state Markov chain by studying
the structure of the set of critical points in § 3.5; in § 3.6, we characterize the
transition times of SGD between components of critical points while, finally, in
§ 3.7, we obtain precise estimates on the transition probabilities of the induced
chain. These elements are the key ingredients for the proofs of the main results
on the invariant measure and the global convergence time of SGD, which are
presented in the next chapters Chapter 4 and Chapter 5.

3.1 LARGE DEVIATIONS, LONG-RUN BEHAVIOR, AND GRADIENT FLOW

Before presenting our setup and the technical details of the proof, we sketch the
overall strategy and explain how it relates to the classical theory of Freidlin and
Wentzell (1998b) and Kifer (1988a). The goal of this section is to give the reader
a clear mental picture of what the proof achieves, and why each of the three
sections that follow is necessary.

3.1.1 The Freidlin-Wentzell-Kifer setting

The starting point of Freidlin and Wentzell (1998b) and Kifer (1988a) is the
study of a randomly perturbed dynamical system on a closed (compact without
boundary) manifold. The prototypical example is the stochastic differential
equation'

dX; = =Vf(Xy) dt + Veo dW;, (SDE)

where W; is a standard Brownian motion, ¢ > 0 is a noise coefficient, and ¢ > 0
is a small parameter playing the role of the step size. This is the continuous-time
counterpart of (SGD): the drift —Vf is the deterministic part, and Ve o dW;
is the random perturbation. Our analysis of (SGD) is directly inspired by the
approach developed by Freidlin and Wentzell (1998b) and Kifer (1988a) for
(SDE): by leveraaging large deviations theory, these works aim at characterizing
the long-run behavior of (SDE) when the parameter ¢ goes to 0. Naturally, the
behavior of the perturbed process (SDE) when ¢ is small is closely related to
the behavior of the unperturbed dynamics, which is given by the gradient flow

of f.

GRADIENT FLOW. A central role in the analysis is played by the gradient flow
of f, i.e., the deterministic dynamics obtained from (SDE) by removing the
noise.

Definition 3.1 (Gradient flow and flow map). A gradient flow of f is a curve
y: Ry — R satisfying the ordinary differential equation

y(t)=-Vf(y)) (3.1)

Define, for x € RY, the flow map ©;(x) as the solution of the gradient flow
starting at x at time 0, i.e.,

Oi(x) = -Vf(O(x)) with @p(x)=x. (3.2)

Formally, we should consider a SDE on a manifold, but we write it in R? for simplicity since it is
not our focus here.
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The gradient flow is the “backbone” of the dynamics of (SDE) when ¢ is
small: the trajectories of (SDE) are likely to be close to those of the gradient
flow. However, due to the noise, the process can deviate from the gradient
flow and even escape from its attractors, which is what drives the long-run
behavior of (SDE). These deviations are captured by the large deviation theory,
which quantifies how likely it is for (SDE) to follow a given trajectory y that
may deviate from the gradient flow.

3.1.2 Large deviations and the action functional

Though, on average, the trajectories of (SDE) follow the gradient flow, they can
deviate from it due to the noise. The key tool for studying these deviations and
is a large deviation principle for sample paths.

Given a curve y: [0, T] — R, the large deviation principle (LDP) quantifies
how likely it is for the process (X;)i<t to follow y when ¢ is small. In a very
informal fashion, it reads:

P((X)i<T = y) = eXp(—ST—M) , (3.3)

&

where Sr[y] is the action functional defined by:

Stly] = /OT &+ VEGWIP

202

(3.4)

Thus (3.3) fully characterizes the likelihood of any trajectory y for the perturbed
process (SDE) when ¢ is small: this probability is exponential in 1/¢, and the
exponent is given by the action functional St[y]. The action functional measures
how much y deviates from being a solution of the gradient flow. It satisfies:

Srly] =0 and Sr[y]=0 < y(t)=-Vf(y(t)) forae.t €[0,T], (3.5)

i.e., it vanishes exactly on solutions of the gradient flow. Therefore, the farther
y is from a gradient flow trajectory, the higher Sr[y] is, and the less likely the
perturbed process is to follow y. Conversely, trajectories close to the gradient
flow are highly probably when ¢ is small. But, crucially, in both cases, (3.3)
gives a precise quantification of the likelihood of  for the perturbed process
(SDE) when ¢ is small, which is the key to understanding the long-run behavior
of (SDE).

3.1.3 The approach of Freidlin—Wentzell and Kifer

Armed with the LDP (3.3), Freidlin and Wentzell (1998b) and Kifer (1988a)
analyze the long-run behavior of (SDE) by introducing a certain induced chain
obtained by observing (SDE) only at the times it visits neighborhoods of the
critical components of f. Their analysis relies on three key steps:

STEP 1: ACCURATE MODELLING BY THE INDUCED CHAIN. One of the main
challenges is first to show that this induced chain, obtained by observing (SDE)
only at the times it visits neighborhoods of the critical components, actually
represents the long-run behavior of the full dynamics. For this, one needs
to show that the perturbed process spends most of its time near the critical
components of f: this is achieved by a precise control of the distribution of the
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time spent away from the critical components, in other words, of the transition
times between critical components.

STEP 2: REDUCTION TO A FINITE-STATE SPACE. Another key ingredient is
to show that it is possible to abstract away what happens inside the critical
components themselves. Instead of treating the process as evolving on the
manifold, one can show that it behaves, to leading order in ¢, as a Markov chain
on the critical components of f. More precisely, the behavior of the process
started at x is roughly the same as that started at another point x” if x and x” are
in the same critical component C;. This relies on the regularity of the Lagrangian
and action functional near the critical components, which is significantly more
tractable in the compact manifold setting with Brownian noise.

STEP 3: TRANSITION PROBABILITIES. The third ingredient is obtaining precise
estimates on the transition probabilities of the induced chain: if the process
is near some C;, how likely is it to reach C; next? By the LDP (3.3), these
probabilities are exponential in e:

B. .
IP(process goes from C; to Cj) ~ exp(—%) , (3.6)

where B;; is the transition cost from C; to C;, defined as the minimum action to
travel from C; to C;:

Bjj = inf{ST[y] : v goes from C; to C; for some T > O} . (3.7)

These transition costs encode all the relevant geometry of f and statistics of the
noise, and they drive the long-run distribution and the convergence time.

3.1.4 Our extension to SGD

The linchpin of our approach is to carry out this same three-step program for
(SGD), which differs from (SDE) in three important points:

(i) Itis a discrete-time system, while (SDE) is a continuous-time system.

(ii) It evolves on an unbounded domain (R?), while (SDE) is defined on a
closed manifold (compact manifold without boundary).

(iii) Its noise is general (non-Gaussian and possibly discrete), while (SDE)
is driven by Brownian noise.

All these differences create substantial technical difficulties. The main
challenge is that most of the potentials introduced in Freidlin and Wentzell
(1998b), Kifer (1988a) become drastically less regular in our context. We remedy
this issue by refining the analysis and carefully studying the structure of the
attractors of (SGD). This allows us to salvage enough regularity and show that
(SGD) spends most of its time near its critical components (this is achieved by
developing suitable tail bounds for the time spent away from critical points), and,
ultimately, to estimate the transition probabilities of (SGD) between different
connected components of critical points.

The rest of this chapter is organized as follows. We first set up notation and
assumptions in § 3.2. We then present the LDP for (SGD) in § 3.3: this is the
discrete-time, unbounded-domain version of (3.3). Finally, we carry out the
three-step program outlined above in § 3.4, § 3.6, and § 3.7. These sections
establish the key estimates needed for the proofs of the main results on the
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invariant measure and the global convergence time of SGD, which are presented
in the next chapters Chapter 4 and Chapter 5.

3.2 sEeTUP
3.2.1 Setup and assumptions

Throughout the sequel, we will write (-, -) for the standard inner product on R?
and |- || for the Euclidean norm. We will also write B(x, r) (resp. B(x, r)) for the
open (resp. closed) ball of radius r centered at x € R?, and we will respectively
denote the open and closed 6-neighborhoods of A ce R? as

Us(A) = {x e R? : dist(A, x) < 6} (3.8a)
As = cdUs(A) = {x e R? : dist(A, x) < &}, (3.8b)

where dist denotes here the distance of a point to a set and cl denotes the closure
operator.

We can now introduce our main setup. We begin with our assumptions
for the objective function f of (Opt). The first two conditions are standard in
optimization.

Assumption 3.2. The objective function f: R? — R satisfies the following
conditions:

(a) Coercivity: f(x) — oo as ||x]| — oo.

(b) Smoothness: f is C>-differentiable and its gradient is f-Lipschitz continu-
ous, that is,

IVF(x") = V()| <Bllx" —x|| forallx,x” € R?. (3.9)

(c) Critical set regularity: The critical set
critf := {x e R : Vf(x) = 0} (2.1)

of f consists of a finite number of connected components K;,i =1,...,K
and each of these components is essentially smoothly connected: for any two
points x, x” in the same component K;, there exists a continuous, almost
everywhere differentiable curve y: [0,1] — K; such that y(0) = x,
y(1) = x’ and a partition 0 = fg < --- < f, < --- < fy = 1 of [0,1]
such that y is integrable on every closed interval of (f,-1,t,) for all
n=1,...,N.

The assumption on the critical set of f is less standard: it is a regularity
condition that is required for our analysis to go through. We first require that
the critical set of f has a finite number of connected components. Thanks
to the coercivity requirement, this is equivalent to requiring that crit(f) has
a finite number of connected components in any compact set. This prevents
pathological cases such as f having non-isolated critical points that accumulate
at in a compact set (e.g., f(x) = sin(1/x) for x # 0 and f(0) = 0).

Connectedness gives that each connected component K of crit f is path-
connected: two points x,x” € K can be connected by a continuous curve
y:[0,1] — K such that y(0) = x, y(1) = x’. We require something slightly
stronger: that the curve y can be chosen to be almost everywhere differentiable
and integrable, except for a finite number of points. This allows K to have
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“corners” or “cusps”, but only a finite number of them. This thus prevents
pathological cases (such as K being a space-filling curve or a fractal set). In
particular, isolated critical points, smooth manifolds, and finite unions of
closed manifolds satisfy this requirement. More generally, Assumption 3.2(c) is
satisfied whenever f is analytic, semi-algebraic or definable in an o-minimal
structure — in which case crit f is also definable in an o-minimal structure, so
each component can be connected by piecewise smooth paths (Coste, 1999, Van
Den Dries and Miller, 1996).

Moving forward, to align our notation with standard conventions in large
deviations theory, it will be more convenient to work with —Z(x; w) instead of
Z(x; w) from (SFO) in our proofs. We thus work with the noise process

U(x, w) = —Z(x; w) (3.10)

With this notation, we restate the definition of the sequence of SGD with the
explicit form of the SFO: the iterates of (SGD), started at x € R?, are defined by
the following recursion:

X0 € ]Rd
(3.11)
Xp+1 = Xy =NV f(x,) +nU,, where U, = U(x,, ;)

where (w,)n>0 is a sequence of random variables in R™. We will denote by
P, the law of the sequence (w,)n>0 when the initial point is x and by E, the
expectation with respect to P.

Assumption 3.3. The noise term U : R? x Q — R?, with Q a compact subset of
some finite-dimensional vector-space, satisfies the following properties:

(a) Properness: E[U(x, )] = 0 and cov(U(x, w)) > 0 for all x € R.

(b) Smooth growth: U(x,w) is C2-differentiable and satisfies the growth
condition

[U(x, @)l

aarpll (3.12)
vo L]

(c) Sub-Gaussian tails: The cumulant-generating function of U is bounded as

logIE[e<p'u(x’“’)>] < %afo( F@) lpl? forallp € RY, (3.13)

where 0: R — (0, o0) is continuous, bounded away from zero,and grows
at infinity as 02 (f(x)) = ©(||x||*) for some s € [0,2], i.e.,

A e )

< limsu .
[lx |l

[lx]|—c0

0 < liminf
HEE

<00, (3.14)

Note that, because f is coercive, the dependence of 2 on f(x) allows for noise
processes with an unbounded variance as ||x|| — oo; the specific functional
dependence through f(x) instead of x is a modeling choice which we make
because it greatly simplifies the proof and our calculations.

Remark 2 (Link with the ABC condition). Assumption 3.3(c) allows for the
variance proxy 02, to grow as f grows. The two most important cases are
02 (f(x)) being constant or growing as f(x). The latter case is reminiscent of
the expected smoothness (Gower et al., 2019, 2021) or ABC condition (Khaled and
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Richtarik, 2023) — see Alacaoglu et al. (2025) for a historical review — which,
with our notations, read

E[IVF(x) - U(x, w)|*] < A+BIVF@)|* + C(f(x) = f7), (3.15)

which, using Young’s inequality and smoothness of f implies (e.g., Garrigos
and Gower (2023, Lem. 2.28)) that

E[IU(x, w)|I*] <24 +2(B + D|IVF(x)|I* +2C(f(x) - f*)
<2A+ 4B +1)+2C)(f(x) - f7). (3.16)

Our condition thus allows such growth of the scale of the noise, albeit with a
sub-Gaussian tail requirement instead of a second-moment requirement.
Note however that Assumption 3.4 constrains the growth of o2 at infinity:
0% (f(x)) cannot grow faster than ||V f(x)||? at infinity. Hence, if 6% (f(x)) grows
as f(x), then ||V f(x)||> must grow at least as fast as f(x) at infinity, which is a
strong requirement on the geometry of f at infinity. ¢

We also require a signal-to-noise ratio (SNR) condition: it ensures that, at
infinity, the signal dominates the noise. This ensures that the iterates of (SGD)
do not diverge to infinity.

Assumption 3.4. The signal-to-noise ratio of G is bounded as

oo g VSOOI
% o270

This assumption will help to ensure that SGD does not spend too much time
at infinity, we will see that it is commonly satisfied in standard settings in § 3.2.2.

>16log6-d. (SNR)

Remark 3 (Geometric version of Assumption 3.3 and Assumption 3.4). One can
get rid of the d-based requirement in Assumption 3.4 by refining the noise
assumption of Assumption 3.3. Indeed, switching from a scalar sub-Gaussian
proxy to a matrix-valued (anisotropic)sub-Gaussian proxy, one can replace the
d-based requirement by a requirement that depends on the effective rank of the
noise covariance matrix at infinity

More precisely, if Assumption 3.3 is replaced by the following matrix-valued
version: for every x € RY and every p € RY,

log E[exp((p, Ulx, o)) < 3(p, Zulp).

and

H(Zeo(x)) + 2108 6( VEER () + |IZa(@llop) < 02(f(x)  (3:17)

where Lo, : R — 84 isa map from R to the cone of symmetric positive semidef-
inite matrices, then one can replace the signal-to-noise part of Assumption 3.4
by the following sharper requirement:

i IS @IE
Mo G2(f(x)

Note that these conditions generalize Assumption 3.3 and Assumption 3.4:
taking X(x) = 0% (f(x)) - I recovers the original assumptions. These re-
fined conditions improve the dependence on the dimension if Y (x) has a
low effective rank i.e., its eigenvalues decay sufficiently fast so that the ratio

(3.18)
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tr(Zeo(x))/ || Zeo (x)||op is smaller than d. Our proofs would in that case rely tail
inequalities for quadratic forms of sub-Gaussian random vectors, see e.g., (Hsu
et al., 2012, Rudelson and Vershynin, 2013). 4

3.2.2  Examples: reqularized empirical risk minimization

In this section, we discuss some examples of settings that satisfy the above
assumptions. In particular, we focus on the regularized empirical risk mini-
mization problem:

1 A
) =55 D 00 &) + 5 Il (3.19)
i=1

where ¢&;, are the training data of the model, {(x; &) represents the loss of the
model x on the data point &, and A > 0 is a regularization parameter.

We consider the SFO obtained by sampling mini-batches of size B. The noise
term U(x, w) is then given by

B N
1 1
Ux, ) = 5 ) VI Ea) = ) V&) (3.20)
b=1 i=1

with w = (w1, ..., wp) representing B indices from {1,...,N}.
We consider two settings.

Example 3.1 (Smooth and Lipschitz losses). Let us consider the case where ¢ is
C2-differentiable, L-Lipschitz continuous and -smooth. These are common
assumptions in non-convex optimization, — see e.g., Mertikopoulos et al. (2020)
and references therein. We provide more details, showing that (3.19) with such
a loss satisfies our assumptions.

Since ¢ is C2-differentiable and -smooth, the objective f is (8 + A)-smooth.
Moreover, L-Lipschitz continuity of ¢ implies that ¢(x; &) > €(0; &) — Li|x||, so
that f is lower-bounded by the quadratic %Hxll2 — L||x]|| + min; £(0; &;), and in
particular coercive. In particular, Assumption 3.2 and (a),(b) are satisfied.

By L-Lipschitz continuity of ¢, all the terms of the form (3.22) are uniformly
bounded by 2L, and therefore O(1)-sub-Gaussian (Wainwright, 2019, Ex. 2.4).
By independence, U(x, w) is O(1/B)-sub-Gaussian, so Assumption 3.3(b),(c) are
satisfied with 02, constant.

Finally, since [|V{(x; &)|| < L uniformly, we have ||V f(x)|| = Q(A||x][]) for ||x||
large enough, and Assumption 3.4 follows.

Thus, this setting covers two wide classes of examples: linear models with
non-convex losses (Erdogdu et al., 2018, Lu et al., 2021) and smooth neural
networks with normalization layers? (Li et al., 2020b). )

Example 3.2 (Dissipative objectives). Our assumptions can also be linked to
the notion of dissipativity, which is standard in Markov chain and sampling
literature, see e.g., (Erdogdu et al., 2018, Li and Wang, 2022, Raginsky et al.,
2017, Lu et al., 2021, Lytras and Mertikopoulos, 2024). Considering the gradient
oracle obtained by sampling minibatches of size B, this setting fits into our
framework provided B is chosen large enough,as detailed below.

As noted by Li et al. (2020b), networks with a normalization layer after every linear layer, including
a final one, enjoy the global Lipschitzness property.
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Let us assume that { is non-negative, C2-differentiable, f-Lipschitz smooth
and that the resulting objective f is dissipative: there are a, f > 0 such that

(VF(x),x) = allx]|>-A. (3.21)
Then, all the terms

N
Vi) - D V&) (6.22)
i=1

are uniformly bounded by O(||x||) by smoothness of ¢. In particular, this implies
that Assumption 3.3(D) is satisfied.

Moreover, we also obtain that all the terms (3.22) are (9(||x||2)—sub-Gaussian,
and therefore, by independence we obtain that U(x, ) is O(3||x|?)-sub-
Gaussian.

Since ¢ is non-negative, f is lower-bounded by Q(||x||?). It gives that U(x, @)
is actually O(3 f(x))-sub-Gaussian and therefore Assumption 3.3(c) is satisfied
with o%,() o £.

We now show how Assumption 3.4 can be satisfied. If the structure of
the objective ensure that U(x, w) grows at most as O(||x||°) with s < 2, then
Assumption 3.4 is satisfied. Otherwise, if U(x, w) actually grows as O(||x||?) (it
is the worst case since ¢ is smooth), then Assumption 3.4 can still be satisfied by
choosing B large enough. Indeed, by dissipativity we have that

IVF@I? = IVF(x) = ax|* + a®[1x]|* + 2a(V f (x) - ax, x)

> a||x]|? - 24 = Q(||x[), (3.23)
so that ) )
\Y%
VAP Q( ] )= 0F). 624)
o (f (%)) f(x)/B
The second part of Assumption 3.4 is satisfied by non-negativity and smoothness
of {. v

3.3 LARGE DEVIATIONS FOR SGD

As described in § 1.2, our goal is to characterize the long-run distribution of
SGD and its time to reach the global minimum. The key property to control is
the probability of SGD following certain trajectories over long time horizons:
the invariant measure encodes how often each region is visited, while the hitting
time encodes how likely SGD is to reach a given target before time T. A large
deviation principle (LDP) is precisely the tool that quantifies such probabilities
at the exponential scale: it characterizes, for each path y, the probability that
the iterates of SGD stay close to y, as 1 — 0. Deriving such a principle for SGD
is therefore the first step of our approach. Unlike classical results (Freidlin and
Wentzell, 1998b, Kifer, 1988a), which concern continuous-time diffusions on
compact manifolds, SGD evolves in discrete time on the unbounded space R?
with a general, possibly non-Gaussian noise.

3.3.1 Intuition

In our setting, a sample-path large deviation principle for SGD characterizes the
probability distribution of SGD trajectories on large intervals, as the step-size 1
decreases. To be able to obtain a LDP, we need to consider an “accelerated”
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or “subsampled” version of the SGD process by a factor 1/1. This subsampled
sequence essentially shares the same long-run behavior and invariant measures
and, in addition, it has a very important feature: there are sufficiently many time
steps between two of its iterates for an LDP to hold in the specified subinterval.
Intuitively, this is because it takes O(1/7) steps of (SGD) to average out random
fluctuations due to the noise.

We thus define the accelerated process xg, n=0,1,...,by

X3 = X(1/n) (3.25)

where |1/n] denotes the integer part of 1/1.

Now, given a continuous path y: [0,T] — R?, we want to characterize the
probability that (x)),<r is close to y i.e., that x|l is close to y(n) for all n < T.
This is illustrated by Figure 8.

’//\\\ “.71 ,/’//I/ \\\
.’T/n N //T,S/” TALI Y m;’
N Te SR Zqg e
l;’ \\\ /,/”/‘4 1,7170
Figure 8: Illustration of the large deviation principle for SGD.
In a very informal fashion, the LDP we will rely on reads as follows:
Sr
P((xDuer ~ ) = exp(—%) (3.26)

where St[y] is the action functional applied to y, also called the rate function.
Therefore, this action functional fully characterizes the probability distribution
of SGD trajectories on large intervals, as the step-size 1) decreases.

How is this action functional defined? For this, we require a few notations
and definitions.

3.3.2 Hamiltonian, Lagrangian and action functional

We introduce the Hamiltonian, or the logarithm of the cumulant generating
function of the random variable -V f(x) + U(x, ): for any x € R?, p € RY,

H(x,p) = logIE[eXp((p, =Vf(x)+U(x, w)))] (3.27)
= —(Vf(x),p) +log E[exp({p, U(x, w)))] - (3.28)

This function characterizes the distribution of the noise at x and therefore
encompasses all the information about its statistical properties. Also notice that
this function is convex in p. Its convex conjugate p is the Lagrangian: for any
xeRY, veRY,

L(x,v) =H(x,0v), (3.29)

which plays a crucial role in large deviation theory. In particular, £(x,v)
measures how far v is from -V f(x) i.e., for any x € R, v € R?

L(x,v)>20 and L(x,v)=0 & v=-Vf(x). (3.30)
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We can now introduce the “action functional” of L (Freidlin and Wentzell,
1998b, Chap. 3.2) as

T
Srly] = /0 COy®), p(0) dt (3:31)

forall y: [0,T] — R? absolutely continuous, where y(t) denotes the derivative
of y at time ¢, and with the convention Sr[y] = oo if y is not absolutely
continuous. (3.30) implies the following properties of the action functional in
relation to the flow ©;(x) (Definition 3.1):

Lemma 3.1 (Properties of the flow). Forany T >0,y € C([0,T], R?) such that
Yo =X,

Sr(y)=20 and Sr(y)=0 & p(t)=-Vf(y(t)) forae t €[0,T]
& Yt =0(x) forae te[0,T]. (3.32)

Thus the action functional is non-negative and is equal to zero if and only if
y is a solution of the gradient flow. The action functional thus quantifies how
much y deviates from being a solution of the gradient flow.

To make this more concrete and continue explaining the properties of the
action functional, we consider, until the end of this section, the special case of
Gaussian noise. Note that most of these properties are actually valid, in some
form, in the general case, but they are more easily explained and visualized in
the Gaussian case.

Assume that the noise U(x, ) always follows the Gaussian distribution

U(x, w) ~ N (04, 6%1;) . (3.33)

In that case, both the Hamiltonian and the Lagrangian have simple explicit
expressions:

2
Hix,p) = ~(Vf(x),p) + Il (3:34)
2
L(x,0) = %Hv + V)2, (3.35)

Thus, the action functional reads as:

2 T
sibyl=5 [ e+ viowik. 3.36)

This makes it clear that the action functional is a measure of how far y is from
being a solution of the gradient flow, with higher values indicating higher
deviations from the gradient flow.

So, the farther vy is from being a solution of the gradient flow, the higher St[y]is and,
as a consequence, the less likely it is for SGD to be close to y (3.26). Conversely, if y
is close to being a solution of the gradient flow, then St[y] is low and the probability
for SGD to be close to y is not vanishingly small. However, in both cases, we still
have the precise estimate of that probability, be it large or small.

Continuing with the isotropic Gaussian noise example a very informative

lower-bound of Sr[y] can be obtained: for any y € Cr, Young’s inequality
implies that

2(f(y(T) = f(y(0)))

o2

(3.37)
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Hence, the action functional is lower-bounded by the difference of the objective values

at the endpoints of y: if f(y(T)) is larger than f(y(0)), then it means that y is going
“uphill” and therefore it is far from being a solution of the gradient flow and Sr[y] is
large. Note (3.38) is actually valid in the general case, not only for isotropic Gaussian
noise, see § 3.6.1.

Remark 4. Though the Gaussian case is very convenient to illustrate and un-
derstand the properties of the action functional, there are a few limitations
to it. The astute reader might have noticed that the Gaussian case does not
formally satisfy the assumptions of our setting, since the Gaussian noise is
unbounded and thus contradicts Assumption 3.3. To formally apply our results
to SGD with Gaussian noise, we will thus consider in the following chapters a
truncated version of the Gaussian distribution. Having bounded noise is indeed
necessary for a LDP to hold for our discrete-time process (this is not needed in
the continuous case). Bounded noise however brings some technical challenges
when working with the action functional: the Lagrangian is no longer regular,
it is infinite outside of a compact set! This is one of the reasons why we need to
refine the classical theories of Freidlin and Wentzell (1998b) and Kifer (1988a),
which we will do in § 3.5 in particular. ©

Now that we have introduced the action functional and explained its proper-
ties, we are ready to state the large deviation principle for SGD in a rigorous
way.

3.3.3 Large deviation principle for “continuous-time SGD trajectories”

We start from classical LDP results for continuous-time processes (Freidlin and
Wentzell, 1998b, Chap. 7) and then we transfer them to the discrete-time process
of interest. To do so, we introduce some continuous-time trajectories related to
SGD.

From the sequences (x)n>0, (Wn)nz0, and (x>0, we define two continuous
sequences (in uppercase):

(a) The continuous “interpolated” trajectory, defined for any n > 0, t €
[nn,n(n +1)] by

X =x, + (% - n)(x,Hl - Xy) (3.39a)
(b) The continuous “discretized noise” trajectory, defined by Zy = x¢ and
forany t >0

Zy = =Vf(Z)) + U(Z, w\1y)) (3.39b)

First, note that both continuous-time processes are “accelerated” by a factor 1/
compared to the original sequences appearing in (SGD). Put simply, the first
sequence X connects consecutive SGD iterates x,, and x,41 with a straight line
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segment on each interval [nn, n(n + 1)). The second one, Z, is less common.
The key feature of Z is that it uses the exact same noise samples as discrete SGD:
the index | t/n] is piecewise constant, equal to n on each interval [nn, n(n + 1)),
so the noise realization w, from the n-th iterate is injected into the continuous
dynamics throughout that interval. Intuitively, this coupling is precisely what
makes Z provably close to the discrete iterates for every noise realization, and
not merely in distribution or in LP-norm. This is in sharp contrast to SDE
approximations of SGD, which only approximate SGD in a probabilistic sense
(in distribution or in L”-norm).

The idea is now the following: to establish a LDP for the discrete accelerated
sequence (xN,0, we build upon Freidlin and Wentzell (1998b, Chap. 7) to
obtain a LDP on (Z;)¢>0 then we transfer it to (X;);>0, and finally we deduce the
result for (x;) 0.

To do so, we begin by equipping the space of continuous functions C([0, T], R?)
with the distance induced by the uniform norm on [0, T] for any T > 0: for any
Y. ¢ €C([0,T],RY),

distpo,r)(7, @) = sup [lyr — ¢l - (3.40)
tel0,T]

One can show that the distance between the (continuous) “interpolated”
trajectory and the “discretized noise” trajectory is bounded by O(;) almost

surely on finite intervals. We will consider the set of trajectories with bounded
action functional:

Tl 7y(s) = {y € C([0, T, RY) : yo € KC, Spo1)(y) < 5} (3.41)

From Freidlin and Wentzell (1998b, Chap. 7) we obtain a large deviations
principle on (Z;):»o and then transfer it to (X;):»0
Proposition 3.2. Fix some T > 0, some K C R4 compact, and some s > 0.
o The set F{g,ﬂ(s) is compact and S| is lower semi-continuous (Ls.c.) on
([0, T], RY).

e Foranys,d,& > 0, K c RY compact, there exists ng > 0 such that, for any
n € (0, nol, for any xo € K, we have that

S +
P, (distjo r1(X, y) < 6) > exp(—%y)g) (3.42a)
. s—¢
P, (dlst[o,ﬂ(x,rfg;}](s)) > 5) < exp(— ; ) (3.42b)

forall y € F%’T}](s).

Taken together, the two statements of Proposition 3.2 are a formal version of
the informal LDP stated in (3.26) for the continuous-time process (X;):xo.

3.3.4 Large deviation principle for accelerated SGD

We now leverage the discussion in the previous section to establish a LDP for
the discrete accelerated trajectories (xNs0 defined in (3.25).

To do so, we need a discrete analogue of the continuous action functional St
from (3.31). The central object is the single-step rate function: for any x,x’ € R?,

p(x,x') = inf{Sp1(y) : y € C(Ry, RY), yo = x, y1 = x'}. (3.43)
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Thus p(x, x’) represents the minimum cost, measured by the continuous action
functional over a unit time interval, to travel from x to x’. Like for the action
functional, we have the following relationship between the single-step rate
function and the flow ©;(x):

Lemma 3.3 (Properties of p and F). Forany x,x’ € RY,
plx,x') =0 & x =04(x). (3.44)
In a very informal fashion, the single-step LDP reads as follows: for any

x,x" € RY,
IPx(xz ~x') ~ exp(—@) . (3.45)

We then define, for N > 0 and & = (&, ..., En-1) € (RY)N, the discrete action

functional
N-2

SN(E) = ) plEn, Ensn). (3.46)
n=0

Summing the single-step costs along a path, Sy (&) measures how costly it is for
the accelerated process to follow the discrete trajectory &. In a very informal
fashion, the multi-step LDP reads as follows:

(3.47)

lPx((XZ)OSnqu ~ é) ~ eXp(—SNT(é)) .

where Sy(&) is the discrete action functional defined in (3.46). The following
proposition Proposition 3.4 makes this precise. We begin by introducing
the necessary notations and definitions. For any N > 0 and any sequences
&, tneRY, 1 =0,...,N —1, we define the distance:

distn(&, 0) = o;;?sazir(qllé” = Cull, (3.48)

and the set of discrete trajectories with low action functional
IN(s) = {& e RNV : & € K, Sn(&) < s} (3.49)

Proposition 3.4. Fix some N > 0, some I C R4 compact, and some s > 0. Then:

e The set Fﬁ(s) is compact and Sy is Ls.c. on (R4)N,

e Forall s,6,¢ > 0, K c R? compact, there exists g > 0 such that, for any
ne(0,no], forallxoe K,n <N, e F,EXO}(S), we have that

Py, (disty (x", &) < §) > eXp(—@) (3.50a)
and
Py, (distn (x7, T (5)) > 6) < exp(—s ; 5) ) (3.50b)

In this result, the functional n7'Sy is thus the action functional in (R)N
of the process (x, )o<n<n-1 uniformly with respect to the starting point xg in
any compact set £ ¢ R, as 7 — 0. The proof of Proposition 3.4 relies on the
large deviation principle for the continuous-time process (X¢);»o established in
Proposition 3.2 and on the fact that the discrete accelerated iterates (x, are close
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to the continuous interpolated trajectory (X;);»o at timesn =0, ..., N — 1 with
an error of order O(n) almost surely. The proof can be found in Appendix A.2.

The single-step rate function p defined in (3.43) is the key object to understand
the large deviation principle for the discrete iterates (x;),.

3.4 THE INDUCED CHAIN

We now define the induced chain (z,), >0 mentioned in § 3.1.3: we will show
that this chain captures the long-run behaviour of SGD and that it can be
treated as a Markov chain on the finite set of critical components {C, ..., Cn.; },
allowing us toderive quantitative estimates.
Consider Cf, i =1,..., Ngit disjoint 0-neighborhoods of C;, i.e., for any
S {11-~-rlvfﬁt}/
Cf =Us(Ci) = {x:d(x,C;) < 6} (3.51)

for 6 small enough. Denote by C° := Uf\fi“ Cf their union. Put simply, the

induced chain is obtained by discarding all the iterates of (xNps0 that are
not in C® and keeping only the iterates that are in C°; Figure 9 illustrates this
construction.

ey el

Figure 9: Illustration of the construction of the induced chain: left, the full trajectory of
SGD; right, the trajectory of the induced chain restricted to iterates inside the
components.

Let us define an important object: the law of the (accelerated) iterated at the
first time they reach some set C° (typically a neighborhood of the critical set),
following e.g., Kifer (1988a, Prop. 5.3) and Douc et al. (2018, Chap. 3.4).

Definition 3.5 (Kifer (1988a, Prop. 5.3)). For C° defined above, we define
recursively, forn > 0,

noo.
Tn+1'

= inf{k > 7, : x € C°} (3.52)

with TO = 0. We then define the induced chain (z,,),0 as z, = x" o forn > 0.

For x € R?, let Q(x, -) be the law of x started at x and Q" (x, -) be the N-step
transition probability distribution of xN started at x.

In words, Q(x, ) is the distributions of the x" started at x at the first time they
reach C°. Typically, Q(x,U) is the probability that U/ C C? is reached first among
C°. Then, QY (x, -) is the distribution of the x" started at x at the N-th time they
reach C°.

Remark 5. The definition above will need to be refined in Chapter 5. The issue
is the following: if x| enters C? at time n and remains there at time 1 + 1, then
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both x] and x! 1+1 are recorded as iterates of the induced chain. This creates
ambiguity when relating the hitting times of the induced chain back to those
of the original chain (xN: it is unclear which of the two iterates should be
considered as the “arrival” in (,’5 To resolve this, we will redefine the induced
chain so that only the first iterate upon each entry into C? is retained, yielding a
one-to-one correspondence between entries of the two chams ©

The induced chain (x}),s0 is the crucial tool in our analysis of the long-run
behavior of SGD. We now carry out the three-step program outlined in § 3.1
which we recall here, along with the sections in which they are detailed:

STEP 1: REDUCTION TO A FINITE-STATE SPACE (§ 3.5). We will show that
it is possible to abstract away what happens inside the critical components
themselves. Instead of treating (x50 as a Markov chain on R?, we will show
that it can be treated as a Markov chain on the finite set of critical components.
More precisely, we will show that, the behavior of SGD started at x € C; is
roughly similar to the behavior of SGD started at another point x” in the same
critical component C;. This will be done by carefully studying the regularity
of the Lagrangian and the action functional near the critical components and
leveraging the structure of SGD as a gradient system

STEP 2: ACCURATE MODELING BY THE INDUCED CHAIN (§ 3.6). One of the
main challenges is to show that the induced chain actually represents the
long-run behavior of the full dynamics. For this, we need to show, on long
time horizons, that the iterates of (SGD) spend most of their time near the
critical components. This requires showing that SGD does not spend much
time at infinity. This will also yields bounds on the transition times in between
neighborhoods of critical components.

STEP 3: TRANSITION PROBABILITIES (§ 3.7). The last key ingredient is ob-
taining precise estimates on the transition probabilities of the induced chain: if
SGD is started in some C;, how likely is it to reach some C;? This will be done
by leveraging the large deviations estimates (obtained in § 3.3).

3.5 REDUCTION TO A FINITE STATE-SPACE

The accelerated chain (x,)),>0 is a Markov chain taking values in co = Uf\fi“ C?,
which is a subset of R?. The goal of this section is to show that one can abstract
away what happens inside the critical components and treat (x,),>0 as a Markov
chain on the finite set of critical components {Ci, . ..,Cn,,}. This is a key step to
leverage explicit formulas for the asymptotic distributlon of finite-state Markov
chains.

The main results of this section are Lemma 3.9 and Lemma 3.10. Together,
they justify treating the induced chain as a Markov chain on the finite set
{C1,...,CN.;} by showing that the starting point within a critical component
is irrelevant to leading order. More precisely, Lemma 3.9 shows that any two
points x, x” in the same critical component C; can be connected by a path of
arbitrarily small cost that remains close to C;: in particular, SGD can travel
between x and x’ without paying any exponential cost and without leaving C;.
Lemma 3.10 then extends this to the neighborhoods C? in which the induced
chain actually takes its values: it shows that these neighborhoods can be chosen
so that the cost of moving from any point in Cié to some point in C;, and back, is
arbitrarily small. Hence, for the purpose of computing transition costs between
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components, the precise location of the iterates within Cf is immaterial. The
argument proceeds in three steps.

First, in § 3.5.1, we introduce the quasi-potential B following Kifer (1988a) and
define the equivalence relation ~ on crit f. We then show that the equivalence
classes of ~ coincide with the connected components of crit f (Corollary 3.8):
two points can be connected by a zero-cost path in both directions if and only if
they belong to the same connected component of crit f.

Second, in § 3.5.2, we establish the regularity properties of £ and p near
critical points of f that are needed to prove the above. In the classical setting of
Freidlin and Wentzell (1998b) and Kifer (1988a), where the noise is Gaussian
and the state space is a compact manifold, such regularity comes for free; here,
since the noise is bounded, it must be carefully established by exploiting the
gradient structure of the problem (Lemmas 3.6 and 3.7).

Third, in § 3.5.3 and § 3.5.4, we combine these ingredients to prove the main
results. Lemma 3.9 shows that any two points in the same critical component can
be connected by a low-cost path that stays close to that component; Lemma 3.10
constructs neighborhoods of critical components with arbitrarily small entry
and exit costs, which is needed to reduce the induced chain — whose iterates lie
in neighborhoods of the critical components, not in the components themselves
— to a finite-state Markov chain.

3.5.1 Equivalence classes of points in crit f

Let us first formalize the minimum-energy displacement between two points,
which we refer to as the quasi-potential between those points.

Definition 3.6 (Kifer (1988a, §1.5)). Define, for x, x’ € R?,

B(x/ X’) = lnf{S[O,T](y) S C([Or T]/]Rd)/ Yo=X,YT = JC/,T € N/T > 1}
=inf{Sn(&): £ e RN, & =x, &y =2, N 2 1} (3.53)

The fact that these two expressions coincide directly come from the definition
of p. B(x, x’) represents the minimum cost to go from x to x” in any number
of steps and thus how likely it is for SGD to go from x to x” in any number of
steps: the LDP from § 3.3 implies that, for N large enough,

Py (qu—1 ~ x') ~ exp (—@) . (3.54)
Therefore, the higher B(x, x”), the less likely it is for SGD to go from x to x’ in
any number of steps. Conversely, if B(x, x’) is zero, then it is not exponentially
unlikely for SGD to go from x to x” in any number of steps.

Note that B inherits the properties of S detailed in § 3.3.1. In particular,
if there exists a solution of the gradient flow going from x to x’, i.e., a curve
y: [0,T] — R¥ such that

vo=x, yr=x" and y;=-Vf(y)forallte[0,T], (3.55)

then B(x, x’) = 0. Hence, SGD is very likely to transition from x to x’.
Conversely, in the case of the Gaussian noise § 3.3.2, (3.38) implies that B(x, x”)

is lower-bounded as:
N s 2 - )
> = .

B(x, x (3.56)
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Hence, if f(x) is much larger than f(x), then B(x, x’) is large and it is very
unlikely for SGD to go from x to x”: SGD has to “go uphill” to go from x to x’,
which is unlikely. Nevertheless, in both cases, (3.54) still provides us with an
estimate of that probability.

Following Kifer (1988a) (see also Freidlin and Wentzell (1998b) in a continuous-
time setting), we now define a crucial equivalence relation between points in
crit f based on the quasi-potential. Intuitively, two points x, x” € crit f are
equivalent if they can be connected by a path of zero cost, which means that it
is possible to move from x to x” and from x” to x without incurring any cost.

Proposition 3.5 (Kifer (1988a, §1.5)). The relation ~ defined for any x, x’ € crit f as
x~x & Bx,x')=B',x)=0 (3.57)
is an equivalence relation on crit f.

The equivalence classes of ~ play a central role in the theories of Kifer (1988a)
and Freidlin and Wentzell (1998b).

We will show that, in our setting, the equivalence classes of ~ coincide with
the connected components of crit f. However, to do so, we first need to establish
some regularity properties of the Lagrangian £ and the rate function p near
critical points of f.

3.5.2  Regularity of the Lagrangian and the rate function near critical points

In the classical setting of Freidlin and Wentzell (1998b) and Kifer (1988a), where
the noise is Gaussian and the state space is a compact manifold, the rate function
p is uniformly continuous. This is far from being the case here: since the
noise is bounded, £ has a bounded domain, and p(x, x") may be infinite for x’
far from x. Despite this, we show that some continuity can be salvaged near
critical points of f — and this is precisely what is needed for the reduction to a
finite-state space.

Lemma 3.6. For any x € crit(f), p(x,x) = 0 and, as x’ — x, p(x,x’) — 0 and
p(x’,x) = 0.

This continuity property crucially uses that, in gradient systems, all solutions
of the problem are zeros of the vector field, which is not the case in general
dynamical systems; in particular, this approach does not extend to non-gradient
systems. It is a consequence of the following regularity property of £ near
critical points of f.

Recall that £(x, v) measures the cost for SGD to move in direction v from x:
it vanishes at v = =V f(x) and is positive otherwise. The regularity of £ near
v = 0y requires two conditions: first, Vf(x) = 04, so that the zero-cost direction
is 04 itself; second, the noise covariance cov(U (x; w)) must be positive definite,
so that SGD can move in every direction from x. At critical points of f, where
Vf(x) = 04, both conditions are satisfied and the implicit function theorem
yields the desired regularity, meaning in particular that SGD can move in any
direction at a cost that is at most quadratic in the norm of the direction.

Lemma 3.7. Forany x € RY, there exists & > 0 such that (x',v) — L(x",v+Vf(x’))
is finite and jointly Lipschitz continuous on B(x, 6) X B(0, 0). Moreover, there exists a
constant ¢ > 0 such that, for all x’ € B(x, 0) N crit f and all v € B(0, 6),

L(x',v) < c|jv]|*. (3.58)
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This quadratic upper bound on the cost of moving away from a critical point
is the key to Lemma 3.6: since p(x, x’) is obtained by optimizing over one-step
paths from x to x’, and since the cost of a single step of size ||x” — x|| is at most
c|lx” — x||*> near a critical point, p(x, x’) vanishes as x’ — x.

3.5.3 Equivalence classes coincide with connected components of crit f

There are three main ingredients to show that the equivalence classes of ~
coincide with the connected components of crit f:

¢ The regularity properties above (Lemma 3.6) show that the equivalence
classes of ~ are closed.

¢ By construction, the equivalence classes of ~ are connected.

* The final step consists in leveraging the connectedness requirement on
crit(f) (Assumption 3.2): we obtain that any connected component of crit f
is included in an equivalence class of ~.

Putting everything together, by definition of connected components, this means
the equivalence classes of ~ coincide exactly with the connected components of
crit f.

Corollary 3.8. The equivalence classes of ~ coincide with the connected components of
crit f.

In particular, this means that f is constant on each equivalence class of ~: if
x ~ x’, then f(x) = f(x’). This result has two important consequences:

o Ifx ~x/,1e.,
B(x,xy=B(x',x) =0, (3.59)

then x and x’ are in the same connected component of crit f. This means
that there no “cycles” of zero cost transitions between different connected
components of crit f: if x and x” are in different connected components of
crit f, then either B(x, x”) > 0 or B(x’, x) > 0.

e If x and x’ are in the same connected component of crit f, then B(x, x’) =
B(x’, x) = 0. This means that it is not exponentially unlikely for SGD to go
from x to x” and from x’ to x: for N, N’ large enough,

P, (x”N_1 ~ x’) >exp(—-¢/n) and P} (x?\]/_l ~ x) > exp(—¢/n).
(3.60)
The next section will provide a stronger version of this result, in particular
guaranteeing that the trajectory connecting x and x” remains close to the
connected component of crit f containing x and x’.

3.5.4 Putting everything together

We can now present the main results of this section. To show that the behavior
of SGD started at x is roughly similar to the behavior of SGD started at x” if x
and x’ are in the same critical component C;, we show that any such x and x’ can
be connected by a path of low cost that remains close to the equivalence class of
x and x” with uniformly bounded length (see Figure 10). This is formalized in
the following lemma.
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N

Figure 10: Illustration of the construction of a low-cost path between two points x, x’
in the same equivalence class K. The red curve represents the low-cost path
connecting x and x” that remains close to K.

Lemma 3.9. Let K be an equivalence class of ~. Then, for any € > 0, there is some
N > 1 such that, for any x,z € K, there is £ € (RN such that & = x, En-1 = 2,
Sn(&) < e and maxo<p<n d(&x, K) < .

Combined with the LDP estimates obtained previously, this result should be
understood as follows: for all C; connected component of crit f and all € > 0,
there is N > 1 such that the probability that SGD started at x € C; reaches
some x” € C; in N steps without ever leaving a e-neighborhood of C; is not
exponentially small in 7:

P, (an_l ~x', d(x),C) < eforalln=0,...,N — 1) >exp(—¢/n)  (3.61)

This lemma is significantly expanded from Kifer (1988a, §1.5, Lem. 5.2)
— which is designed for SDE on compact manifolds — to handle both the
unboundedness of the space and the fact that B is neither 1.s.c. nor upper semi-
continuous (u.s.c.). We remedy both these issues by leveraging the gradient
structure of the problem. Indeed, the key point in the proof of Lemma 3.9
is guaranteeing that the trajectory connecting x and x’ remains close to the
equivalence class K. The proof goes as follows: since K is a connected component
of crit(f), all the points of K share the same objective value f(K) = f(x) = f(x’).
If y is a continuous path over [0, T] connecting x and x’ with negligible action
cost St(y) < ¢, then (3.38) implies that, for all t € [0, T],

2 2
Fly) - f(x)s%, and  f(x') - f(yt)s%, (3.62)

so that f(y;) remains close to f(K) for all t € [0,T]. Since K is a connected
component of crit f, f cannot remain constant along y if y leaves a neighborhood
of K. This implies that )y must remain close to K to have a low cost.

In the definition of the induced chain (Definition 3.5), we consider iterates that
lie in neighborhoods of the critical components, not necessarily in the critical
components themselves. To be able to reduce the iterates of the induced chain
to the component they are close to, we also need to ensure that the behavior of
SGD departing from (resp. arriving at) a neighborhood of a critical component
is similar to the behavior of SGD departing from (resp. arriving at) the critical
component in question.

This is achieved by the following lemma which is a consequence of the
regularity properties of the rate function p near critical points of f established
above (Lemma 3.6). It shows that there are no “barriers” of positive cost
between points in a neighborhood of a critical component and points in the
critical component itself. More precisely, it constructs neighborhoods of critical
components such that the cost to go from any point in the neighborhood to
some point in the critical component in one step is small, and conversely.
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Lemma 3.10. For any set C C crit f and x € R?, define
p(x,C) = xu;fz p(x,x") and p(C,x):= ,}2{; p(x’, x). (3.63)
Then, for any C C crit f and r > 0, the set
Wi(C) = {x eR%: p(x,C) <1, p(C,x) < 1} (3.64)
is a neighborhood of C.

This lemma will allow us to consider hitting times to neighborhoods of
critical components while defining transition costs that are independent of the
particular choice of neighborhoods of critical components.

3.6 TRANSITION TIMES

The main focus of this section is estimating the transition times between
neighborhoods of critical components: if SGD is started in close to crit(f), how
long does it take to come back to some neighborhood of crit(f)?

The main result is the following lemma that bounds ’ZTZ{ the return time to I/ a
neighborhood of crit f. More precisely, we obtain exponential tail bounds on
the return time to U, that we denote TZ{, and bounds on its exponential moments
(see Figure 11 for an illustration of the setting).

Proposition 3.11. Let U be a neighborhood of crit f and let X be a compact set such
that U C X. Then, there is some a,b > 0 such that, for n) small enough, for any n > 0
and any x € X,

P, (TZ{ > n) < exp(—% + b) , (3.65)

ot, equivalently, there is some a, b > 0 such that, for n, o > 0 small enough, for any
x e X,

0(77] aa
Eyle | <en ™. (3.66)

This lemma guarantees us a fine control on the return time to &/: we not
only have a bound on its expectation but also on its tail and exponential
moments. Proposition 3.11 is obtained by combining “classical” optimization
tools — Lyapunov analysis, subGaussian concentration inequalities — and large
deviations estimates.

We first state the formal definition of the hitting and exit times that we will
be estimating in this section.

Definition 3.7 (Stopping times for the accelerated process). For any set A ¢ R,
we define the hitting and exit times of A:

Th =inf{n > 1:x) € A} (3.67a)
ol =inf{n >0:x, ¢ A}. (3.67b)

There are two main ingredients to the proof of Proposition 3.11: a Lyapunov
analysis at infinity and a large deviation-based analysis near the critical region.
Note that, in contrast to the previous section, the approach and all but one of
the results of this section are entirely original.
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Figure 11: Illustration of the setting of Proposition 3.11 with crit(f) = C; UCy U Cs.

3.6.1 Lyapunov potential

We now introduce a Lyapunov potential which is defined using 02, the function
that controls the subGaussianity of the noise in our assumptions Assump-
tion 3.3(c).

Definition 3.8 (Lypaunov Potential). Define, for x € R?
Veolx) = 2000( £ (x)) (3.68)

where @« : R — R is a primitive of 1/02;:

al,(t) = _ forallt € R. (3.69)

03 (t)

If 62 is constant, then Vi, is just a rescaling of f. But if it not the case, Vo
can grow slower than f at infinity. V., plays a crucial in both the discrete-time
Lyapunov analysis and the large deviations analysis. The Lyapunov analysis at
infinity relies on the following descent lemma:

Lemma 3.12 (Lyapunov condition). There exists some K C R compact, such that,
for n) small enough, for any n > 0, almost surely

UG, @)l IV Gl

% (f(xn)  0%(flxn)) ]
(3.70)

ek = Velxns1) — Veolxy) <17

This lemma is obtained through a standard descent lemma analysis combined
with our assumptions Assumption 3.3. This inequality highlights the role of
the SNR ||V £(x)]|?/0%(f(x)): if this ratio is large enough, then V., is expected
to decrease at each step. In particular, Assumption 3.4 ensures that this ratio
becomes greater than a well-chosen constant at infinity. Iterating Lemma 3.12
and using a subGaussian concentration inequality to control the sum of the
squared noise terms, we then obtain the following subexponential tail bound
on the return time to A’
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Lemma 3.13. There exists a compact set X € R?, such that for any larger compact set
X’ D X, there exists a, b > 0, such that, for n) small enough, for any x € X’ and any
n>0,

11>,C(T’jY > n) < exp(—% + b) , 3.71)
or, equivalently, there exist a, b > 0 such that, for any n, « > 0 small enough, x € X”,

UtT"]X‘
e

aa L p

E, <en (3.72)

In this lemma, X" is a — potentially very large — set of interest: we wish to
bound the return time to X for points outside of X. Our bounds are uniform
over all points in &”, which can be any compact set containing X'

Ve is not only useful for Lemma 3.12 and Lemma 3.13: it also plays a crucial
role in the large deviations analysis near the critical region due to its close link
to the action functional St. We shall now outline this relationship, which the
generalization of (3.38).

Using the definition of H, Assumption 3.3(c) can be rewritten as: for any
x e R?and p € RY,

H(x,p) = —(Vf(x), p) +log E[exp((p, U(x, )))] (3.73)

< —(Vf(x),p) + w : (3.74)

Taking the convex conjugate of H with respect to p, we thus obtain that the
Lagrangian £ satisfies, for any x, v € RY,

llo+ VI
203 (f(x))

We can now proceed as in (3.38): for any y € Cr, the definition of Vi
Definition 3.8 and Young’s inequality implies that

20, Vo)

L(x,0) > (3.75)

Ve ((T)) = Voo (0)) = /O

(1))
) /T GO, IO + OB+ VG 0IR
A (1))
_ /T 170+ VGO
0 2500
T
< /0 L0, 70 dt = Se(y), (3.76)

where the last inequality follows from (3.75). A crucial consequence is that any
path that makes V., increase by a large amount must have a large action cost
and therefore be unlikely to be followed by SGD.

3.6.2  Analysis near the critical region

In the previous subsection, we showed that SGD does not spend much time
outside of X from Lemma 3.13. The second main component of the proof is
an analysis near the critical region, more precisely in the compact set X. We
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first obtain that SGD does not spend much time in the region between X and ¢/
(i.e., in X \ U) either. This is achieved by the following lemma, which comes
from Kifer (1988a, Lem. 5.3): given U/ an open neighborhood of crit(f) and X a
compact set containing ¥/, this lemma provides an exponential tail bound on the
exit time from X' \ I, which is a compact set that does not contain any critical
point of f.

Lemma 3.14. Let U be a neighborhood of crit f and let X be a compact set such that
U C X. Then there exists a, b > 0, such that, for n small enough, n > 0, x € K,

T

P, (T]T:{d\XUu > n) =P, (o}v\u > n) < exp(—% + b) . (3.77)

or, equivalently, there are some a, b > 0 such that, for n, « > 0 small enough , for any
x e,

E,le <en (3.78)

n
(MX\M } aa

We now come to the final ingredient of the proof of Proposition 3.11: when
SGD exits X' \ U, it can go to either & or RY \ X. We thus need to ensure that
SGD goes to U instead of R? \ X with high probability: the following lemma
provides an exponential tail bound on the probability that SGD goes to R \ X
instead of U/:

Lemma 3.15. Let U be a neighborhood of crit f and let X’ be a compact set such that
U C X. There exists X’ compact set containing X, A > 0, for n small enough, for any
xeX,

]PX(OWX, < TZ{) < exp(—%) . (3.79)

The proof of Lemma 3.15 relies on several ingredients. First, Lemma 3.14
ensures that, with high probability, SGD exits X \ ¢/ in a bounded number of
steps, allowing us to deal with trajectories of bounded length. Then, we leverage
the Vi, (Definition 3.8) and its properties. We choose &’ large enough so that any
trajectory that goes from & to R? \ X" without going through ¢/ must make Vi,
increase. (3.76) then ensures that any such trajectory must have a large action
cost. The LDP estimates from Proposition 3.4(3.50b) finally guarantee that any
such trajectory is unlikely, which allows us to obtain the desired exponential
tail bound.

3.6.3 Estimating the transition times

We now have all the required ingredients to prove Proposition 3.11, which we
restate for completeness:

Proposition 3.16. Let U be a neighborhood of crit f and let X be a compact set such
that U C X. Then, there is some a, b > 0 such that, for 1) small enough, for any n > 0
andany x € X,

P, (’L’Z[ > n) < exp(—% + b) , (3.80)

ot, equivalently, there is some a, b > 0 such that, for n, &« > 0 small enough, for any
xeX,

EYTW aa
e '711] <en (3.81)
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The proof consists in combining the three previous lemmas (Lemmas 3.13-3.15)
with the strong Markov property of SGD. It goes as follows: suppose SGD starts
insomex € X\ U.

1. By Lemma 3.14 SGD spends a small amount of time in X’ \ ¢/ with high
probability before exiting it.

2. If SGD exists X \ U through U/, we are done. Otherwise, SGD exists X' \ U
through RY \ X’ — with A’ from Lemma 3.15 — but this happens with
small probability by Lemma 3.15.

3. But, by Lemma 3.13, SGD spends only a bounded amount of time outside
X with high probability before coming back to X'.

4. We are now back to the first step and we can iterate this reasoning until
SGD exits X' \ U through U.

This reasoning can be made formal by considering the moment generating

function of the hitting time TZ[

e ], (3.82)

for some a > 0 small enough. By the strong Markov property for SGD, the
sketch above translates to the following (informal) recursion:

(YTZI
sup Ey|e " (3.83)
xexX\U
Uzcg{\u @y u (\,.[77
< sup {Exle T | +Pyfo” T Eyle ™™ +1{" TVE E
< sup {E;|e +Pr(0yy <Ty)Exfe T+ {GX\M <7} S len
xexX\U “;c\u

< exp(ﬂ +b) +exp(—é) exp (@ + b) +supE,
1 n 1 zeX

et ] ) . (3.84)

where we used the estimates of Lemma 3.13,Lemma 3.14, and Lemma 3.15
to bound the different terms. Making this recursion formal and solving it,
we obtain the desired bound on the moment generating function of ”L'Zl of
Proposition 3.11.

3.7 TRANSITION PROBABILITIES
3.7.1 Transition costs

We can now direct our attention to estimating the transition probabilities
between neighborhoods of critical components: if SGD is started in some C;,
how likely is it to reach some C;? We will crucially rely on the large deviations
estimates obtained in § 3.3.

For this, we introduce the transition costs B; ; between critical components C;
and C;. They are defined using the quasi-potential 3 (Definition 3.6) as follows:

Definition 3.9. For i,j € {1,..., Nuit}, define the transition cost B; ; between C;
and C; as

Bij = inf{B(x,x’) x €Ki, x' € IC]-}
=inf{Sjo,r)(y) : ¥ € C(I0, T, RY), y0 € Ci, yr €C;, T €N, T > 1}
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=inf{Sy(&): £ € RN, & €€y, , En-1 €Cj, N > 1} (3.85)

Figure 12: [llustration of a path that goes from C; to C;.

The transition costs (B ;);,; characterize the transition probabilities of the
induced chain (z,),>0 (Definition 3.5) between neighborhoods of critical com-
ponents and, more precisely, the N-step transition probabilities of the (z,),0,
denoted by Q¥ (x, -): for N large enough, for x € C;,

; ; Bi
QN(x,C]‘?) =P, (xli[ € C]‘?) ~ exp(—Tj) . (3.86)

Therefore, the transition cost B; j can be interpreted as the cost for SGD to go from C;
to C; in a large number of steps: the higher B; j, the less likely it is for SGD to go from
Ci to C; in a large number of steps.

Again, B; j inherits the properties of S that are detailled in § 3.3.1. In particular,

if there exists a solution of the gradient flow that goes from C; to C;, then B; ; = 0
and SGD going from C; to C; is very likely. Conversely, in the case of Gaussian
noise § 3.3.2, (3.38) implies that 3; ; is lower-bounded as:

o

(3.87)
Hence, if C; sits at the bottom of a hill and C; sits at the top of that hill, then B; ;
is large.

A prior, nothing guarantees the transition costs B;, ; will be finite. For simplicity,
we will assume throughout that they are.

Assumption 3.10. Foranyi € {1,...,K}andj € {1,..., Nuit}, Bij < +co.

In light of (3.86), Assumption 3.10 ensures that it is possible for SGD to go
from any critical component to any other critical component with non-negligible
zero (though it can still be very small). This is a technical assumption and, it
can be guaranteed by requiring that for each pair of components (C;, C]-), there
exists a path y from C; to C; along which the noise can actively steer SGD (see
Appendix B.2.4 for details). Also note that if Assumption 3.10 does not hold, one
could still carry out the analysis by restricting attention to the communicating
classes of the transition graph, applying our results within each class separately;
we do not pursue this here for simplicity.

3.7.2 Transition probabilities

We here explain how to obtain a formal version of (3.86). For this, we adapt
to our context Kifer (1988a, Lem. 5.4) and simplify it using ideas from Freidlin
and Wentzell (1998b, Chap. 6).

We introduce the auxiliary transition costs l§i,]~: itis the analogue of B; ; when
we only consider paths that do not go through any other critical component
than C; and C;.
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Definition 3.11 (Freidlin and Wentzell (1998b, Chap. 6,§2)). For i, j,

Bij=inf{Sn(&):N21,Ee R, & eCy en1eC &nd | Jaforn=1,...

141,

(3.88)

The distinction between B; ; and El] is subtle but important. B;; is the
minimum cost to go from C; to C; along any path, including those that pass
through other critical components C; along the way. By contrast, g,] is the
minimum cost subject to the constraint that the path avoids all other critical
components: it measures the cost of a direct transition from C; to C;. In particular,
Bi; < [37,] since B; ; optimizes over a strictly larger set of paths.

Lemma 3.17 shows that B; ; equal the shortest-path distance from C; to C; in
the weighte graph whose edge weights are the direct transition costs Bj y: it is
the cost of the cheapest sequence of direct transitions connecting C; to C;.

Lemma 3.17. Foranyi,j €1,

n-2
Bi; = min{ZBil,im ig=id, dp1 =], i €lforl=1,...,n—-2,n> 1}
1=0

Nerig—2

= min{ inie - io = i, iNcrit_l = j, il S IfOT’l =1,...,Ngi— 2} .
1=0

(3.89)

The auxiliary costs B; j are the natural objects for estimating one-step transition
probabilities of the induced chain: since the chain is stopped upon entering
any neighborhood C?, a single transition corresponds precisely to a path that
does not pass through any other component. Lemma 3.17 then recovers B;
from these one-step costs via the shortest-path formula above. We now make
this quantitative: we first estimate the one-step transition probabilities in terms
of El] (Lemmas 3.18 and 3.19), then combine them via Lemma 3.17 to obtain
estimates in terms of B; ; (Proposition 3.20).

Lemma 3.18. Fix ¢ > 0. Let n,6 > 0 be small enough. Then, for all i,j €
{1I ey NCVit}/

Bij ¢
—_—— + —

Vxe(,’?, Q(x,Cf’) < exp "

. (3.90)

Proof sketch. The proof of this upper bound closely follows Kifer (1988a), though
adapting his arguments to our setting requires all the tools developed so far. It
consists in bounding the probability that z; € Cf given that zg = x € Cf, and
combines on three key ingredients:

¢ By Lemma 3.10, any trajectory from C;S to C]‘.S can be modified, at negli-

gible cost, into one that starts in C; and ends in C;. By definition of E,]
(Definition 3.11), any such trajectory therefore has action cost at least 3, ;.

* By Proposition 3.11, with high probability, any trajectory going from Cié to
C]‘.S does so in a bounded number of steps N.

e The LDP upper bound ((3.50b) in Proposition 3.4) then yields that the
probability of going from C? to C]‘? in N steps is at most exp(—(B;,; — €)/1).
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We now provide a lower bound on the transition probabilities Q" (x, C]‘.S) for

N large enough in terms of the auxiliary transition costs El]

Lemma 3.19. With the setting of Lemma 3.18, in addition, there exists N such that,

‘ : B; :
Vx € Cf , QN (x,Cf) > exp(——’j £ . (3.91)

non

Proof sketch. The proof of this lower bound closely follows Kifer (1988a), though
here again the adaptation to our setting makes essential use of all the tools
developed so far. It consists in explicitly constructing a trajectory from x € C?

to C]‘7 in N steps with action cost approximately g,-,j, and combines again three
key ingredients:
* By definition of E,] (Definition 3.11), there exists a trajectory from some
point & € C; to C; with action cost approximately g,] that avoids all other
critical components.

* By Lemma 3.10 and Lemma 3.9, one can prepend a trajectory of bounded
length and negligible cost from x € Cf’ to & € C; that remains close to
Ci. The concatenation yields a trajectory from x to C; with action cost

approximately B; j that avoids all other critical components.
¢ The LDP lower bound ((3.50a) in Proposition 3.4) then yields that the
probability of following such a trajectory is at least exp(—(B;,; + €)/1).
n

Proposition 3.20 is the main result of this section: it exactly characterizes the
N-transition probabilities of the induced chain (z,),>0 between neighborhoods
of critical components in terms of the transition costs B3; ;:

Proposition 3.20. With the setting of Lemma 3.18, in addition, there exists N such
that,

B,‘,]‘ + €
n

B;i—
vxec?, exp(— ) <QV (x,C]‘-S) < exp(— 4 6). (3.92)

n
To obtain Proposition 3.20, we combine Lemma 3.17 with iterated applications
of Lemmas 3.18 and 3.19.

3.8 SUMMARY

The goal of this chapter was to develop the proof infrastructure for the main
results on SGD by adapting the Freidlin-Wentzell-Kifer program of Freidlin
and Wentzell (1998b), Kifer (1988a) to the SGD setting. The central idea is to
reduce the analysis of the long-run behavior of SGD to that of a finite-state
Markov chain — the induced chain — whose transition probabilities are governed
by large deviation costs between the connected components of crit f.

The first step is a sample-path large deviation principle for the accelerated
SGD process (§ 3.3), with action functional

T
Sr(y) = /0 L0/, (1)) db (3.93)
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built from the Hamiltonian of the noise. Armed with this LDP, we carry out
the approach of Freidlin-Wentzell:

® Step 1: Reduction to a finite-state space (§ 3.5) The behavior of SGD
depends only on which component the iterates are near, not on the precise
location within it (Lemma 3.9 and Lemma 3.10). This allows us to treat the
induced chain as a Markov chain on the finite set of critical components
{C1,...,CN,;} and to define transition costs between them independently
of the neighborhoods chosen.

® Step 2: Transition times (§ 3.6) SGD returns to any neighborhood of crit f
with exponential tails on the return time (Proposition 3.11), showing that
the induced chain faithfully represents the long-run dynamics.

* Step 3: Transition probabilities (§ 3.7) The transition probabilities of the
induced chain satisfy the two-sided estimate (Proposition 3.20): for N large
enough, for x € Cf,

Bi,j + ¢

Bii—«¢
exp(— ) < QN(x,C]‘-") < exp(— 1']17 ) (3.94)
where B;; is the minimum cost, as measured by the action functional, to
travel from C; to ;.

Extending the Freidlin-Wentzell approach to SGD requires addressing three
main difficulties: the unboundedness of the domain, the boundedness and
non-Gaussianity of the noise, and the discrete-time nature of the process.
Together, the results of this chapter are the key ingredients for the proofs of
the main results on the invariant measure and the hitting-time asymptotics,
presented in Chapter 4 and Chapter 5.

49






THE INVARIANT MEASURE OF SGD

4.1 Characterizing the invariant measure 51

4.1.1 From induced chain to SGD 51

412 Relative probabilities of critical components 55

4.1.3 Global concentration near minimizing components 57
42 Applications and implications 59

421 SGD with Gaussian noise 59

422 Local dependencies 64

423 Convergence of empirical measures 65

424 Dissipative systems 66

In this chapter, we present our main results on the invariant measure of (SGD).
The material is taken from Azizian et al. (2024c) but completely rewritten; in
particular, we highlight how the results follow directly from the essential
ingredients of Chapter 3.

In § 4.1, we derive the main results on the invariant measure. We begin, in
§ 4.1.1, by establishing the key formula relating the invariant measure of SGD
to that of its induced chain. In § 4.1.2, we apply this formula to characterize
the relative probabilities of the different critical components. In § 4.1.3, we
show that the iterates are exponentially unlikely to be observed far from crit f
and thus from the ground states. In § 4.2, we examine the consequences and
applications of these results. We first compute the energy levels explicitly
for SGD with Gaussian noise (§ 4.2.1), then study how the local geometry of
the noise controls the energy levels (§ 4.2.2). We then extend all four main
results to the mean occupation measures (§ 4.2.3). Finally, we show how our
theory connects to some deep learning phenomena (§ 4.2.4) under an additional
dissipativity assumption.

4.1 CHARACTERIZING THE INVARIANT MEASURE
4.1.1 From induced chain to SGD

To motivate the main formula for the invariant measure of the induced chain,
we begin by considering an actual finite-state Markov chain and present a
combinatorial representation of invariant measures for finite-state Markov
chains. This formula can be seen as a generalization of Kirchhoff’s matrix
tree theorem. Its statement for the invariant distribution of Markov chains is
from (Hill, 1966, Leighton and Rivest, 1986); see also Freidlin and Wentzell
(1998b, Chap. 6, Lem. 3.1) for a more general version. We present it here in a
self-contained way for the reader’s convenience.
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Consider a Markov chain on the state space I = {1, ..., Nt} with transition
matrix (p;;)i jer. An invariant probability measure y = (u;);e; satisfies, for every
iel,

Hi= ) W pji (4.1)
jel

Equivalently, using 3} ;¢; pij = 1, this can be rewritten in the global balance form:

for everyi €I,
D piji= ) Pk (4.2)

j#i j#i
These balance equations form a linear system for the unknown masses (;);er
and characterize the invariant measure implicitly. Indeed, (4.1) can be written

as
wI-pPy=0, Y w=1.
i€l
These equations could be solved exactly and their solution may be expressed
through minors or cofactors. The resulting formulas are exact, but not especially
explicit.

For our purposes, we need an explicit form, one that reveals how the whole
transition structure contributes to the mass at a given state. Fortunately, it
is possible to obtain a combinatorial expression for the same solution (Hill,
1966, Leighton and Rivest, 1986). It rewrites the stationary mass at i as the
total weight of all directed spanning trees rooted at i, that is, of all global flow
structures that funnel the chain toward i.

This formula involves directed spanning trees rooted at a node i: these are directed
graphs on I in which every vertex j # i has exactly one outgoing edge, i has
no outgoing edge, and there is no directed cycle. We denote by 7; the set of
directed spanning trees rooted at i. For each i € I, define the unnormalized

weight
mi=> ] i (43)

teTi (jol)et

Each tree may be interpreted as a minimal global routing pattern by which
every state eventually feeds into i; its weight is the product of the transition
probabilities along its edges. Summing over all such trees therefore measures
the total strength of all coherent ways in which the dynamics can direct mass

toward i. Setting
Ttj

Hi = ,
2 jer Ty
yields an invariant probability distribution for the chain. For completeness,

we provide a self-contained proof of this fact, following the argument of Cerf
(2019).

Proof the claim. To check that u is an invariant distribution, it is enough to show
that the unnormalized weights satisfy the global balance equations: foralli € I,

Zpij ;= Zpﬁ Tij. (4.4)
j#i j#i

To verify (4.4), we show that both sides are equal to

Z l—[ pji, (4.5)

8§ (j—heg
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where the sum ranges over all directed graphs g on I in which every vertex has
exactly one outgoing edge' and the unique directed cycle passes through i.

For the left-hand side, each pair (j # i, t € 7;) produces such a graph by
adding the edge i — j to t. This creates exactly one directed cycle, which
necessarily passes through i, and every vertex still has exactly one outgoing
edge. Conversely, every graph g contributing to (4.5) arises uniquely in this
way: removing the outgoing edge of i breaks the unique cycle and yields a
directed spanning tree rooted at i. Therefore, the left-hand side of (4.4) is equal
to (4.5).

The same argument applies to the right-hand side. Each pair (j # i, t € 7})
produces such a graph by adding the edge j — i to t. Again, this creates a
unique directed cycle passing through i, and every graph counted in (4.5) is
obtained in a unique way by removing the edge entering i along the cycle.
Hence the right-hand side of (4.4) is also equal to (4.5).

This proves (4.4), and therefore the normalized weights define an invariant
distribution. [

In the preceding chapter, we reduced the long-run behavior of (5GD) to the
transitions of its iterates between the components Cy, . .., Cn,,, of crit f, yielding
an induced Markov chain (z,), thatis very close to the finite-state setting above.
By Proposition 3.20, its transition probabilities satisfy, for all i # j,

Br]

o~ - 4.6
- oof-2). w0

Applying the computations above? , substituting into (4.3), the unnormalized
weight of K; should satisfy

w2 I ew-)

teTi (jol)et
= Zexp - Z Bj
teTi (]—>l)€t
ex —lmin B; (4.7)
p T] i‘€77 . j,l 7 .
(j—l)et

where the last step uses the fact that the sum concentrates on the minimum-
weight tree for small enough 7. This minimum total tree weight is precisely the
energy of component ;. It is the quantity that determines the weight of C; in
the invariant measure of SGD.

In the rest of this section, we introduce the necessary tools to make the above
argument (4.7) rigorous. First, the transition costs B; ; can be organized into a
directed graph, which we call the transition graph of (SGD).

Definition 4.1. The transition graph of (SGD) is the complete weighted directed
graph ¢ = (V, £) defined as follows:

A directed graph with exactly one outgoing edge for each node and no self-loop must have exactly
one directed cycle.

Note that these computations do not formally apply: (z), is not formally a finite-state Markov
chain, the results of Chapter 3 only show that it behaves like one up to some multiplicative error
terms. Freidlin and Wentzell (1998b, Chap. 6,Lem. 3.1) provides a precise way to make these
approximations rigorous, see Proposition 4.1 below.
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(a) The vertex setis V = I, with one vertex per component of crit f.

(b) The edge setis & = {(i,j) : i,j € I, i # j}, with one directed edge per
ordered pair of distinct components.

(c) The weight of each directed edge (i — j) is the transition cost 3, ;.

] & e

é

Figure 13: Illustration of the transition graph on K = 4 components. Left: the complete
transition graph, with one directed edge per ordered pair (i, j) carrying
weight B; ;. Center and right: directed spanning trees t € 7; rooted at 1
(highlighted in red), with every other vertex having exactly one outgoing
edge and all paths leading to i.

We can now define the energy of a component C;, which appears in (4.7).

Definition 4.2 ((Freidlin and Wentzell, 1998b, Chap. 6,§4)). Define, for every
i€l
Ei = E(C;) = min Z Biy, (4.8)
(j—l)et

where 7; denotes the set of directed trees® rooted at i in the complete graph
onl.

See Figure 13 for an illustration of the transition graph and of the directed
spanning trees rooted at a given vertex.

To simplify the statements, for the rest of this chapter, we fix a precision
level ¢ > 0, and consider sufficiently small C? 0-neighborhoods of C;,
i=1,..., Ngit and sufficiently small n > 0.

The following proposition makes the approximations precise. It is a conse-
quence of Freidlin and Wentzell (1998b, Chap. 6, Lem. 3.1), which provides
explicit bounds on the invariant measure of a Markov chain whose state space
is partitioned into finitely many components, given corresponding bounds
on the transition probabilities between components. We apply this to the
induced chain (z,), on C® = Ull-i 1 Cf, using the transition probability estimates
of Proposition 3.20.

I"(Fhis proposition thus fully characterizes v, (which is supported on C® =
UK, €.

Proposition 4.1. Consider v[, an invariant probability measure for (z,), the induced
chain on C®. For anyi €1,
E; —minic E; + ¢ Ei —minic E; — ¢
exp|—— 1;6 ! ) SVZO(C?)SBXP(— : 1;6 !

A directed tree rooted at i is graph without cycles and such that every node other than i has exactly
one outgoing edge, and i has no outgoing edge.
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It now remains to relate v to the invariant measures of (SGD) itself. This is
provided by the following key lemma, see e.g., (Douc et al., 2018, Thm. 3.6.5). It
also corresponds to Kifer (1990, Cor. 3.1) adpated to our non-compact setting. It
is also linked to results from Khasminskii (2012, Thm. 4.1) which studies the
continuous-time case and from Meyn and Tweedie (1993, Thm. 10.4.9) which
studies the irreducible case.

Lemma 4.2. Consider ., an invariant probability measure for (SGD). Then, v, the
restriction of il /uly(C?) to C? is an invariant measure for the induced chain on C°.
Moreover, for any measurable set H C RY,

1
n Teo !
ALlOO(H) / n n
= E 1 H}| dve(x). 49
i A DI B ®9)

This lemma states that u, invariant measures of SGD roughly correspond to
the invariant measures of the induced chain v, provided that the chain does
not spend too much time outside of C° so that the expectation

no_
Tcﬁ 1

E. Z 1{x! € H} (4.10)
n=0

can be adequately controlled. Proposition 3.11, which bounds the time (SGD)
spends outside of C?, is key in that.

4.1.2 Relative probabilities of critical components

We can now present our main results. We begin by estimating the relative
probabilities of the different components C; for i = 1,...,K. For this, we
apply Lemma 4.2 with H « Cf, 0-neighborhood of C;, to obtain, up to the
normalization constant,

no_
Tos 1

Te)« | Ey 1{x! e oY dvl(x). 411
et e [ ] Y 1t et aln @)

n=0
-1 X
But E, ;C:‘)O 1{x] € c? }] is lower-bounded by 1 by definition and uniformly

upper-bounded by e thanks to Proposition 3.11 . Hence, luZO(C;S) coincides

with v, (Cf) up to multiplicative factors. Combined with Proposition 4.1, this
gives the following main result:

Theorem 4.3. Let yzo be an invariant measure under (SGD), For any i € I,

E; —min; E; E; —min; E;
exp Bt ) E) < ulU) < exp(—$ + E). (4.12)
n Ui Ui n
More compactly, with notation as above, we have:
(W) o exp(—Ei-’-TO(S)). 4.13)
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Theorem 4.3 states that the long-run distribution of (SGD) around the com-
ponents of crit f is, to exponential order, a Boltzmann-Gibbs measure with
energy levels (E;) at temperature 1 (Landau and Lifshitz, 1976). Its content is
perhaps most clearly expressed as a statement about relative probabilities: for
any two components K; and KC;, up to multiplicative error,

T (14 . _F.
M ~ exp(—ﬂ), (4.14)
HOO(U j ) n

so the ratio of time spent near K; versus K; is determined, to leading expo-
nential order, entirely by the difference E; — E;. The energy levels (E;); are not
(necessarily) the objective values (f;): they arise from a variational problem
over the transition graph, where E; is the minimum total cost of routing the
entire chain toward K;, as measured by the quasi-potentials (B; ;). Since these
quasi-potentials encode both the geometry of f and the statistics of the noise,
the ground state — the minimizer of E; — depends on the noise model and
need not coincide with the global minimizer of f (see §§ 4.2.1 and 4.2.2 for a
detailed discussion of this point).

We note that Theorem 4.3 applies to any invariant measure of (SGD): our
assumptions guarantee existence (see Lemma A.3.19 in Appendix A) but not
uniqueness, so the theorem characterizes all of them simultaneously. Regarding
precision, the tolerance ¢ enters (4.14) as a multiplicative factor e*2e/n ; more
explicitly,
~(Ei~Ej+2)/n < .ugo(ui) < o~ E-Ej=20)/n (4.15)

ulU)
which is negligible relative to the leading term whenever E; — E j is positive.
The theorem holds for any noise model satisfying our standing assumptions,
with all model-specific information absorbed into the quasi-potentials (3; ;):
the Boltzmann-Gibbs form is the same regardless of the noise distribution; only
the numerical values of (E;); change.

A natural question is whether the non-minimizing components of f — saddle
points and local maxima — are selected against under . To make this precise,
we recall the following definitions.

e

Definition 4.3. A component /K of crit f is called minimizing if there exists a
neighborhood U of K such that K = argmin,_,, f(x); it is called non-minimizing
otherwise.

A component K is thus minimizing if it is a (strict) local minimum of f;
saddles and local maxima are non-minimizing. This notion is closely linked to
the notion of attracting components under the gradient flow of f:

Definition 4.4. A component K of crit f is called attracting if there exists a
neighborhood U of K such that, for any x € U, the gradient flow (©¢(x)):>0
converges to K as t — +oo.

In our setting, these two notions coincide: K is minimizing if and only if it is
attracting. The key fact underpinning this equivalence is that, in our setting, the
gradient flow of f converges to crit f from any initial point, and, by definition,
the components of crit f are separated. Therefore, for any initial point x, the
gradient flow converges to one of the components Cy, . .., Ck of crit f: for any
x € R4, there exists i € I such that

d(©:(x),C;) >0 as t — +oo. (4.16)
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A non-minimizing component therefore cannot attract all nearby trajectories:
nearby points with strictly lower objective value must eventually flow to another
component.

This equivalence has a crucial consequence: it also implies that K; is attracting
/ minimizing if and only if

Bij>0 forall j=#i. (4.17)

Informally: if C; is not attracting, there exists a gradient-flow trajectory that
starts arbitrarily close to C;, has decreasing objective value, and converges to
some other component C;; since the quasi-potential B; ; measures the cost of
transitioning from C; to C;, this forces B; ; = 0. Iterating this argument, for any
non-attracting C; there exists an attracting C; with B;; = 0. Now, since C; is
attracting, we have that B;; > 0 for all [ # j. Thus, any spanning tree rooted
at C; must include an edge leaving C;, incurring cost at least miny,; B;; > 0; by
contrast, any spanning tree rooted at C; can route C; toward C; at zero cost via
B;,; = 0. Hence, it holds that

E; > E je (4.18)

Together with Theorem 4.3, this immediately implies that non-minimizing

components are exponentially suppressed under .,

Theorem 4.4. Suppose that pl, is invariant under (SGD), and let C; be a non-
minimizing component of f. Then, there exists a minimizing component C; of f and a
positive constant*c > 0 such that

m(rd
Hoo(C?) < ox (_c+£) (4.19)

H&(C) U
In particular, in the limit n — 0, we have ul,(U;) — 0.

This avoidance principle is particularly important because it shows that
(SGD) is far less likely to be observed near a non-minimizing components of
crit f relative to a minimizing one. In this regard, Theorem 4.4 complements
a broad range of avoidance results in the literature Pemantle (1990), Ge et al.
(2015a), Jin et al. (2017), Mertikopoulos et al. (2020), Hsieh et al. (2021, 2023)
without requiring any of the “strict saddle” assumptions that are standard in
this context.

That being said, Theorem 4.3 and Theorem 4.4 leave open the possibility that
the energy landscape of (SGD) contains non-critical low-energy regions that
nonetheless get a significant amount of probability under (SGD); put differently,
Theorem 4.3 and Theorem 4.4 do not rule out the eventuality that, in the long
run, x, may still be observed with non-vanishing probability far from the critical
region of f. This is addressed in the next section.

4.1.3 Global concentration near minimizing components

In this section, we show that the iterates of (SGD) are exponentially unlikely to
be observed far from crit f and as a consequence, the results of the previous
section fully characterize the long-run distribution of (SGD).

We begin by showing that invariant measures are exponentially concentrated

11
around crit f. Lemma 4.2 reduces this to bounding IEX[ZZCZ"O 1{x] € D}]

4 Independent of ¢, 7, 6.
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for D far from crit f. The key tool is the following lemma, which bounds
the probability that the iterates reach a set D before returning to the critical
neighborhood.

Lemma4.5. Foranyiel, x €C?

Jm@g<ﬁ33e¢t§gﬂﬁgmlfy (4.20)
where
B(Ci, U5(D)) = inf Bi,]-(x, x’) (4.21)

XECI',X’EZ/[D(D)

This lemma is natural in view of the LDP (Proposition 3.4) and the definition
of the quasi-potential (Definition 3.6) , which suggests that the probability of

_B(i,D) ;
; ) Again, the proof

reaching D from C; should be approximately exp(
of this lemma also relies on Proposition 3.11 to be able to apply the LDP on a
finite time horizon.

In the formula from Lemma 4.2, if the chain returns to C°® without ever visiting
D, the contribution )} 1{x, € D} is zero. So Lemma 4.5 bounds the probability
of a non-zero contribution, and combined with Proposition 3.11 which controls
the total excursion length, this makes u,(D) exponentially small whenever
B(KCi,D) > 0 for all i. For minimizing components, similar to the earlier
discussion, the quasi-potential to any set outside a neighborhood is positive: if
K is minimizing, then B(K;, R4\ ) > 0 for any sufficiently small neighborhood
U of K;. Intuitively, leaving a local minimum requires increasing the loss value
which cannot be done with zero action cost.

Thus, leveraging Lemma 4.5 with D as the whole space except a neighborhood
of the minimizing components, one obtains:

Theorem 4.6. Let yﬂo be an invariant measure for (SGD). Then, there exists a
constant® ¢ > 0 such that

UN I _ ,—c/n o ._ 0
yoo(Cmm) >1-e¢ , Where C,. : Ui: K minimizing C; (4.22)
and, therefore,

K
ygo (C‘S) >1—e"M, where C°= UC?. (4.23)
i=1

This theorem thus shows that, in the long run, the iterates of (SGD) are
exponentially more likely to be observed in the vicinity of crit f rather than far
from it, and exponentially more likely to be observed near a minimum of f
rather than a saddle-point (or a local maximizer).

Our next result can be seen as joint consequence of Theorem 4.3 and The-
orem 4.6 as it shows that the long-run distribution of (SGD) is exponentially
concentrated around the system’s ground state

Co = Uicargmin, £, Ci (4.24)

that is, the components of crit f with minimal energy. Theorem 4.7 makes this
precise.

5 Independent of ¢, 1, 0.
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Theorem 4.7. Let u, be an invariant measure for (SGD), There exists a constant®c > 0
such that
n(rd _ ,—c/n 0 ._ )
> = 2. .
ulh@€)y=1-e, where C? Uiearg min 1, C (4.25)
Theorem 4.7 is the latest of our four main results: it asserts that, regardless of
how many local minima f possesses, the invariant measure ., assigns all but
an exponentially small fraction of its mass to a 6-neighborhood of the ground
state Cp.
In words, the theorems in this chapter provide the following quantification
of the limiting distribution of x,: in the long run

(a) the critical region of f is visited exponentially more often than any
non-critical region of f (Theorem 4.6);

(b) in particular, the iterates of (SGD) are exponentially concentrated around
the problem’s ground state (Theorem 4.7);

(c) among the mass that remains, every component of f gets a fraction that
is exponentially proportional to its energy (Theorem 4.3); and, finally

(d) every non-minimizing component is “dominated” by a minimizing
component that is visited exponentially more often (Theorem 4.4).

Importantly, the problem’s energy landscape is shaped by f, butnot f alone: the
statistics of (SFO) play an equally important role, so we may have Cy # arg min f;
we discuss this issue in detail in the next section.

42 APPLICATIONS AND IMPLICATIONS
42.1 SGD with Gaussian noise

To provide some intuition on the energy levels E; and the resulting Gibbs
distribution, we examine the case of SGD with Gaussian noise, a common
model for the stochastic gradient noise in deep learning (Mori et al., 2022, Xie
et al., 2020).

In the Gaussian case, when the variance depends on x only through the
loss value, the energies E; indeed admit explicit closed-form expressions. For
technical reasons,” we work with truncated Gaussian noise, but the same
computations apply to the untruncated case and yield the same result.

Assume that U (x, w) follows a centered Gaussian distribution with covariance
0%(f(x))I conditioned on remaining in B(0, R(x)), for some continuous o2 :
R — (0, +o0) and radius R(x) > 0. Akin to V in Definition 3.8, a key role is
played by the function V : RY — R defined by

V(x) =2a(f(x)) with a:R— R aprimitive of 1/0%. (4.26)

This potential V determines the energy levels E;. Denote by V; the value of V
on K; (recall that f is constant on K;, so V is as well). The following proposition
shows that, up to a constant independent of i, the energy levels are given by the
potential values at the critical components.

6 Independent of ¢, 1, 0.

7 Formally, standard Gaussian noise is not almost surely bounded and as such would not satisfy
Assumption 3.3(b).
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Proposition 4.8. For any ¢ > 0, if R(x) is large enough depending on V f(x) and ¢,
then, up to a constant,

Ei=Vi+0O(e) foralli=1,...,K. (4.27)

To give some intuition about the proof, we consider the non-truncated
Gaussian case for simplicity, but the same argument applies to the truncated
case. Since the noise is Gaussian, the Lagrangian and Hamiltonian (from § 3.3.2)
have explicit expressions: for every x,p,v € RY,

H(x,p) = ~(Vf(x),p) +log E [e””““““’”] (4.28a)
= ~(Vf(),p) + 36N (4.28)
g o+ Vi)II?

L(x,v)=H(x,v) = —Zoz(f(x)) . (4.28¢)

This expression of £ makes it clear that the action functional penalizes the
deviation of a path from the flow: for a path y € C([0, T])) for some T > 0, the
action cost of y is given by

[T VIR
Sr(y) _/0 220, 0) dt . (4.29)

The computation of the E; relies on the following observation. Take a path
y € C([0, T]) for some T > 0 and consider ¢ defined by ¢; = yr—; fort € [0, T].
Then, the action cost of ¢ is given by,

Sr(p) = /OT =7t + Vol it

2027 (1))
Tlyve + VEGI? T2y, VE(yr))
Y B A AVAZA T P e VAP ASATLAP
A 227 00) A 2
T
=&W%/wawmwu (4.30)
0

since VV(x) = 2a/(f(x))Vf(x). Therefore, we get that

Str(p) = Sr(y) = (V(yr) = V() (4.31)

Take i,j € I. This equality then translates to a relation between B, ; and B;;:
considering y € C([0, T]) such that yo € K;, yr € K; and taking the infimum
over all such paths, we get that

B]',i < Bi,]' + (V] -Vi). (4.32)

where, since f is constant on K; and K;, we denote by V; and V; the values of V
on K; and K respectively. Reversing the roles of i and j and applying the same
argument shows that this inequality is an equality:

Bj,i + V] = Bi,j + V. (4.33)

Denote by C; ; this common value. Crucially, C; ; is symmetric in i and j.
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Now let t* be a minimum weight spanning tree on the complete but now
undirected graph on I with weights (C; ;); ;. We show that the minima in the E;
are attained t*, or more precisely, a directed version of it.

Fix i and consider t € 7; to be a spanning tree rooted at i. We have that, since
any node j is the origin of exactly one edge in t,

DB+ Vi= Y (Bu+V)+Vi

(j—l)et jel (j—l)et

Z Cii+Vi. (4.34)

But, by definition of t*, this sum is at least equal %}, )¢ Cj,1 S0 we have

DB+ Y Viz Y Ciu+Vi, (4.35)

(j—let jel (jelet*

and by choosing t; as an oriented version of ¢* rooted at i, the equality is attained.

Therefore, we have that
Z Bj, = Z Cii= Z Vi+Vi, (4.36)
(j—D)eti (jeol)et jel

or, in short, E; = V; + ¢ where ¢ > 0 is independent of i.

Therefore, the mass distribution over critical points is governed by a Gibbs
measure with potential V, proving Proposition 4.8.

The truncated case is more technical but the same argument applies. It relies
on the following lemma, which shows that the Hamiltonian and Lagrangian of
the truncated Gaussian are close to those of the standard Gaussian.

Lemma 4.9 (Lemma A.5.2). Let Xg ~ N(0, 0%14) conditioned on being in B(0, R),
with cumulant generating function H(p) := log E[e "X~ and Lagrangian L = *.
Fix ¢ > 0 and assume that R/o is large enough depending on e. Then, for every
p,v € R? such that ||p|| < R/(20%) and ||v|| < R/4,

2IIPII2 2IIPII2

<Hp)<(1+¢) , (4.37a)
[l ||2

(1-e)——

2
(1- )II oll

<L) <1+ ) (4.37b)

Since the Lagrangian of the truncated Gaussian is (1 + ¢)-sandwiched around
its untruncated counterpart, the action of any path inherits the same multiplica-
tive approximation. The quasi-potentials, and hence the energies, then satisfy
E; = Vi + O(¢) after taking the tree infimum.

Now, two choices of o2 are of particular interest. The simplest is the constant-
noise case 0%(-) = 02: the primitive a(t) = t/0? gives V = 2f /a2, so the energies
are simply proportional to the objective values at the critical components: up to

a constant,
2 L
Ei = —le + O(¢) and, (Z/ll) oc exp(—i (4.38)
o

Figure 14 provides a numerical illustration of Theorems 4.3—4.7 on a concrete
two-dimensional example in that setting.

Another relevant choice is the linear-noise case o(f(x)) = 0%( fx)+ GS): Mori
et al. (2022) showed experimentally that, in deep learning models, the variance
of the stochastic gradient noise scales linearly with the loss value. Here the
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Figure 14: Graphical illustration of Theorems 4.3-4.7 for the Himmelblau test function
fx1,x2) = (x% +xp— 112 + (1 + x% —7)2. The figure to the left depicts the
loss landscape of f with several (deterministic) orbits of the gradient flow of
f superimposed for visual convenience. The figure in the middle highlights
the 9 critical components of f as well as the most likely transitions between
them: C1, C3, C7 and Cg are minimizers (light blue), Cs is a global maximum
(light purple), and the rest are saddle points (light red). The figure to the
right illustrates the long-run distribution of 1000 samples of (SGD) run with
1 = 0.01 over a horizon of 2 x 10* iterations: the density landscape represents
the observed distribution, while the superimposed wireframe indicates our
theoretical prediction.

primitive a(t) = (1/ of) log(t + oé) yields V; = (2/ a%) log(fi + 0(2)), a logarithmic
dependence on the objective:

2
E; = = log(fi + oé) + O(e) and, ,uzo(l/{,-) o (fi + 05)_2/("%'7) . (4.39)
1

In particular, the linear noise “flattens” the energy landscape, making the
selectivity between critical components less pronounced than in the constant-
noise case.

Remark 6 (Influence of the batch size). These results allow us to explicit the
influence of the batch size B on the energy levels E; and the resulting Gibbs
distribution. For SGD, the scale of the noise is inversely proportional to the
batch sizeii.e., o2(f(x) scales as %. In that case, the values of the potential V; are
multiplied by B so that
E B . (4.40)
non
Interestingly, we recover the linear scaling rules for the learning rate n and
batch size B observed in practice: to keep the same behavior when increasing
the batch size, the learning rate should be increased proportionally to B (Goyal
et al., 2017, Smith et al., 2018). In our framework, this scaling rule ensures that
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the energy levels E; remain unchanged, so that the long-run distribution of
SGD is unaffected by the change in batch size.

In both cases, the ground state coincides with the global minimum of f:
Theorem 4.7 then indicates that the iterates of SGD concentrate around the
global minimum on the long run.

Howeuver, this is not always the case: when o2 is allowed to depend on x in a more
general way, the energy levels E; are no longer functions of the objective values f;,
and the ground state may not be the global minimum of f.

2
01
x P
1 o2
Lo

Figure 15: Two-valley landscape with noise variance G% in the left basin and a% in the

right basin. The three critical components are C; = {x1} (left minimum),
Cy = {x2} (right minimum, with f(xp) < f(x1)),and C3 = [y — ¢,y + €] (flat
plateau, value f(y)).

Consider the function f depicted in Figure 15, with three critical components:
C1 = {x1} and C; = {x2} are the two local minima, with f(x;) > f(x2), and
C3 = [y — €,y + €] is a flat plateau of local maxima with constant value f(y).
Assume Gaussian noise with variance a% > 0 in the basin of x; and 0% > 0in
the basin of x,, interpolating smoothly in between.

We compute the quasi-potentials B; ; by applying the symmetry argument of
the proof sketch locally in each basin. Since the gradient flow descends from
the plateau to each minimum, downhill transitions have zero action:

Bsy =Bsp =0. (4.41)

Let A1 = f(y) — f(x1) and Ay = f(y) — f(x2) denote the depths of x1 and x»,
measuring how far each local minimum lies below the plateau. Uphill, the
path from x1 to the plateau stays in the left basin (noise a%) and the path from
x stays in the right basin (noise 03), giving

2A 2A
Bis==, By="". (4.42)
01 02

Crossing between the two minima costs at most a passage through the plateau,
so Bip = Bis and B,,1 = By 3. The full matrix is thus

0 2A1  2A4
27 % ZUA%

(Birj)i,jz _22 0 _22 . (4.43)
0y )

0 0 0
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Since exit costs from C3 are zero (third row), spanning trees rooted at C; or
C> route through Cs at no cost and only require the edge from the other local
minimum. Computing the minimum spanning trees, the energy levels are

_ 2

2
0y

2

Eq 2
1

E» Es=E1+E>. (4.44)

Note that E3 = E1+E; > max(E1, E2), so C3 is never the ground state — reflecting
the instability of local maxima.

Constant noise (01 = 0> = ¢). In this case E; = 2A,/0? and E; = 2A1/02.
Since f(x2) < f(x1), we have Ay > A and hence E; > Ej, so the ground state
is C, the global minimum of f. This recovers (4.38) and confirms that, in the
constant-noise case, the ground state is always the deepest minimum.

Non-constant noise (01 # 07). When the noise varies, (4.44) shows that C; is
the ground state if and only if

A A
£ 4 (4.45)
O, 03

which can hold even when f(x2) < f(x1), provided o7 is small enough relative
to os.

Mori et al. (2022) and Xie et al. (2020) showed experimentally that, in deep learning
models, the noise covariance near a minimum is approximately proportional to the
Hessian of the loss; in our one-dimensional example, this means o3 oc f”(x1) and
a% o< f"”(xp). Hence, a flat minimum x1 — one with small curvature f”(x1) —
has small noise variance a%, which raises the exit cost Bz = 2A1/ 0% and hence
Ey, making K1 the ground state even if f(x1) > f(x2). This is a quantitative
manifestation of the flat-minima bias of SGD.

The next section gives a general analysis of this phenomenon.

4.2.2  Local dependencies

The modeling of the noise is crucial to the understanding of the dynamics of
(SGD). This has been often underlined, especially in the exit-time literature (Hu
et al., 2019, Xie et al., 2020, Mori et al., 2022, Jastrzebski et al., 2017)

In particular, Mori et al. (2022), after heuristic arguments and empirical
investigation, suggested the following model for the noise in deep learning
training close to a minimum C; = {x"}: for x close to C;,

U(x) = N0, 6*f(x)H"), (4.46)

where H* := Hess f(x*) is the Hessian of f at x* and 6> > 0 is a constant.

We explain here how this model of the noise influences the invariant measure
of (SGD). We assume that a weaker version of (4.46) holds, namely that the
cumulant-generating function (CGF) of the noise satisfies

2
log [E ¢ @t @) < # (v,H"v) forall x near C;, (4.47)

with f remaining positive near C;.
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We also follow the structure assumption of Mori et al. (2022): assume that
log f is separable in the eigenbasis of H*:

logf(x)= > &'(x) (4.48)

A€eig H*
where x, denotes the projection of x on the eigenspace of A.

Lemma 4.10. Assuming (4.47) and (4.48), for all j # i, we have

gtxp) - g}

o2 s x,dist(x,C;) = 6 (4.49)
o

Ej = 2min
Aeeig H*

where g? is the value of g" on K;.

This result shows that the energy of each component of crit(f) is lower
bounded by the right-hand side (RHS) of (4.49). This quantity scales as the
reciprocal of the eigenvalues of H* so, as the minimum becomes flatter (i.e., the
eigenvalues of H* become smaller), the energy levels of all other components
become larger: thus, relative to component C;, the other components all become
less probable. Moreover, note that the RHS of (4.49) only scales logarithmically
with the value of the objective function around C;, i.e., the depth of the minimum:
this means that the “flatness” of the minimum plays a greater role in the relative
probabilities of the components than the depth.

This also shows that deepest minima do not necessarily correspond to the
ground state of the problem: if o2 or the eigenvalues of H* is small enough
compared to the noise level outside the 6-neighborhood of C;, then C; will be the
ground state of the system even if it is not the deepest minimum; we provide a
formal proof of this in Appendix A.4.3.

4.2.3 Convergence of empirical measures

Theorems Theorem 4.3-Theorem 4.7 hold for the invariant measure lul,, which
requires SGD to have reached stationarity. In practice, SGD is run for a finite
number of iterations N; the natural quantity is then the mean occupation measure

N-1

%Z]l{xn € B}

n=0

pn(B) == E (4.50)

for every Borel set B C RY. In words, iy (B) measures the mean fraction of time
that SGD has spent in B up to time N. To extend our results to uy, we require a
mild strengthening of Assumption 3.4:

Assumption 4.5 (Variant of Assumption 3.4). The signal-to-noise ratio of G
satisfies
IVf()lI?
—_— >
0% (f(x))

Under Assumption 4.5, the sequence (un)nso is tight 8; any weak limit
point is an invariant measure, so Theorem 4.3, Theorem 4.4, Theorem 4.6, and

as ||x|| = . (SNR™)

Here, tightness means that for every ¢ > 0, there exists a compact set K, ¢ RY such that yy > 1— ¢
for all sufficiently large N. In other words, the occupation measures do not lose mass at infinity.
See e.g., Kallenberg (2021, Chap. 23) for details.
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Theorem 4.7 apply to any such limit point. Since those results hold uniformly
over sufficiently small neighborhoods and step sizes, passing to the limit in N
yields the following occupation-measure analogues.

Theorem 4.3 (Occupation variant of Theorem 4.3). For N large enough, we have

E; —minjer E; E; —minje E;
exp e i it E) <unU;) < exp(—l—]d] + E). (4.51)
n n n n
More compactly, with notation as above, we have:
Ei+0O
un (U;) o exp(—L(E)). (4.52)

Theorem 4.4 (Occupation variant of Theorem 4.4). Let C; be a non-minimizing
component of f. Then, there exists a minimizing component C; of f and a positive
constant’c > 0 such that, for N large enough,

#N(C?) ( c+£)
5 <exp|— .

(4.53)

Theorem 4.6* (Occupation variant of Theorem 4.6). There exists a constant 1

¢ > 0 such that, for N sufficiently large,

uN(C;Zm) >1—eM, where C°. = U Cf (4.54)

min
it IC; minimizing

and, therefore,
N, crit

UN (C‘S) >1—e"M, where C°= U Cf. (4.55)
i=1

Theorem 4.7* (Occupation variant of Theorem 4.7). There exists a constant'lc > 0
such that, for N sufficiently large,

unUo) =1 —e~c/, (4.56)

4.2.4 Dissipative systems

The results of the preceding section hold for any initial condition and require only
mild assumptions on the noise and the objective. In many applications, however,
the objective satisfies a stronger structural condition known as dissipativity,
which is standard in the SDE and sampling literature (Erdogdu et al., 2018, Li
and Wang, 2022, Raginsky et al., 2017, Lu et al., 2021). We examine this setting
in detail, following Example 3.2. Dissipativity has two types of consequences.
First, it implies tightness of the occupation measure sequence, so Theorem 4.3,
Theorem 4.4*, Theorem 4.6*, and Theorem 4.7* continue to hold without any
additional assumption. Second, and more importantly, dissipativity enables
integration of polynomially growing functions against the occupation measure
— not just bounded test functions. This yields three concrete corollaries that
connect our theoretical results to observed phenomena in deep learning.

9 Independent of ¢, 1, 0.
10 Independent of ¢, 7, 6.
11 Independent of ¢, 7, 6.



4.2 APPLICATIONS AND IMPLICATIONS

The formal definition of dissipativity is as follows.

Assumption 4.6 (Dissipativity). There exist constants «, > 0 such that, for all
x e RY,
(Vf(x),x) = allx|> - B (4.57)

Assumption 4.6 is a coercivity condition on the gradient drift: as ||x|| — oo,
the gradient Vf(x) points increasingly inward, preventing the iterates from
escaping to infinity. In particular, it implies f(x) — +o0 as ||x|| — oo and that
IV f ()|l = Q(l|x]]) outside a compact set.

Beyond tightness, dissipativity ensures that the iterates do not stray far from
the origin: the occupation measure i, satisfies uniform polynomial moment
bounds, so for any continuous function ¢ growing at most polynomially, / ¢duy
is well defined and converges as N — +oco. The three results below exploit this
integrability.

Convergence of the loss value

Zhang et al. (2022b) observed experimentally that, in large-scale neural network
training, the loss stabilizes even though the weights do not converge to stationary
points. The following proposition provides a theoretical grounding for this
phenomenon: under dissipativity and a mild condition on the loss values at
the ground state, the time-averaged loss converges to the global minimum up
to an exponentially small correction.

Proposition 4.15. Under Assumption 4.6, assume that
{f(x) x ek, ie argminEj} ={f"} (4.58)
j

i.e., it is a singleton. For any ¢ > 0, for neighborhoods U; small enough and 1 small
enough, for N large enough:

E

1 N-1
N Z f(xn)} =f+ O(e_c/”) (4.59)
n=0

for some ¢ > 0.

Indeed, by Theorem 4.7°, un concentrates on the ground state Cyp with
complement probability at most e~¢/". To conclude, it suffices to use that f = f*
on Cp and dissipativity to control the contribution from the complement of
Co. In other words, the running average of the loss converges to the globally
minimal loss value, with corrections of order e~¢/" that are negligible for small
step-size 1.

Weight averaging

Classical convex optimization theory typically emphasizes the theoretical
benefits of the running average of the iterates (Ruppert, 1988, Polyak and
Juditsky, 1992) compared to the last iterate. Though a center piece of convergence
analysis for convex optimization — and more broadly monotone variational
inequalities — the running average is often dismissed in the non-convex setting:
averaging the iterates does not make any sense in theory in the non-convex
setting. However, there has been a renewed interest in weight averaging
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techniques in deep learning, which have been empirically shown to improve
generalization and robustness (Izmailov et al., 2018, Athiwaratkun et al., 2019,
Nikishin et al., 2018, Yang et al., 2019, Garipov et al., 2018).

Thus, the running average

1 N-1
N = Z;) X (4.60)
n=

of the iterates is used as the final model rather than the last iterate. This average
tends to converge to flatter regions of the loss landscape. The following propo-
sition provides a theoretical justification in the non-convex setting: when the
components minimizing the energy are convex, this average actually converges
to the ground state.

Proposition 4.16. Under Assumption 4.6, assume that argmin; E; is a singleton {i}
and that K; is convex. For any € > 0, for neighborhoods U; small enough and n small
enough, for N large enough:

Hdist(Zn, Co)] < ¢ + O(e—f/") ) 4.61)
where Xy = & Y0 xy and ¢ > 0.

By convexity of each IC;, Jensen’s inequality gives

E[dist(xn, Ki)] < E = / dist(-, K;) dun (4.62)

1 N
N Z;) dist(x,, K;)
n=

Since d(-, K;) grows linearly, dissipativity makes this integral well defined.
Theorem 4.7* then implies that uy assigns mass at least 1 — e~/ to Uy, the
e-neighborhood of Cp; hence the integral is at most ¢ + O(e~¢/"). This results
thus shows that, in expectation, the running average of the iterates is actually
very close to the ground state Cy. While the iterates of SGD themselves wander
around different components and are close to the ground states only with
hgh probability, the running average on the contrary actually converges to the
ground state. This shows how averaging in the non-convex setting can be seen
as a principled technique to obtain a point of the ground states. This thus
provides a theoretical justification for the empirical success of weight averaging
techniques in deep learning, even in the non-convex setting.

Online convex optimization as a proxy for deep learning dynamics

A striking empirical observation in deep learning is that online convex opti-
mization (OCO) theory very accurately describes the behavior of gradient-based
optimizers, despite the non-convexity of the loss landscape (Schaipp et al.,
2025, Defazio et al., 2023, 2024, Ahn et al., 2024). We now sketch one possible
theoretical justification via dissipativity.

Define the ground state set Co = Ujcarg min, E; Ki and, for each iterate x,,,
its projection p, := proje (x») onto Cp. The excess loss admits the following
elementary decomposition:

1 N-1 1 N-1
5 L) = F(pu)l = 52 > (&n 30 = pu) (4.63)
n=0 n=0
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N-1
+ % Z[f(xn) = flpn) = <&n, xn —pn)],  (4.63b)
n=0

where ¢, = Vf(x,) + U(x,, wy) is the stochastic gradient at step n. The first
term on the right-hand side is the standard OCO regret term; standard online
gradient descent analysis bounds it as

N-1

1 R IIx [ 5

N D nn =) < T 2NZu o2, (4.64)
n=0

which vanishes as N — oo for fixed 1. The second term in (4.63b) captures the
average non-convexity of f along the path. Tran et al. (2024) empirically study this
quantity that and observe that this term is negative along typical SGD trajectories
in deep learning; the following proposition provides a theoretical justification
for this observation under dissipativity and a local convexity condition near Cp.

Proposition 4.17. Under Assumption 4.6, assume that f is “convex near Co” in the
following sense: in a neighborhood of Co,

Fx) + (VF(x), proje, (x) = x) < f(proje, (x)) (465)

For any € > 0, for neighborhoods U; small enough and n small enough, for N large
enough:

Z

L 0x0) = F ) = (g %0 = pud) < Ofe=) (4.66)
0

=
I

for some c > 0.

The local convexity assumption states that f satisfies the sub-gradient in-
equality with respect to the projection proj., near Co: the non-convexity

f(x) = f(p) = (Vf(x),p - x) (4.67)

is non-positive close to Cy. Since the same quantity grows at most polynomially
by dissipativity, the contribution from iterates far from C is uniformly integrable
against . By Theorem 4.7*, SGD spends all but a e /" fraction of its time near
Co, where the non-convexity is non-positive; hence the average is O(e~¢/").

Taken together, Proposition 4.17 and the standard OCO bound imply that, once 1) is
small and N is large, the excess loss (4.63b) is driven solely by the standard OCO
regret term. In other words, the non-convex SGD dynamics are well-approximated
by a convex OCO algorithm operating near the ground state, providing a theoretical
basis for the empirically observed agreement between OCO theory and gradient-based
optimizers in deep learning.

Towards non-asymptotic occupation-measure bounds

The above results are asymptotic in n: they guarantee that u, eventually con-
centrates on the ground state, but they do not quantify the rate of convergence.
One natural approach would be to study the mixing time of the induced chain,
whose transition probabilities satisfy p;; o e~Bi/m. However, using the mixing
time of the induced chain can be overly pessimistic. Consider the two-valley
example of Figure 15 with f(x7) < f(x1), f(y) and 01 = 02. The induced chain
mixes very slowly because f(y) — f(x1) is large; yet the probability of being
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in a neighborhood of x; is very high even for moderate n, because the gap
f(x1) = f(x2) is large. A prerequisite for u, (i) to reach its asymptotic value is
for SGD to visit U at least once. We will therefore sharpen these results in the
next chapter by studying the first hitting time of Uy directly, which yields the
non-asymptotic occupation-measure bounds of § 4.2.3.
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This chapter presents the main results on the global convergence time of
(SGD); the material is based on Azizian et al. (2025a) but completely overhauled,
highlighting in particular how the results follow directly from the essential
ingredients of Chapter 4. In § 5.1, we introduce the key ideas through a
two-dimensional worked example, giving a concrete preview of the main
results before the full analysis. In § 5.2, we carry out the full rigorous analysis:
we first derive a combinatorial formula for the expected hitting time of a
finite Markov chain and adapt the quasi-potential framework to first-passage
rather than recurrent behavior; we then combine these ingredients to obtain
a characterization of the global convergence time of SGD, culminating in
Theorems 5.7 and 5.10. In § 5.3, we provide a series of refinements and
extensions, in particular linking the geometry of the loss landscape to the global
convergence time.

5.1 AN INSTRUCTIVE EXAMPLE

Stating our results in their most general form requires some fairly involved
technical apparatus, so we begin with a warm-up example intended to introduce
basic concepts and develop intuition for the sequel. Specifically, we give a
high-level overview of the main results for a simple two-dimensional example
which is easy to plot and visualize. The material here is presented at an informal
level; the rigorous treatment is deferred to § 5.2 below.

The example we work with is a modified version of the well-known “three-
hump camel” test function, as detailed in Figure 16. This is a multimodal
function with five critical points, indexed p; through ps: two are saddles
(p2 and p4), three are minimizers (p1, p3, and ps), and the global minimum
is attained at p; =~ (—2.573,1.029). We further assume that (SGD) is run
with stochastic gradients of the form ¢, = Vf(x,) + Z,, where Z, is an
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0 2 4

Figure 16: Visualization of the three-hump camel benchmark f(x1, x3) = 2x$ /13 +x? /8-

91x;1 /64 — 24x? /48 + 42x%/ 16 + 5x§ /4 + x1x2. The figure to the left depicts
the loss landscape of f with several (deterministic) gradient flow orbits
superimposed for visual convenience. The figure in the middle highlights
the 5 critical points of f (light blue for local minimizers, light red for saddle
points): the red curves depict the stable manifolds of the saddle points p;
and py, and they partition the space into three basins of attraction, one per
minimizer; the blue curves are gradient flow orbits that realize the edges of
the transition graph of f. Finally, the figure to the right illustrates a trajectory
of (SGD) starting near p3, and stopped when it gets within 1072 of py, the
global minimum of f; color represents time, with darker hues indicating later
iterations of (SGD). The plotted trajectory gets to p1 after first being trapped
by ps; the sojourn time from ps to py is the leading contribution to the global
convergence time of (SGD).
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independent and identically distributed (i.i.d.) sequence of Gaussian random
vectors with covariance ¢2I;. Then, fixing an initialization xp « x € R?, the
global convergence time is

t=inf{n =0,1,...:||x, —p1|l < 6} (5.1)

for some fixed error margin 6 > 0 (e.g., 6 = 1072 in Figure 16).
The core of our analysis may then be summarized as follows.

1. With exponentially high probability, (SGD) spends most of its time near
the critical points of f (and, in particular, its minimizers).

2. To leading order, the time that (SGD) takes to reach a neighborhood of
argmin f is determined by the chain of critical points visited by x,, and
by the average time required to transition from one to the next.

The technical scaffolding required to make this intuition precise is provided by
a weighted directed graph which quantifies the difficulty of (SGD) making a
direct transition between two critical points of f. In the context of our example,
this graph simplifies and is constructed as follows.

® The nodes of the graph are the critical points p;, i =1,...,5, of f.

¢ Twonodes arejoined by an edge if there exists a solution orbit of the gradient
flow x(t) = =V f(x(t)) whose closure connects said points.! Importantly, if
pi ~ pj, we also have p; ~ p; by default.

* The weight of an edge p; ~ p; is given by

Bij = 2[f(pj) - f(pi)]+ /0> (5.2)

An instructive way of interpreting this expression is as follows: if f(p;) <
f(pi), the transition of (SGD) from p; to p; is “costless”; otherwise, if
f(pj) > f(pi), the noise in (SGD) can still lead to an ascent from p; to p;,
but the cost of such a transition is proportional to the potential difference
f(pj) = f(pi), and inversely proportional to the variance of the noise.

In our example, this construction yields the path graph below (where, for
visual clarity, the height of each node corresponds to its objective value):

o

The topology of this graph captures the fact that the entire space is partitioned
into the basins of attraction of p1, p3 and ps, as shown in Figure 16. Since
p1 and ps are separated by ps, there can be no gradient flow orbits joining
“non-successive” critical points — e.g., p1 to p3 — leading to the path graph
structure depicted above.

We fix an initial condition x for (SGD) in the basin of attraction of p3. In this
case, the most likely event is that (SGD) will first be attracted to p3 on its way
to the global minimum p1, so we estimate the time it takes to reach p; from

Formally, two distinct critical points p;, p; are joined by an edge if there exists a solution orbit x(t)
of the gradient flow of f such that {p;, p;} = {lim¢— 10 x(£)}.
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Figure 17: Statistical analysis of the number of iterations 7 required for (SGD) to reach
the global minimum of the three-hump camel function of Figure 16. For each
value of ), we performed 500 runs of (SGD) initialized near p3 with Gaussian
noise (0 = 50), and we recorded the number of iterations required to reach
the vicinity of p; (within 6 = 1072). The resulting boxplots are displayed
in log-inverse scale, with a distribution chart overlay to illustrate the full
empirical distribution of 7 for the given value of . As per (5.3), we see that
E[7] scales exponentially with 1/n. To measure the goodness-of-fit, the solid
“Data” line represents a linear regression fit for our data, while the dashed
“Theory” line is a linear fit with slope given by (5.3). The two fits have R?
values of 0.99 and 0.97 respectively, indicating a strong agreement between
theory and experiment.

p3. However, this time cannot be determined only by the local geometry of
f along the “direct” transition path p3 ~ p> ~ p1: with positive probability,
(SGD) may first jump over p4 and be trapped in ps. In that case, the process
will first have to escape from ps, and then follow the “indirect” transition path
P5 ~> P4~ p3 ~ p2 ~ p1. As a result, the mean global convergence time of
(SGD) is not affected solely by the obstacles that lie on the most “direct” path
from the initialization to the global minimum of f, but also by the traps that
the process can fall into along every other “indirect” path as well.

With all this in mind, when instantiated to the example at hand, the analysis
of the next section yields the following expression for the mean convergence

time of (SGD):
e 2(f(p2) - f (ps)))
no? '

This expression shows that the global convergence time scales exponentially
with the inverse of the step-size and the variance of the noise, and it is dominated
by the objective value gap that x, must clear if it is trapped by ps. We verify
experimentally the accuracy of this derivation in Figure 17.

E,[7] ~ eXp( (5.3)

To provide some more context, the precise expression for the coefficient of
1/n in (5.3) — which we denote as E(p1|p3) — is obtained by aggregating the
graph weights B;; according to the formula

E(p1lp3) = B3z + Bsg — min{Bsy, Bs4}
_ 2max{f(p2) ~ f(p3), f(p2) ~ f(ps)} '

o2

(5.4)

This formula comes from (5.8) applied to this specific case. In words, the
exponent E(p1|ps) scales with the largest value gap that x, may need to clear
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in order to reach argmin f. In the specific example of Figure 16, we have

f(p3) > f(ps),so f(p2) — f(ps) > f(p2) — f(p3), and hence
E(p1lps) = 2[f(p2) - f(ps)l/o”. (5.5)

This is precisely the obstacle that (SGD) must clear if it gets trapped by ps, hence
our intuition (cf. Figure 16).

All this may sound paradoxical at first: (5.3) shows that the global convergence
time of (SGD) is not driven by the “shortest”, least costly chain of transitions
leading to arg min f, but by the “longest”, most costly one. In this sense, E(p1 | p3)
directly encodes all non-local information of f that ends up affecting the global
convergence time of (SGD), so it can be seen as an explicit measure of the
“hardness” of the non-convex landscape: in particular, a slight increase in this
gap would have an exponential impact on the global convergence time of (SGD),
indicating the difficulty of learning even in this simple example.

5.2 HITTING-TIME ANALYSIS

This section presents our main results on the global convergence time of (SGD),
culminating in Theorems 5.7 and 5.10In § 5.2.1, following § 4.1.1, we begin
with a general Markov chain on a finite state space, derive a combinatorial
formula for the expected hitting time (5.8), and then apply it to the accelerated
induced chain. In § 5.2.2, we refine the setup of Chapter 4 for the hitting-time
problem — a technical but necessary step, as hitting times require tracking first
passages rather than recurrent visits. In § 5.2.3, these ingredients combine to
yield matching upper and lower bounds on the expected hitting time of the
accelerated induced chain: Proposition 5.1 provides exponential estimates on
the transition probabilities; (5.8) converts these into the tree formula for the
expected hitting time, expressed in terms of the energy E(Q | i) (Definition 5.1);
and Proposition 5.2 controls the duration of each individual transition, ensuring
it remains sub-exponential. In § 5.2.4, these bounds are transferred to the
original SGD sequence: the upper bound follows directly from Theorem 5.4; the
lower bound requires additional work, exploiting the local stability of SGD near
each global minimizer. Combining both bounds yields Theorem 5.7, our main
characterization: the global convergence time scales as exp(E(Q | x0)/17), where
E(Q| xp) encodes all non-local information about the landscape. In particular,
this exponent is not driven by the shortest, least costly path to arg min f, but by
the longest, most costly one: a deep spurious trap, even if rarely visited, can
dominate the global convergence time. Finally, § 5.2.5 sharpens these bounds
when the initialization lies in the basin of attraction of a minimizing component
Ci: in that case, the exponent simplifies and depends only on the component,
not on the precise initialization.

5.2.1 Hitting time for the induced chain

As in § 4.1.1, we begin with a general Markov chain on a finite state space,
derive a combinatorial formula for the quantity of interest, and then apply it to
the accelerated induced chain.

We are for now ignoring the technical differences with Chapter 4 which are
required make the derivations below rigorous, and will be handled in § 5.2.2.
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Consider a Markov chain on a state space V = {1, ..., Ngit}, with transition
probabilities (p;;); ;. Given a target set Q C V, the expected hitting time of Q from
i¢Qis

hi = Ei[to] = E;i[inf{n >0:x, € Q}], (5.6)
with the convention h; = 0 for i € Q. The vector (4;);cy is the unique solution
to the system:

h=0 (i€Q), hi=1+pijhi (i¢9Q). (5.7)

jev

As in the invariant measure case, this linear system could in principle be solved
by inverting a matrix, but the resulting formula is not explicit. For our purposes,
we need an explicit form.

We first introduce the graph notation. Let r := card(V \ Q). A Q-graph on V
is a directed graph with edges from V \ Q to V such that: (i) every non-target
vertex has exactly one outgoing edge, and (ii) there are no directed cycles. The
set of Q-graphs is denoted G(Q). Note that in every g € G(Q), every non-target
vertex i has a unique directed path to Q. Assign weight 71(g) = [ g Pij to
each graph.

We also define G(i 4~ Q) as the set of graphs with exactly r — 1 edges from
non-target vertices, no directed cycles, and no directed path from i to Q.
Equivalently, G(i & Q) consists of all Q-graphs from which a single edge on
the (unique) path from 7 to Q has been removed.

With the above notation, we have an explicit formula for the expected hitting
time, as follows: for i € V' \ Q, the expected hitting time satisfies the following

formula:
>, (g
8€G (i Q)

hj= —————.
>, )

8€G(Q)

(5.8)

The formula and derivation below are not new; see Freidlin and Wentzell
(1998b, Chap. 6, Lem. 3.3) for the general statement. We include them here to
shed light on the key ingredients of the analysis.

We now verify this formula i.e., that the right-hand side satisfies the equations
(5.7).

Proof of the claim. Let N = X gcg(ir.0)(g) and D = ¥ ,cg(0) (g)- We verify
that h; = N;/D satisfies the hitting-time equations. The case i € Q is immediate
since N; = 0 by convention. For i ¢ Q, using jPij = 1, the equation h; =
1+ Z]- pij hj is equivalent to

Zpi]‘ h; =1+Zp,‘]’ h]'. (5.9)
j#i j#i
Substituting # = N/D and multiplying through by D, (5.9) becomes
Z Z pijm(g) = Z n(g) + Z Z pij(g). (5.10)
j#i geg(itQ) 8€6(Q j#i g€6(j#>Q)

We establish (5.10) by a bijective argument on the terms of the left-hand side.
Consider a pair (j, g) with j # i and g € G(i 4 Q), contributing weight p;; - ()
to the left-hand side. Two cases arise, according to whether j belongs to the
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subtree of g rooted at i—that is, the set of vertices from which a directed path
in g leads to i.

Case 1: j does not belong to the subtree of ¢ rooted at i. Then g U {(i — j)} €
G(Q): adding (i — j) creates no directed cycle (since j has no directed path to i
in g), and i can now reach Q. The map (j, g) — g U {(i — j)} is a bijection with
G(Q).? The weights match: n(g U {(i — j)}) = pij - 1(g).

Case 2: j belongs to the subtree of g rooted at i, so there exists a directed
pathj — --- — iin g. Since g has no directed path from i to Q, j also has
no directed path to Q in g. By definition, g € G(j % Q), so the pair (j, g)
contributes p;; - 1(g) to the second sum on the right-hand side.

The two cases are mutually exclusive and exhaustive, so summing over all
pairs (j, ) establishes (5.10). [

We now apply (5.8) to the accelerated induced chain. By Proposition 5.1, its
transition probabilities satisfy QKZ(x, C]‘.") ~ exp(—Bjj/n) for x € C?. Substituting
and letting 1 be small,

Z ex —1 Z B

$€6(Q) T 50es
hi ~
> oL 3
n..
8€G(Q) (j—keg
MiNeeg(; > imsk)ee Bik — min Siiskeo Bik
~exp( §€G(i1-Q) 2u(j—k)eg Jn $66(Q) 2i=heg Ojk) s gg

since, for small 1, each exponential sum concentrates on its minimum-weight
term. This leads us to introduce E(Q | i) as the difference of minimum tree
weights, defined precisely below.

Definition 5.1. Fori € V' \ Q, define:

E(Q) = min Z B, (5.12)
8€G(Q) (kSDeg
E(i#> Q)= min Ber, (5.13)
g€G(i1-Q) (k—zﬂ;eg
E(Q|i)=E(Q)-E(i £ Q). (5.14)

The quantity E(Q) represents the minimum aggregate cost to route all non-
target components toward Q; it can thus be seen as an overall measure of how
easy itis to reach Q. E(i - Q) is the same cost with i excluded from the routing
requirement. Their difference E(Q | i) captures the additional cost of routing i
to Q, i.e., the hardness of reaching Q starting from i; it plays a central role in
our estimates of the global convergence time.

5.2.2  Refined setup

To study the hitting time to an arbitrary component, we need to refine the setup
of the previous chapters. The main difference from Chapter 4 is that we now

2 Itsinverse sends i € G(Q) to (h(i), h \ {(i — h(i))}), where h(i) is the unique vertex that i points to
in h.
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care about when SGD reaches the global minimizers of f, not just the long-run
distribution.

Our main goal is thus to characterize the hitting time of SGD to the global
minimizers of f. To this end, we partition the critical components of f into two
groups: the targets (global minimizers) and the non-targets (everything else
that SGD must escape). Note that our framework also allows us to analyze the
hitting time to any subset of critical components, not just the global minimizers,
see Appendix B.1.

Definition 5.2 (Choice of components). Denote by Oy, ..., On,,, the connected
components of crit(f) that are global minimizers i.e.,

N targ

argmin f = U Qj, (5.15)
=1

and define the target set Q := {1, ..., Niarg}. Denoteby Ky, ..., Kk the remaining
connected components of crit(f). Define

(Cl, . ,CNCm) = (’C1, e ,/CK, Ql, ey QNtarg) (5.16)

with Neit = K+ Ntarg-

This partition is the natural one for the hitting-time problem. For the invariant
measure analysis of Definition 4.1, all critical components played symmetric
roles; here, the targets Oy, ..., Qng are treated as absorbing — meaning we
stop tracking the iterates once they enter a neighborhood of any Q;, j € Q, as a
convenient analytical device rather than a feature of the algorithm itself.

Echoing the results of Chapter 4, the relevant notion of transition cost becomes
the quasi-potential conditioned on avoiding Q = ;cg Qj at intermediate integer

times. Concretely, for x, x" € R?, define

B(x,x") =inf{Sr(y): T =1, yeC(T), yo=x, yr =x"}
=inf{SNy(&): N >1, £ € Dy(N), & =x, én—1 =X}, (5.17)

where C,(T) is the set of continuous paths of duration T whose values at integer
times1,...,T — 1 avoid the target, and D,(N) is the analogous set of discrete
paths of length N. The two infima coincide by definition of p (see (3.43)).

This differs from the transition costs of § 4.1.1: there, paths were free to
pass through any component, since the invariant measure analysis assigned
no preferred role to any one component. Here, conditioning on avoiding Q
ensures that B(x, x) governs first passages to the global minimizers: a path that
hits Q before reaching x” is excluded, as it would have already converged. Thus
B(x, x") represents the cost of the least-action path joining x to x” while avoiding
the global minimizers in between. The transition costs between components
are defined in the same way as before:

Bi; = inf{B(x,x"): x € C;, x' € Cj} . (5.18)

Like before, we assume for simplicity that the transition costs between compo-
nents are finite (see Assumption 3.10 for details).

Assumption 5.3 (Same as Assumption 3.10). Forany i € {1,...,K} and j €
{1/ ey Ncrit}/ Bi,j < +00.
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As for the results on the invariant measure Chapter 4, our analysis relies on
approximating SGD by a finite-state Markov chain that tracks which component
neighborhood the process is in, see Definition 3.5. To be able to control the
hitting time, we need to refine the construction of the induced chain. Put simply,
the induced chain is now obtained by keeping only the iterates of (x;), that
enter some C? and discarding all iterates in between (see Figure 18).

Definition 5.4 (Induced chain). Consider Cf 0-neighborhoods of C;, i =
1,...,Nuit, and let C° = U?LC{“ Cf’. Define recursively the stopping times
(GZ)HZO and (TZ)HZO by:

U og =0, Tg =0.

. T S .
e Forn >0, 1fx7,, € Cf’ for some i,:
Ty n

g . )inf{k > Tix €C} ifCi, € (K1, ..., Kk}, 5.19)
n+l1 ° n . .
T, otherwise,
TZ_H = inf{k > GZ+1 : xZ e C%}. (5.20)
The induced chain is z,, = x”q, n > 0, with transition probabilities Qcs.
es ) e3
¢

Figure 18: Illustration of the construction of the induced chain: left, the full trajectory of
SGD; right, the same trajectory after suppressing the iterates that are not part
of the induced chain.

Note that z, € C° for all n > 1, and that once the chain enters | J jco C]‘.’, it
remains there forever. This definition is more refined than Definition 3.5: the
stopping times (o, 7,1), track each visit to C? individually, which is needed for
precise time estimates.

In an analogous way to Proposition 3.20, we will work with an accelerated
version of the induced chain by subsampling every K steps (where K is the
number of non-target components Definition 5.2). Taking the K-step power
ensures that, after one step of the accelerated chain, the process has had enough
time to potentially visit every non-target component at least once.

Definition 5.5 (Accelerated induced chain). Given the induced chain (z,); >0,
define the accelerated induced chain by

zK = z,k. (5.21)

Its transition probabilities are denoted by Q¥ .
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The following proposition shows that the transition probabilities of the accel-
erated induced chain satisfy the same exponential estimates as Proposition 3.20,
with the quasi-potential B now conditioned on avoiding Q. The proof is given
in Appendix A.3.5.

To simplify the statements, for the rest of this chapter, we fix a precision
level ¢ > 0, and consider sufficiently small Cf 0-neighborhoods of C;,
i=1,..., Ngit and sufficiently small n > 0.

Proposition 5.1. Foranyi€{1,...,K},j€{1,..., Ngit},

B,',]‘ + &

B. R
Vxec?, exp(— ) < QKC@(x,cf) < exp(—%) . (5.22)

The next two results bound the time to make one transition, showing that it
remains essentially bounded. In particular, transition times do not contribute
to the leading exponential term in the global hitting time: what dominates the
global convergence time of SGD is the hitting time of the induced chain, not
the time it takes to make the transitions between components. More precisely,
the expected time to make one transition of the accelerated induced chain is at
most e/, which is negligible compared to the exponential hitting time of the
induced chain, which scales as eE(21)/1 by (5.11). Hence the dominant factor
is the transition probability structure of the induced chain, not the speed of
individual transitions.

Proposition 5.2. Fix a compact set Xy C R?, which does not intersect the target
Q = Ujeg Qj- Uniformly over all initializations x € Xy, the expected duration of one
transition (Definition 5.4) satisfies:

1 <E([7]] <e/m. (5.23)

Note the same bound also applies to the duration of one transition of
the accelerated induced chain by the strong Markov property. This bound
relies partially on Proposition 3.11, which guarantees that SGD returns to a
neighborhood of the critical set in sub-exponential time.

5.2.3 Hitting time for accelerated SGD

We now combine the three ingredients established above to obtain an exponential
two-sided bound on the expected hitting time of the accelerated induced chain.
Proposition 5.1 provides exponential bounds on the transition probabilities;
(5.8) converts these into the combinatorial tree formula for the expected hitting
time involving E(Q | i) (Definition 5.1); and Proposition 5.2 controls the duration
of each individual transition, ensuring it is sub-exponential. =~ These results
will be then transferred to the actual SGD process in the next section § 5.2.4.

We first state the result when the initial state lies in a neighborhood C? of a
non-target component, and then extend to arbitrary initial points in Theorem 5.4.

In words, when SGD starts in Cf, the expected hitting time of the accelerated
induced chain (Definition 5.5) satisfies, for small 1),

E, [722 ~ exp(E(%li)) (5.24)



5.2 HITTING-TIME ANALYSIS

The energy E(Q | i) therefore plays the same role for convergence time as the
quasi-potential 53 plays for transition probabilities: it is the exponent governing
how long SGD must wait before reaching Q.

Theorem 5.3. Fix i ¢ Q the index of a non-target component. For any initialization

X € Cf,
exp(%) <E, [TWQ] < exp(%) . (5.25)

The proof combines (5.8) with Proposition 5.1 and Proposition 5.2: Propo-
sition 5.1 gives the exponential approximation for the transition probabilities
of the accelerated induced chain, from which the bounds on k; follow by
concentration of exponential sums as n — 0.

It remains to extend Theorem 5.3 to arbitrary initial points. For this, given an
initial point x(, we need to characterize the probability that SGD first reaches
Ci before any other. It involves the following quantity: for any x € R? and
ieV\ Q, define

B(x,C;) == inf{B(x,x") : x’ € C;}. (5.26)

Then, the probability that SGD first reaches C; is approximately

B(xolci))

5.27
" (5.27)

]PxO(SGD first reaches Cf) ~ exp(—

Given an arbitrary initial point xo € RY, we now decompose the expected
hitting time via the law of total expectation, conditioning on which component
SGD first reaches:

E,, [TUQ = Z IPXO(SGD first reaches Cf) ‘Ey, [TT]Q | SGD first reaches Cf’]
iev\Q
iev\Q N N

The first factor P,,(SGD first reaches Cf) is the probability that x is first at-
tracted to C;; the second factor is the conditional expected hitting time from C?,
which equals exp(E(Q | i)/1) by Theorem 5.3. For small 17, the sum concentrates
on its maximum-weight term, giving

maxiey\o(E(Q 1) - B(xo,Ci)))
n

Ey, [15] ~ exp( (5.29)

This motivates the following definition, with the addition of the positive part
[-]+ to ensure non-negativity.

Definition 5.6. For x € R?, define
E(Q|x) = [,max (E(Q|1) - Bl(x, Ci))] , (5.30)
iev\Q +

with the convention that it equals E(Q | i) if x € les, and Oif x € | jeo Cjé.

The maximum over 7 accounts for the fact that x may be attracted to different
components before the main transition chain begins, as seen in (5.28).
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Theorem 5.4. For any initialization x € R¢,

E(Q|X0)—€

5.31
n (5.31)

E(Q|x0)+e).

) < Ey, [TUQ] < exp( ;

exe|

In other words, the expected hitting time from an arbitrary initial point scales
as

Ey, [TT]Q] ~ exp(E(QTlx())) . (5.32)

The energy E(Q|xp) thus provides a single scalar summary of the global
convergence difficulty from any starting point: it accounts for both the cost
of reaching the critical region and the subsequent inter-component transition
costs.

5.2.4 Global hitting time of SGD

We now translate the hitting-time bounds for the accelerated process to the
original SGD sequence (SGD). Define the global hitting time of SGD:

= inf{n >0:x, € Ujegcf}. (5.33)

The connection to the accelerated process is immediate: by construction,
T < ’CUQ -1, and [n71] < e¢/" for small enough 1. Hence the upper bound
transfers directly from Theorem 5.4.

Theorem 5.5 (Upper bound). For any initialization xo € R?,

E,[7] < exp(%) . (5.34)

The proof follows directly from Theorem 5.4 and 7 < ’L’Zz 1] < TUQ ~et/n,
The lower bound requires more care. The upper bound used that if subsampled
SGD reaches Q, then SGD also reaches Q. For the lower bound, we need the
converse — that if SGD reaches Q, then subsampled SGD also reaches Q. For
this, we need to ensure that once SGD reaches a neighborhood of Q, it remains
there for a long time with high probability, so that the accelerated process
also touches Q. This requires a local stability assumption around each target
component.

For this, we thus attracting strength of Q as the maximal value of the product
1R?, where p and R are such that, for any x € R? with dist(x, Q) < R,

(VF(x),x =x") 2 pllx = |7 (5.35)

with x* € Q denoting a projection of x onto Q. In this way, (5.35) can be seen as
a “setwise” second-order optimality condition for the global minimum of f.
Intuitively, the larger the attracting strength of O, the sharper it is. For the lower
bound to hold, we will thus require that the attracting strength of Q be large
enough. We should note here that the requirement on the attracting strength
for the lower bound is purely technical, see Appendix B.3.3 for details. For
instance, given an objective function f, it is possible to ensure that its global
minimum has large enough attracting strength by locally modifying f around
its global minima without changing the overall landscape.
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The next result leverages this local stability to establish a lower bound on the
hitting time of SGD which complements the upper bound of Theorem 5.5.

Theorem 5.6. Fix i ¢ Q the index of a non-target component. Assuming that the
attracting strength of Q is large enough, for any initialization x( € C?,

Ey, [7] > exp(%) . (5.36)

The proof uses the lower bound of Theorem 5.3 for the accelerated induced
chain, combined with a local stability lemma for SGD near each target com-
ponent. Indeed, assume that SGD reaches a neighborhood of Q around some
Q; at time 7. Then, having large attracting strength ensures that, with high
probability, SGD remains within distance at most R from Q; forever. Since the
transition times are bounded Proposition 5.2, this implies that the accelerated

process also reaches Q at some time TrIQ ~ t/1. Since Theorem 5.3 lower bounds

E, [T”Q] by exp(E(Q|i)/1n), this implies that E,[7] is also lower bounded by
exp(E(Q17)/1). The requirement that the attracting strength be large enough
ensures that this scenario happens with high enough probability not to influence
the expectation of 7. The full proof is in Appendix B.3.3. Combining the upper
and lower bounds Theorems 5.5 and 5.6, we obtain the characterization of the
global convergence time of SGD.

Theorem 5.7 (Global convergence time). For any initialization x( € R4:

exp(%) <E, [t < exp(%) .6

provided the attracting strength of Q is large enough for the lower bound to hold.

Theorem 5.7 characterizes the global convergence time of (SGD) up to multi-
plicative errors:

Ey[7] ~ exp( (5.38)

E(Q] xo))

. .
The bounds scale exponentially with the inverse step-size 1, and show that this
convergence time is determined by E(Q | xg). In this sense, E(Q | xo) encodes the
hardness of the non-convex optimization landscape and captures the fact that
the difficulty of global convergence stems from the presence of spurious local
minima, i.e., locally minimizing components that are not globally minimizing.
In particular, E(Q | x¢) vanishes if and only if there are no spurious local minima,
in which case T becomes subexponential.

Note also that the global convergence time is not driven by the shortest, least
costly chain of transitions from xg to arg min f, but by the longest, most costly
one: even if the direct path to Q is easy, the algorithm may fall into a deep
spurious trap whose escape time dominates everything else. The next section
refines these results when the initialization lies in a specific basin of attraction.

5.2.5 Basin-dependent global hitting time of SGD

The bound in Theorem 5.7 depends on the initialization xy only through
E(Q/| xp), which involves the quasi-potential 5(x, C;) from xg to each non-target
component. When xg lies in the basin of attraction Attr(C;) of some minimizing
component (Definition 4.3) C; for the gradient flow of f (Definition 3.1), this cost
is strictly positive for all other components, so the dominant term simplifies to
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E(Q|i). Formally, the basin of attraction Attr(C;) of a component C; C crit(f) is
defined as the set of points x € R such that the gradient flow trajectory starting
at x converges to C;.

The key ingredient is the following lemma, which ensures that exiting a basin
of a minimizing component requires strictly positive action cost.

Lemma 5.8. For any minimizing component C; C crit(f) and any x € Attr(C;):
Bx, RY\ Attr(C) > 0. (539)

The proof relies on the observation that any low-cost path starting in Attr(C;)
approximately follows the gradient flow, which converges to C;. In other words,
escaping Attr(C;) requires climbing uphill away from C;; since C; is a local
minimizer, any such escape necessarily passes through a region where f is
strictly higher, incurring positive action cost. Full details are in Appendix B.3.4.

Now, Lemma 5.8 implies that if x¢ is in Attr(C;) for some minimizing C;, then
with high probability the process first reaches a neighborhood of C; before any
other component. Conditioned on this event, Theorem 5.3 applies directly
and yields a sharp bound in terms of E(Q | i) alone for the hitting time of the
accelerated induced chain.

Theorem 5.10 (Basin-dependent accelerated hitting time). Suppose xg € Attr(C;)
for some minimizing i € {1,..., Newit}. There is an event H, and a constant A > 0
such that

Py, (H) > 1—e~ 4/ (5.40)

and

ABUEN -
; 541)

< Ey, [T%H] < exp(m) .

1
Similarly to how Theorem 5.7 was obtained from Theorem 5.4, this result for

accelerated hitting time can be transferred to the actual hitting time of SGD by
leveraging the local stability of SGD near each target component.

QXp(

Theorem 5.10. Suppose xg € Attr(C;) for some minimizing i € {1,..., Nt} If the
attracting strength of Q is large enough, then there is an event H, and a constant A > 0
such that:

P, (H) >1—e 4/ (5.42)

exp(%) < Ey[tH] < exp(%) . (5.43)

Taken together, Theorem 5.10 shows that, conditioned on a high-probability
event, the global convergence time of (SGD) starting from any xo € Attr(C;) is
determined by E(Q | 7), the energy of Q relative to C;, the minimizing component
that attracts xo under the gradient flow of f:

Ey[7] ~ exp(ﬂ%m) . (5.44)

Intuitively, all initial points in the basin of C; move to a small neighborhood of
C; with overwhelmingly high probability and, because this transition takes rela-
tively little time, the global convergence time to Q is approximately equal to the
convergence time from C; to Q. Under standard non-degeneracy assumptions,
Lebesgue-almost every point lies in the basin of some minimizing component.

and



5.3 EXTENSIONS AND REFINEMENTS

However, the argument in this section does not yield a simplification of The-
orem 5.7 for arbitrary initial points. The next sections quantify how E(Q | i)
depends on the geometry of the loss landscape.

5.3 EXTENSIONS AND REFINEMENTS

In this section, we present extensions and refinements of our main results.
First, in § 5.3.1, we examine the case where there are no spurious local minima,
showing that the energy E(Q | xo) vanishes for every initialization. In § 5.3.2,
we explore further the link between the energy E(Q | xo) and the geometry of
the loss landscape, showing that the energy depends on the depth of local
minima. In § 5.3.3, we provide numerical illustrations of the main results. In
§5.3.4, we revisit § 4.2.3: leveraging the hitting-time estimates of § 5.2, we derive
non-asymptotic versions of the results on occupation measures.

5.3.1 No spurious local minima

To start understanding the properties of the energy E(Q|xo), we start by
examining the extreme case: when is E(Q | xo) equal to zero? This actually
corresponds to the case where there are no spurious local minima, as the
following proposition shows.

Proposition 5.11. The following properties are equivalent:
(i) Forallx e RY, E(Q|x) =0.

(ii) Foralli € {1,...,Neit}, E(Q|i) = 0.
(iif) No non-target component C;, i € {1,..., Neie} \ Q, is locally minimizing.

In other words, the energy E(Q | xo) vanishes for every initialization if and
only if there are no spurious local minima. In that case, Theorem 5.5 implies
that [E[7] < e®/" for any ¢ > 0, so the global convergence time is subexponential
in 1/7n. In the context of neural network training, our results offer a first way
to connect geometric properties of the loss landscape to sharp estimates of the
convergence time of (SGD). Indeed, under certain conditions, neural networks
have no spurious local minima (Nguyen and Hein, 2017, Nguyen et al., 2019a),
in which case Proposition 5.11 guarantees subexponential convergence to the
global minimum of f.

In this case, our results complement the existing literature on the avoidance
of saddle points, e.g., (Ge et al., 2015b). These results guarantee that SGD hits
an e-neighborhood of a global minimizer within a time polynomial in 1/,
though under more stringent assumptions, including that all minimizers have
positive-definite Hessian and all saddle points are strict.

5.3.2 Influence of the loss landscape

In this section, we explain how the energy E(Q |i) of Theorem 5.10, which
controls the global convergence time, depends on the noise, the depths of the
spurious minima and their relative positions with respect to each other. We
sketch the key elements and we refer to Appendix B.4 for the full details.

In particular, for simplicity, we assume here that the subGaussian parameter
0% (f(x)) (Assumption 3.3(c)) is bounded by a constant 52 for all x in some large
enough compact set.
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Assumption 5.7. The cumulant-generating function of U is bounded as
logIE[e<”'u(x’“’)>] < %52 Ip|l> forall p € R, (5.45)

for all x in some large enough compact set.

The first step is to derive upper and lower bounds on the transition costs B; ;.
From Assumption 5.7, we have a lower-bound on Bi,]- for any i, j : we have
B> B;; where

2 )/ —
B, = inf{sup M
Ty Us<t o

:y(0) e, y(T) € Cj} . (5.46)

This means that the transition cost is at least equal to the maximal upward jump
in the objective function that cannot be avoided when going from C; to C;. To
obtain the upper-bound, we need an extra assumption on the noise.

EXTRA NOISE AssUMPTION.  While we only assumed a bound on the magnitude
of the gradient noise (Assumption 3.3(c)), we now require in addition a bound
on the “minimal level of noise”, through the following assumption.

Assumption 5.8. The Lagrangian is bounded as

lo+ VF@)I?

L(x,v) <
(x,0) 2

Vo s.t. |[o]] < 2|[VF()||

for all x in some large enough compact set.

This assumption is satisfied by general types of noise (including finite-sum
models) given a lower-bound on the variance of Z(x; w) and a condition on
the support; see Appendix B.4.1. In particular, if Z(x; w) follows a (truncated)
Gaussian distribution with a variance ¢2 (as in § 4.2.1) then Assumption 5.8 is
satisfied with 0% = (1 — €)0?, where ¢ depends on the truncation level. In that
case, the constant 5> of Assumption 3.3(c) and Assumption 5.7 can be taken as
o= (1 + €)o? (see Appendix B.4.1). Note then that the ratio g2 /52 is close to 1,
which will matter in the next theorem.

TRANSITION BETWEEN BASINS.  With Assumption 5.8, we obtain quantitative
upper-bounds on the transition costs between two neighboring components.
More precisely, if C; and C i are such that their basins of attraction intersect, then
the cost of transitioning from C; to C; is bounded by

Bij < Wi~ f) - ) (5.47)
[}

where f; ; is the minimum of f over that intersection and f; is the value of f on

Ci.

With these bounds, we recover immediately the example of § 5.1. When the
closure of the basin of C; intersects C; itself, f; ; is simply the value of f on C;
and (5.47) simplifies to the same expression as in (5.2). The equality in (5.2) is
thus obtained by combining (5.46) and (5.47) in the Gaussian case.

GRAPH STRUCTURE.  From the bounds of B; ;, we can get bounds on E(Q | i) as
follows. We restrict the transition graph of § 5.2 to neighboring components:
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we consider G” with vertices V and edges j ~ k if the closures of the basins of
Cj and Cy intersect. Given a path P; = j ~» j; ~ -+~ j,; in G’ that ends in Q,
we define its cost as

COSt(Pj) = n:(l;Ilai(n—l max{.f}71/jrz+l - ﬁn ’.f}rlrjn+l - .f]} *

This cost involves the values of the objective function along the path from j
to Q and captures the maximum depth of a minima encountered on the path:
indeed, fj, .., — fj, represents the jump in the loss function when going from
Cj, to Cj,,, while f;, ; .. — fj represents the total jump when going from C; to
Cjn+1 ‘

RESULT AND DIscUssiON. With the above quantities, we can establish that
the energy E(Q | i), that governs the global convergence time of Theorem 5.10,
is bounded as follows.

Theorem 5.11. Under Assumption 5.8, fori € V' \ Q,

] . 2cost(P)) o2
E(Q]i) £ max min ————+ O =
JBy<r Pj g

(5.48)

for some r > 0 that depends on the graph structure G'.

This means that E(Q | i) is bounded by the maximum depth of the minimizers
that SGD must go through in order to reach Q. This involves all the paths in
G’ that start at a component close to i, as measured by B, j- By forgetting the
graph, we can obtain a simpler bound that highlights how the convergence time
depends on the depth of the spurious minima:

Corollary 5.13. Under Assumption 5.8, forany i € V' \ Q,

2

0]
+ (9(1 - :—2), (5.49)
o

(maxcrit( f) f - 1‘ninspurious( f) f )
02

2
E(Q]1) <

where spurious(f) denotes the set of spurious local minima of f.

Though this bound loses its dependency on the initialization, it shows that
the convergence time depends on (i) the height of the highest barrier to the
global minimum and (i) the depth of the deepest spurious local minimum.

Consider, for instance, the example of § 5.1: the bound of Theorem 5.11 is
attained for ps ~ p3 ~ p1 and we recover the formula of (5.4), which also
corresponds to Corollary 5.13 in that case. Since (5.4) is exact, this shows that
Theorem 5.11 and Corollary 5.13 are tight in that example.

In this case, the convergence time depends exponentially on the depths of the
minima. However, different noise models would lead to qualitatively different
results: Gaussian noise with variance scaling linearly with the objective value
(Mori et al., 2022) would lead to a polynomial dependence on the depths of the
minima. Our framework in Appendix B.4 encompasses this case. Informally,
as for (4.39) in § 4.2.1, in the case of (truncated) Gaussian noise N(0, o2(f(x))I)
with 62(f(x)) = a%(f(x) + 08) for some 0¢, 01 > 0, the bound of the analogue of
Corollary 5.13 would read:

(maxcrit(f) log(f + GS) - minspurious(f) log(f + 0(2)))

2
1

2
E(Qli) < (5.50)

o
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gz
+0O 1—_—2 .
o

Combined with Theorem 5.10, this implies that in that case the global con-
vergence time depends polynomially on the depths of the minima and not
exponentially.

Importantly, in the context of neural network training, our results offer a way
to connect geometric properties of the loss landscape to sharp estimates of the
convergence time of (SGD). Indeed, under certain conditions, neural networks
have no spurious local minima (Nguyen and Hein, 2017, Nguyen et al., 2019a),
in which case Theorem 5.7 guarantees subexponential convergence to the global
minimum of f. More to the point, even when spurious minima of bounded
depth are present (Nguyen et al., 2021), The combination ofTheorem 5.10 and
Theorem 5.11 provide a way to translate these depth bounds directly into
convergence time estimates for (SGD).

5.3.3 Numerical illustrations

We provide some more numerical experiments as validation of the estimates
provided by Theorem 5.10 and Corollary 5.13.

For concreteness, we consider the following multimodal test functions:

(a) The Styblinski—Tang function:

d
1
flx1,x2) = 5 Z(x? - 16xf + 5x;) (5.51a)
i=1
(b) The Himmelblau function:
f(x1,x2) = (x% +x0—11)% + (x1 + x% —-7)? (5.51b)

In Figures 19 and 20, we plot the landscape of f for each of the above cases, as
well as the runtime statistics of SGD in each case. As in Figure 17, we considered
different values of the algorithm’s learning rate 1, and for each value of 7,
we performed 500 runs of SGD with Gaussian noise (¢ = 50). Then, for each
“particle” of SGD, we recorded the number of iterations required to reach the
vicinity of p; (within 6 = 1072) from the same, fixed initialization. The resulting
boxplots are displayed in Figures 19 and 20 in log-inverse scale, with a point
density overlay to illustrate the full empirical distribution of 7 for every 1.

In both cases, we plotted the theoretical prediction of Theorem 5.10 (labeled
“Theory”), against a linear regression plot of the observed runtime data (labeled
“Data”).> For the Styblinski-Tang function, we observe a situation similar
to the three-hump-camel example of Figure 17: Both theory and experiment
indicate that the global convergence time 7 of SGD scales exponentially in the
inverse of the algorithm’s step-size 1, and there is excellent agreement between
theory and experiment (R? = 0.973 and R? = 0.989 respectively). By contrast, in
the Himmelblau case, runtimes are significantly slower, and the slope of the
theoretical estimator is 0: This is because the Himmelblau function does not
have any spurious minima, so 7 enters the subexponential regime (see § 5.3.1).
This is confirmed by the fact that the algorithm’s runtime is several orders of

3 In more detail, we plotted a linear fit with slope given by Corollary 5.13.
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Figure 19: Visualization and hitting time statistics for the Styblinski-Tang function
(5.51a). The loss landscape (left) is superimposed on the stable and unstable
manifolds of the function’s critical points, which define the edges of its
transition graph (the arrows indicate the direction of the gradient flow, and
hence the transitions which come at no cost).
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Figure 20: Visualization and hitting time statistics for the Himmelblau function (5.51b).
The loss landscape (left) is superimposed on the stable and unstable manifolds
of the function’s critical points, which define the edges of its transition
graph (the arrows indicate the direction of the gradient flow, and hence the
transitions which come at no cost).
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magnitude smaller, with strong agreement between our theoretical estimate
and the numerically measured values (R?> = 0.913 and R? = 0.976 respectively).

With the three-hump camel function of § 5.1, we also illustrate the case of
noise variance scaling linearly with f, as in (5.50): a(f(x)) = 25?f(x) +1.. In
this regime, the global convergence time depends polynomially (rather than
exponentially) on the depths of the spurious minima but still scales exponentially
in the inverse of the step-size 7.
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Figure 21: Visualization and hitting time statistics for the three-hump camel function
of § 5.1 with noise variance scaling linearly with f(x). The loss landscape
(left) is superimposed on the stable and unstable manifolds of the function’s
critical points, as in Figure 16.

5.3.4 Non-asymptotic occupation measures

We now revisit § 4.2.3. These theorems are asymptotic in n: they describe the
long-run behavior of u, but do not quantify how large n must be. We now
provide the non-asymptotic counterparts, using the hitting-time bounds of
this chapter. The key idea is elementary: the occupation measure of a set B
decomposes as a transient phase (before SGD first reaches 5, contributing at
most 73/n to u,(B°)) and a stationary phase (after arrival, where the invariant-
measure estimates apply). The hitting-time upper bound from Theorem 5.5
then converts the exponential bound on 7 into an explicit 1/n correction on top
of the asymptotic occupation-measure guarantee.

We first give a non-asymptotic version of Theorem 4.6", which guarantees that
SGD spends most of its time near the critical components. Let C° := Uf\f{“ Co;
be a union of small neighborhoods of all critical components.

Theorem 5.14. Fix an initialization xo € R?. There exists ¢ > 0 such that, for all

n>1:
: E(C® +
() > 1- %exp(%) _ e, (5.52)

The bound (5.52) has two terms. The exponential term e~/ is the same as in
the asymptotic Theorem 4.6%: it reflects the probability that the invariant measure
assigns to the complement of C°. The new 1/n term captures the transient phase
before SGD first enters C?; its numerator exp((E (C° | xo) + €)/n) is the hitting-
time upper bound from Theorem 5.5. In particular, for n > exp(E(C® | xq) /1),
the 1/n term becomes negligible and the result reduces to the asymptotic
guarantee.

We now give non-asymptotic Gibbs bounds for each individual component.
The lower bound involves the hitting time to reach C°; from x; the upper bound
involves the hitting time to reach the target set Q of global minimizers.
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Theorem 5.15. Fix an initialization xo € R? and acomponentindexi € {1,..., Nt}
Then, foralln > 1

@83 1= L B0 ) ol BomINEI ) gy

Ei—minjEj—e)

5.54
" (5.54)

1 (C%)) < (1 + %) -exp(—
The lower bound (5.53) says that the occupation measure of C?; is at least
the asymptotic Gibbs weight exp(—(E; — minE + ¢)/1), reduced by a factor
accounting for the transient before SGD first reaches C°;. The upper bound
(5.54) inflates the asymptotic Gibbs weight by a factor that reflects the time
before the process reaches any global minimizer.

In both cases the 1/n correction vanishes once n exceeds the relevant hitting time,

recovering the asymptotic Theorem 4.3".

When x lies in the basin of a specific component, we could replace E(- | xo)
by E(:| i), which depends only on the basin and not on the specific starting
point within it, similarly to Theorem 5.10.

We give the non-asymptotic version of Theorem 4.7*, which is the most
practically relevant: it quantifies how long SGD must run to ensure that its
occupation measure is concentrated on the ground state.

Theorem 5.16. Fix an initialization xo € R?. There exists ¢ > 0 such that, for all

n>1
E(Q|x0)+£) ey
Ui

The bound (5.55) has the same two-term structure as (5.52). The exponential
term e~¢/" is the same as in the asymptotic Theorem 4.7*: it reflects the probability
that the invariant measure assigns to the complement of C%. The new 1/n
term captures the transient phase before SGD first enters C%; its numerator
exp((E(Q | x0) + €)/1) is the hitting-time upper bound from Theorem 5.5. In
particular, for n > exp(E(Q | xo)/n), the 1/n term becomes negligible and the
result reduces to the asymptotic guarantee.

Finally, we state a basin-dependent version of this result.

tn(C%) =1 - %exp( (5.55)

Theorem 5.17. Suppose x¢ € Attr(C;) for some minimizing i € {1, ..., Neit}. There
exist A > 0, ¢ > 0and an event H with Pyx,(H) > 1 - e~ such that for all n > 1:

Ex, (5.56)

1 n-1
> 1w € ) ’H
k=0

SEMWELEI I
n n

Theorem 5.17 sharpens Theorem 5.16 when the initialization lies in a specific
basin: the transient term now depends only on the component index i via
E(Q] i), rather than on the full initial condition xy. This mirrors the basin-
dependent hitting-time result of Theorem 5.10 and can now be combined with
the explicit bounds of § 5.3.2 to yield non-asymptotic occupation-measure
guarantees that depend explicitly on the geometry of the loss landscape.
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This chapter is primarily based on Azizian et al. (2023c). In addition, § 6.4
synthesizes material from Azizian et al. (2023a), which is reproduced in full in
Appendix C. In particular, compared to § 6.4, Azizian et al. (2023a) covers two
additional aspects: (i) arbitrary convex regularizers (beyond the entropic case),
and (i7) unbounded samples spaces (beyond the compact setting).

6.1 INTRODUCTION
6.1.1 Generalization and (Wasserstein) Distributionally Robust Models

We consider the fundamental question of generalization of machine learning
models. Let us denote by fg the loss induced by a model parametrized by 0
for some uncertain variable & (typically a data point). When & follows some
distribution P, seeking the best parameter 0 writes as minimizing the expected
loss

min Ee.rlfo(S)]. 6.1)

We usually do not have a direct knowledge of P but rather we have access to
samples (&;)"_; independently drawn from P. The empirical risk minimization
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approach then consists in minimizing the expected loss over the associated
empirical distribution P, = 1 3\ 6., (as a proxy for the expected loss over P),
ie.,

. 1v
min B g [fo(¢)] (= - ;fe(éi)) : (6:2)

Classical statistical learning theory ensures that, with high probability, Ep[ fo] is
close to E [fo] up to O(1/+/n) error terms, see e.g., the monographs Boucheron
et al., Wainwright (2019).

A practical drawback of empirical risk minimization is that it can lead to
over-confident decisions (when E; [fo] < Ep[fo], the real loss can be higher that
the empirical one (Esfahani and Kuhn, 2018)). In addition, this approach is also
sensitive to distribution shifts between training and application. To overcome
these drawbacks, an approach gaining momentum in machine learning is
distributionally robust optimization, which consists in minimizing the worst
expectation of the loss when the distribution lives in a neighborhood of Pp:

min - sup Ecqlfo(S)], (6.3)
Qeu(Py)

where the inner sup is thus taken over Q in the neighborhood u(f)n) of ﬁn
in the space of probability distributions. Popular choices of distribution
neighborhoods are based on the KL divergence (Laguel et al., 2020, Levy
et al., 2020), kernel tools (Zhu et al., 2021a, Staib and Jegelka, 2019, Zhu et al.,
2021b), moments (Delage and Ye, 2010, Goh and Sim, 2010), or Wasserstein
distange (Shafieezadeh Abadeh et al., 2015, Esfahani and Kuhn, 2018). If
P € U(Py,), distributionally robust models can benefit from direct generalization
guarantees as,

sup Ec-q[fo(€)] = Ee-p[fo(S)]- (6.4)
Qel(Pn)

Thus, for well-chosen neighborhoods U/ (Pn), distributionally robust objectives
are able to provide exact upper-bounds on the expected loss over distribution P,
i.e., the true risk.

WDRO problems correspond to (6.3) with
UPy) = {Qe PE): WPy, Q < p}, (65)

where W(isn, Q) denotes the Wasserstein distance between ﬁn and Qand p >0
controls the required level of robustness around P.. As a natural metric
to compare discrete and absolutely continuous probability distributions, the
Wasserstein distance has attracted a lot of interest in both machine learning
(Shafieezadeh Abadeh et al., 2015, Sinha et al., 2018, Shafieezadeh-Abadeh
et al., 2019b, Li et al., 2020a, Kwon et al., 2020) and operation research (Zhao
and Guan, 2018, Arrigo et al., 2022) communities; see e.g., the review articles
Blanchet et al. (2021a), Kuhn et al. (2019).

WDRO benefits from out-of-the-box generalization guarantees in the form of
(6.4) since it inherits the concentration properties of the Wasserstein distance
(Esfahani and Kuhn, 2018). More precisely, under mild assumptions on P,
(Fournier and Guillin, 2015) establishes that W(P,,, P) < p with high probability
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as soon as p ~ 1/n'/? where d denotes the dimension of the samples space.

Thus, a major issue is the prescribed radius p suffers from the curse of the
dimensionality: when d is large, p decreases slowly as the number of samples
n increases. This constrasts with other distributionally robust optimization
ambiguity sets, such as maximum mean discrepancy (MMD) (Staib and Jegelka,
2019, Zeng and Lam, 2022), where the radius scales as 1/ \/n. Moreover, the
existing scaling for WDRO is overly conservative for WDRO objectives since
recent works (Blanchet et al., 2022a, Blanchet and Shapiro, 2023) prove that
a radius behaving as 1/+/n is asymptotically optimal. The main difference
with (Esfahani and Kuhn, 2018) is that they — and us — consider the WDRO
objective as a whole, instead of proceeding in two steps: first considering the
Wasserstein distance independently and invoking concentration results on the
Wasserstein distance and then plugging this result in the WDRO problem.

6.1.2 Contributions and related works

In this chapter, we show that WDRO provides exact upper-bounds on the
true risk with high probability. More precisely, we prove non-asymptotic
generalization bounds of the form of (6.4), that hold for general classes of
functions, and that only require p to scale as 1/+/# and not 1/n'/%. To do so,
we construct an interval for the radius p for which it is both sufficiently large
so that we can go from the empirical to the true estimator (i.e., at least of
the order of 1/4/n) and sufficiently small so that the robust problem does not
become degenerate (i.e., smaller than some critical radius, that we introduce
as an explicit constant). Our results imply proving concentration results on
Wasserstein Distributionally Robust objectives that are of independent interest.

This work is part of a rich and recent line of research about theoretical
guarantees on WDRO for machine learning. One of this first results, Lee and
Raginsky (2018), provides generalization guarantees, for a general class of
models and a fixed p, that, however, become degenerate as the radius goes to
zero. In the particular case of linear models, WDRO models admit an explicit
form that allows Shafieezadeh-Abadeh et al. (2019b), Chen and Paschalidis
(2018) to provide generalization guarantees (6.4) with the radius scaling as 1/+/n.
The case of general classes of models, possibly non-linear, is more intricate.
Sinha et al. (2018) showed that a modified version of (6.4) holds at the price of
non-negligible error terms. Gao (2022), An and Gao (2021) made another step
towards broad generalization guarantees for WDRO but with error terms that
vanish only when p goes to zero.

In contrast, our analysis provides exact generalization guarantees in the form
(6.4) without additional error terms, that hold for general classes of functions
and allow for a non-vanishing uncertainty radius to cover for distribution shifts
at testing. Moreover, our guarantees also carry over to the recently introduced
regularized versions of WDRO (Wang et al., 2021, Azizian et al., 2023a), whose
statistical properties have not been studied yet.

This paper is organized as follows. In § 6.2, we introduce notations and our
blanket assumptions. In § 6.3, we present our main results, an idea of proof,
and discussions. The complete proofs are deferred to the appendix.

6.2 SETUP AND ASSUMPTIONS

In this section, we formalize our setting and introduce Wasserstein Distribu-
tionally Robust risks.
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6.2.1 Wasserstein Distributionally Robust risk functions

In this paper, we consider as a samples space E a subset of RY equipped with the
Euclidean norm ||-]|. We rely on Wasserstein distances of order 2, in line with the
seminal work Blanchet et al. (2022a) on generalization of WDRO. This distance
is defined for two distributions Q, Q" in the set of probability distributions on
E, denoted by P(E), as

1/2
1
W,(Q,Q) = inf E( o)~ -5—@2]) , 6.6
,QQ) n@@@ﬁﬂmﬂ,@onhn n (66)
where P(E X E) is the set of probability distributions in the product space Ex &,
and 7 (resp. m2) denotes the first (resp. second) marginal of 7.

We denote by f : E — R the loss function of some model over the sample
space. The model may depend on some parameter 0, that we drop for now to
lighten the notations; instead, we consider a class of functions F encompassing
our various models and losses of interest (we come back to classes of parametric
models of the form F = {fp : 0 € ©} in § 6.4.5).

We define the empirical Wasserstein Distributionally Robust risk ﬁpz (f)

centered on P, and similarly the true robust risk R 2(f) centered on P as

Rpa(f)= sup Beolf(&)] and  Rp(f)= sup Eeqlf(O)].
QeP(E) QeP(E)
W2(Pn,Q)<p? W2(P,Q)<p?

(6.7)

Note that 7:\;,p2 (f), which is based on the empirical distribution P isa computable
proxy for the true robust risk R 2(f). Note also that the true robust risk sz( 1)
immediately upper-bounds the true (non-robust) risk Es.p[f(£)] and also
upper-bounds E:.q [ f(&)] for neighboring distributions Q that correspond to
distributions shifts of magnitude smaller than p in Wasserstein distance.

We introduce regularized versions of these risks in § 6.4, where entropic
regularization of WDRO is studied in detail.

6.2.2  Blanket assumptions

Our analysis is carried under the following set of assumptions that will be in
place throughout the paper. First, we assume that the sample space & ¢ R?
is convex and compact, which is in line with previous work, e.g., (Lee and
Raginsky, 2018, An and Gao, 2021).

Assumption 6.1 (On the set Z). The sample space E is a compact convex subset
of RY,

Second, we require the class of loss functions F to be sufficiently regular. In
particular, we assume that they have Lipschitz continuous gradients.

Assumption 6.2 (On the function class). The functions of F are twice differen-
tiable, uniformly bounded, and their derivatives are uniformly bounded and
uniformly Lipschitz.
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Finally, we assume that P, is made of i.i.d. samples of P and that P is supported
on the interior of E (which can be done without loss of generality by slightly
enlarging E if needed).

Assumption 6.3 (On the distributions). fn = % 2oy O, where &y, ..., &, are
iid. samples of P. We further assume that there is some R > 0 such that P
satisfies supp P +B(0, R) C E.

6.3 MAIN RESULTS AND DISCUSSIONS

The main results of our paper establish that the empirical robust risk provide
high probability bounds, of the form of (6.4), on the true risk. Generalization
guarantees for the regularized case are deferred to § 6.4. In § 6.3.2, we provide
the common outline for the proofs of these results, the proofs themselves being
provided in the appendix. Finally, in § 6.4.5, we detail some examples.

6.3.1 Exact generalization guarantees for WDRO models

In this section, we require the two following additional assumptions on the
function class. The first assumption is common in the WDRO litterature, see
e.g., Blanchet et al. (2022a), Blanchet and Shapiro (2023), Gao (2022), An and
Gao (2021).

Assumption 6.4. The quantity infscr Ep [||V f ||2] is positive.

The second assumption we consider in this section makes use of the notation
d(&, A), foraset A C E and a point & € E, to denote the distance between & and
A/ i-e-/ d(é/A) = lnfCEA”é - C”

Assumption 6.5.

1. For any R > 0, there exists A > 0 such that,

VfeF,VCeE, d((,argmaxf)>R = f({)-maxf <-A. (6.8)

2. The following growth condition holds: there exist 4 > 0 and L > 0 such
that, for all f € F, £ € E and &* a projection of £ on argmax f, i.e.,
&reargming o 1€,

&) 2 O+ Ble e - e - e, ©9)

The first item of this assumption has a natural interpretation: we show in
Lemma D.1.7, that it is equivalent to the relative compactness of the function
space F w.r.t. to the distance

D(f,g) = |lf — gllo + Du(argmax f,argmaxg), (6.10)

where Dy denotes the (Hausdorff) distance between sets and || f [|e0 = supz|f(€)
is the infinity norm. The last one is a structural assumption on the functions
F that is new in our context but is actually very close the so-called parametric
Morse-Bott condition, introduced in of bilevel optimization (Arbel and Mairal,
2022), see Appendix D.1.5.

We now state our main generalization result for WDRO risks.
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Theorem 6.1. Under Assumptions 6.4 and 6.5, there is an explicit constant p.
depending only on F and P such that for any 6 € (0,1) and n > 1, if

1+1logl/6 c 1+logl/o
o (FE < o (HER) e

then, there is p, = (’)(\/ W) such that, with probability 1 — 0,

VfeF, ﬁpz(f) > Eeq[£(8)] for all Qsuch that WZZ(P, Q) < plp—pun)-
(6.12)

In particular, with probability 1 — 6, we have

VfeF, Rp(f) 2 Eer[f(E)]. (6.13)

The second part of the result, (6.13), is an exact generalization bound: it is
an actual upper-bound on the true risk E¢..p[f(£)], that we cannot access in
general, through a quantity that we can actually compute with P,.. The first part
of the result, (6.12) gives us insight into the robustness guarantees offered by the
WDRO risk. Indeed, it tells us that, when p is greater than the minimal radius
pn o 1/4/n by some margin, the empirical robust risk ﬁpz (f) is an upper-bound
on the loss even with some perturbations of the true distribution. Hence, as
long as p is large enough, the WDRO objective enables us to guarantee the
performance of our model even in the event of a distribution shift at testing
time. In other words, the empirical robust risk is an exact upper-bound on the
true robust risk R (p—,)(f) with a reduced radius.

The range of admissible radiuses is described by (6.11). The lower-bound,
roughly proportional to 1/+/, is optimal, following the results of Blanchet et al.
(2022a). The upper-bound, almost independent of , depends on a constant
pe, that we call critical radius and that has an interesting interpretation, that
we formalize in the following remark. Note, finally, that, the big-O notation
in this theorem has a slightly stronger meaning than the usual one, being

1+log1/6
n

non-asymptotic in 7 and 6: e.g., p, =0 means that 3C > 0 such that

pn < C‘,%gl/b‘ forall6 € (0,1)and n > 1.

Remark 7 (Interpretation of critical radius). The critical radius p., appearing in
(6.11), is defined by

: 1
p2 = ;g]f__IECENP Edz(é,arg max f)| . (6.14)

It can be interpreted as the threshold at which the WDRO problem w.r.t. P
starts becoming degenerate. Indeed, when p? > E¢.p|3d*(&, argmax f)] for
some f € F that we fix, the distribution Q given by the second marginal of the
transport plan 7 defined by,

n(d&, dQ) = P(d&)Scx(s)(dl)  where (*(&) € argmin d*(E,C),  (6.15)

Ceargmax f
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satisfies
2 1 2 1, 2
W5 (P, Q) < E(,0)on EHE = ClI*| = Eg~p Ed (&, argmax f)| < p°. (6.16)

As a consequence, the robust problem is equal to

Rpa(f) = suls) E¢-q[f(£)] =max f(&). (6.17)
QeP(E c&=
W2(P,Q)<p?

Thus, when the radius exceeds p., there is some f such that the robust problem
becomes degenerate as it does not depend on P nor p anymore.

Finally, note that we can obtain the same generalization guarantee as Theo-
rem 6.1 without Assumption 6.5 at the expense of losing the above interpration
on the condition on the radius. More precisely, we have the following result.

Theorem 6.2. Let Assumption 6.4 hold. For any 6 € (0,1) and n > 1, if p satisfies
(6.11), and if, in addition, it is smaller than a positive constant which depends only on
P, F and B, then both conclusions of Theorem 6.1 hold.

This theorem can be compared to existing results, and in particular with
Gao (2022), An and Gao (2021). These two papers provide generalization
bounds for WDRO under a similar assumption on F and a weakened version
of Assumption 6.3. However, these generalization bounds involve extra error
terms, that require p to be vanishing. In comparison, with a similar set of
assumptions, Theorem 6.2 improves on these two issues, by allowing p not to
vanish as n — oo and by providing the exact upper-bound (6.13). Allowing
non-vanishing radiuses is an attractive feature of our results that enables us to
cover distribution shifts.

6.3.2 Idea of the proofs

In this section, we present the main ideas of the proofs of Theorem 6.1 and
Theorem 6.2. The full proofs are detailed in Appendix D; we point to relevant
sections along the discussion. A similar argument applies to the regularized
case; see § 6.4.4.

First, we recall the duality results for WDRO that play a crucial role in our
analysis. Second, we present a rough sketch of the proofs. Finally, we provide a
refinement of our results that is a by-product of our analysis.

DUALITY IN WDRO.  Duality has been a central tool in both the theoretical analy-
ses and computational schemes of WDRO from the onset (Shafieezadeh Abadeh
et al., 2015, Esfahani and Kuhn, 2018). The expressions of the dual of WDRO
problems (Gao and Kleywegt, 2022, Blanchet and Murthy, 2019) can be written
with the following dual generator function ¢ defined as

o(f, &) = Sup{f(C) - 5lle- C||2}, (618)

Ced

where A is the dual variable associated to the Wasserstein constraint in (6.7).
The regularized counterpart of this dual generator is derived in § 6.4.2. Then,
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under the blanket assumptions of § 6.2.2, the existing strong duality results
yield that the empirical robust risk writes

Rp(f) = infAp* + E 5 [6(f,€,1)] (6.19)
and, similarly, the true robust risk writes

Rp(f) = gg Ap* + Eeep [$(f, &, A)] - (6.20)
These expressions for the risks are the bedrock of our analysis.

SKETCH OF PROOF.  Our proof is built on two main parts: the first part is to
obtain a concentration bound on the dual problems that crucially relies on a
lower bound of the dual multiplier; the second part then consists in establishing
such a lower bound. All the bounds are valid with high probability, and we
drop the dependency on the confidence level 6 of the theorems for simplicity.

For the first part of the proof (Appendix D.2), we assume that there is a
deterministic lower-bound A > 0 on the optimal dual multiplier in (6.19) that
holds with high-probability. As a consequence, we can restrict the range of A in
(6.19) to obtain:

Rp(f) = inf {10 +E, 5, [0(f,£1)]} (6.21)
E:. SN -E 5 ,E A
Z%;{APHEM [6(£,,1)] - 252 plo(f, & 1)] _E 5, [o(f )]}
(6.22)
E:. LEA)-E, 5 LE N
> inf {Apuuagwp (60, £,1)] - A sup L2 E ] - AL )]}
=4 A=A
(6.23)
> inf {/\p2 +Eep [6(F, &, 4)] - Aﬁi} (6.24)
>R 2 (f). (6.25)

In the above, we used that the inner supremum, which is random, can be
bounded by a deterministic and explicit quantity that we call 531/ ie.,

) ]E~5~P [¢(fr &, A,)] - ]E§~§n [qb(fr &, /\I)]
P, = sup

pUSY A’

with high probability.
(6.26)

Hence, we obtain an upper-bound on the robust risk w.r.t. the true distribution
with radius p2—p~. Moreover, we show that p> = O(1/(1y1)) which highlights
the need for a precise lower bound A to control the decrease in radius.

The second part of the proof thus consists in showing that the dual variable
is indeed bounded away from 0, which means that the Wasserstein constraint is
sufficiently active. We have to handle two cases differently:

* when p is small, i.e., close to p, (Appendix D.3),

* when p is large, i.e., close to the critical radius p, (Appendix D.4). Note
that the additional Assumption 6.5 is required here: where we need to
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control the behaviors of f € F close to their maxima (see (6.18) for ¢ =0
and small A).

Inboth cases we obtain that A scales as 1/p for the respective ranges of admissible
radiuses. As a consequence p., is bounded by pp, with p, = O(1/y/n) and
(6.25) becomes _

RpZ (f) = Rp(p—pn)(f) ’ (6.27)

which leads to our main results.

EXTENSION: UPPER AND LOWER BOUNDS ON THE EMPIRICAL ROBUST RISK.  The
proof that we sketched above actually shows that R;(p_p )( f) is a lower bound
n

of 73;2 (f). This proof technique also yields an upper bound by exchanging the

roles of P and ﬁn.

Theorem 6.3. In the setting of either Theorem 6.1, Theorem 6.2 or Theorem 6.6 (with
e =0or & > 0), with probability at least 1 — 0, it holds that

VfeF, R, ()<RL(D<SR (), (6.28)

with p, = O(\/%gl/é).

This result shows how two robust objectives w.r.t. P provide upper and lower
bounds on the empirical robust risk, with only slight variations in the radius.
Furthermore, when the number of data points n grows, both sides of the bound
converge to the same quantity R;z (f). Hence our generalization bounds of the
form (6.27) are asymptotically tight.

The current proofs of this theorem and the previous ones rely on the cost being
the squared Euclidean norm. This limitation was relaxed in the subsequent
work (Le and Malick, 2025), which builds on our approach and extends it in two
directions. First, their results cover non-smooth loss functions, going beyond the
smoothness required by Assumption 6.2. Second, they remove Assumptions 6.4
and 6.5 at the cost of non-explicit constants in the bounds. Together, these
extensions establish similar generalization guarantees for WDRO under weaker
conditions.

6.4 REGULARIZED WDRO

We now study WDRO with entropic regularization. We refer to Appendix C
for the full paper Azizian et al. (2023a), which covers more general regularizers
and unbounded sample spaces.

6.4.1 Regularizing the WDRO problem

The standard WDRO risks ﬁpz (f) and R,2(f) involve a supremum over an
infinite-dimensional ambiguity set, which makes them computationally chal-
lenging in general. A natural remedy, inspired by entropic regularization in
optimal transport (OT) (Peyré et al., 2019, Chap. 4), is to penalize the supremum
by a KL divergence with respect to a reference transport plan. This regulariza-
tion yields a tractable dual objective (see § 6.4.2), and, as we show in § 6.4.4,
enjoys similar generalization guarantees as the standard WDRO risks.
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We now make this construction precise. For any transport plans 7,7 €
P(E x E), the KL divergence is defined by

log 92 dn  whenm < 7
dm

KL(n|7) = / (6.29)
+

00 otherwise.

Unlike in OT though, the choice of the reference measure in WDRO is not
neutral and introduces a bias in the robust objective (Azizian et al., 2023a). For
their theoretical convenience, we take reference measures that have Gaussian
conditional distributions

lle=c|?

Tis(dC|&E) o Teme 22 AL, forallé € B, (6.30)

where ¢ > 0 controls the spread of the second marginals, following Wang et al.

(2021), Azizian et al. (2023a). Then, the regularized version of 7:\;,p2 (f) WDRO
empirical risk) is given by

Re(f)=  sup  Bem[f(O)]-eKL(n|ny)  withn} = Pa(dE)mo(dL]E)
neP(ExXE),m1=Py
IE(E/QNT{[%”E_C“Z]SPZ

(6.31)
and similarly, the regularized version of R 2(f) is given by
R(f)= sup  EBeur, [f(O)]-eKL(n|n,)  with 7y = P(d&)me(dC]E).
neP(EXE),m =P
Eg,oon[ 21E-CI2]<p?
(6.32)

These regularized risks have been studied in terms of computational or
approximation properties, but their statistical properties have not been investi-
gated yet. The analysis we develop for WDRO estimators is general enough to
carry over to these settings.

In (6.31) and (6.32), note finally that the regularization is added as a penaliza-
tion in the supremum, rather than in the constraint. As in Wang et al. (2021),
penalizing in the constraint leads to an ambiguity set defined by the regularized
Wasserstein distance, that we introduce in § 6.4.4. We refer to Azizian et al.
(2023a) for a unified presentation of the two penalizations.

We establish a dual formulation for this regularized problem in the next
section, and study its approximation properties in § 6.4.3.

6.4.2  Dual formulation of the reqularized WDRO problem

Duality plays a central role in both the theoretical analysis and computational
schemes of WDRO. The following proposition extends the dual formulation of
(6.19) and (6.20) to the regularized case.

Proposition 6.4. Under Assumption 6.1, if the primal problem (6.31) is strictly
feasible, then

£ - Alé - cu2/2)) 639

Se : 2., .
R;Z(f)=/1\gg Ap™+eE; 5, 10g(1Ec~nu<«|a> eXP( p
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and similarly for R;Z (f) with P replacing P,.

The interest of using entropy as a regularization appears when comparing this
expression to the general dual (6.19): there is no inf over an auxiliary bivariate
function ¢, and the inner supremum is replaced by a smoothed log-sum-exp
expression.

Proof. Follows from specializing Theorem C.1 to the Gaussian reference measure
(6.30) and the Euclidean squared cost, and setting the constraint regularization
parameter to zero. ]

A key advantage of the entropic dual Proposition 6.4 over the standard
WDRO dual (6.19) is computational tractability. Standard WDRO requires
specific model structure — typically linearity of the loss in the parameters
— to admit a closed-form solution; by contrast, the log-sum-exp objective in
Proposition 6.4 is differentiable in the model parameters for any differentiable
loss f, making it directly amenable to gradient-based optimization. These
dual formulas are implemented in skwdro (Vincent et al., 2026), an open-source
Python library for WDRO-based machine learning that we contributed to, which
enables gradient-based training of standard and regularized WDRO estimators
for arbitrary differentiable models.

Remark 8. Blanchet and Kang (2020) independently introduced a related dual
smoothing technique, though in a restricted setting (finite & with a uniform
reference measure) and without the formal connection to primal KL regu-
larization. Concurrently, Wang et al. (2021) proposed and analyzed entropic
regularization of WDRO as an explicit primal formulation, with a focus on
computational aspects; the present work complements theirs by providing a
general theoretical treatment and approximation guarantees. After our work
(Azizian et al., 2023a), the entropic regularization framework has subsequently
been applied in a number of works, such as (Piat et al., 2022, Dapogny et al.,
2023, Song et al., 2023, Wang and Xie, 2022, Wang et al., 2022a, Dapogny et al.,
2025).

6.4.3 Approximation of the regularized WDRO problem

We now study the behavior of the approximation error of the regularized
problem (6.31) as the regularization parameter vanishes. We specify the cost
c(&,0) = %llé — C||* (the Euclidean squared case used throughout) and the
reference measure 7, as in (6.30), with o > 0 fixed such that E,, ¢ < p.

Theorem 6.5 (Approximation for entropic regularization). Let Assumptions 6.1
and 6.2 hold, and suppose the objective f is Lipschitz continuous. Then, as ¢ — 0
(with o > 0 fixed),

0<Rp(f) - ﬁ;z(f) < O(d elog %) (6.34)

2supg |f|

where A = P e

is an explicit dual bound.

This result is the analogue for WDRO of the quantitative bounds for entropic
OT established in Genevay et al. (2019). The proof introduces a block approxi-
mation of the optimal transport plan following Carlier et al. (2017); the extension
to WDRO requires an auxiliary regularized problem since the second marginal
is not fixed. See Theorem C.3 for the extended theorem with explicit constants.
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6.4.4 Generalization guarantees for the reqularized WDRO problem

The analysis that we develop for the standard WDRO estimators is general
enough to also cover the regularized versions presented in § 6.4.1. We thus
obtain the following Theorem 6.6 which is the first generalization guarantee
for regularized WDRO. This theorem is very similar to Theorem 6.1 with still a
couple of differences. First, the regularization leads to ambiguity sets defined in
terms of Wy (P, -), the reqularized Wasserstein distance to the true distribution P,
defined, for some regularization parameter 6 > 0, as

1
W;(P,Q) = inf {En[ing -7

+O0KL(nt|1ts) :m € P(EXE), m1 =P, mp = Q} ,
(6.35)

where 71, appears in the definition of the regularized robust risk (6.32). Besides,
the regularization allows us to avoid Assumptions 6.4 and 6.5 to show our
generalization result.

Theorem 6.6. For ¢ = oop with o9 > 0, € = egp with &y > 0 such that eo/aé is
small enough depending on H, P, B, there is an explicit constant p. depending only on
H, P and B such that forall 5 € (0,1) and n > 1, if

n1/6 n

(’)( [1+1log1/0
n
(6.36)

then, there are 6 = O(ep) and p, = O(w/ %gl/é) such that, with probability at least
1-9,

and pc =20

Pec L
<p< > O(\/ﬁ)'

1+log1/6\V*
e L) )

VfeH, Ro(f)2Eeqlf®)]  forall Q such that WE,(P,Q) < p(p - pn).
(6.37)

Furthermore, when oy and o are small enough depending on P and B, with probability
1-9,

VfeH, Re(f)2EepEiorn, o [f(Q]. (6.38)

The first part of the theorem, (6.37), guarantees that the empirical robust
risk is an upper-bound on the loss even with some perturbations of the true
distribution. As in OT, the regularization added to the Wasserstein metric
induces a bias that may prevent sz, o.(P, P) from being null. As a result, the
second part of the theorem involves a smoothed version of the true risk: the
empirical robust risk provides an exact upper-bound the true expectation of a
convolution of the loss with 7.

A few additional comments are in order:

® Our result prescribes the scaling of the regularization parameters: ¢ and o
should be taken proportional to p.

¢ The critical radius p, has a slighlty more intricate definition, yet the
same interpretation as in the standard WDRO case in Remark 7; see
Appendix D.4.2.

¢ Theregularized OT distances do not suffer from the curse of dimensionality
(Genevay et al., 2019). However this property does not directly carry over to
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regularized WDRO. Indeed, we cannot choose the same reference measure
as in OT and we have to fix the measure 1, introducing a bias. As a
consequence, we have to extend the analysis of the previous section to
obtain the claimed guarantees that avoid the curse of dimensionality.

6.4.5 Examples

Our main theorems Theorems 6.1, 6.2 and 6.6 involve a general class H of
loss functions. We explain in this section how to instantiate our results in the
important class of parametric models. We then illustrate this setting with both
linear and non-linear examples and provide some numerical illustrations.

Let us consider the class of functions of the form

H={Er g(0,8):0€c0} withg: ®@xE — R (6.39)

where O, the parameter space, is a subset of R” and =, the sample space, is a
subset of RY.

For instance, this covers the case of linear models of the form g(9,¢&) =
{((&, 0)) with £ a convex loss. This class of models is studied by Shafieezadeh-
Abadeh et al. (2019b), Chen and Paschalidis (2018) in a slightly different setting,
where they obtain a closed form for the robust objective and then establish a
generalization bound similar to (6.13).

Let us show how to instantiate our theorems in the case of (6.39).

¢ If g is twice continuously differentiable on a neighborhood of ® x & with
©® and E both compact, then Assumption 6.2 is immediately satisfied.
Therefore, Theorem 6.6 can be readily applied and its generalization
guarantee hold.

* As for Assumption 6.4, it is equivalent to, for all 0 € ®, P(V¢ g(0, &) # 0) >
0. Thus disregarding the degenerate case of V; ¢(9, &) being null for
P-almost every & (e.g., when the loss does not depend on &), we are in the
setting of Theorem 6.2.

¢ Satisfying Assumption 6.5, needed for Theorem 6.1, requires some problem-
dependent developments, see the examples below. Note though that the
second item of Assumption 6.5 is implied by the parametric Morse-Bott
property (Arbel and Mairal, 2022); see Appendix D.1.5.

We discuss linear and non-linear examples of this framework. In light of
the above, we focus our discussion on Assumption 6.5. We first present the
examples of linear models, Examples 6.1 and 6.2, where the latter assumption
is satisfied. We then consider several examples of nonlinear models: kernel
regression (Example 6.3), smooth neural networks (Example 6.4) and families of
invertible mappings (Example 6.5). In the appendix, we also provide numerical
illustrations for linear models.

Example 6.1 (Logistic Regression). For a training sample (x, y) € R” x {-1,+1},
the logistic loss for a parameter 6 € R? is given by log(l +e7Y <x'9>). It fits into

our framework by defining ¢(9, &) = log(l + e<5'9>) with £ playing the role of
—y X x. We assume that O is a compact set that does not include the origin, and,

for the sake of simplicity, we take E as a closed Euclidean ball, i.e., & = E(O, r).
We are going to show that Assumption 6.5 is satisfied, and, for this, we need
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the following elements. For any 6, the maximizer of g(6, -) over & = B(0, r) is

reached at &* = %. Besides, for any & € &, it holds that

122 &P = 1817+ 2(E, &= & + |IE = &°17, (6.40)

so that, since ||£*]| = 7, we have

1
(€,&-8 =5l N (6.41)

We can now turn to the verification of Assumption 6.5.

1. Take some R > 0 and some & € E such that || — &*|| = R. Then, (6.41)
yields

16l

r

el

— _*2
Slle-€lP <

<6/ é>_<6r 5*> = <E*/£_£*> < -

d(0,®)R?
G (6.42)

Since u — log(1 + e*) is increasing, this yields that g(6, &) — g(6, &) is
bounded away from 0 by a negative constant uniformly in 6 . The first
item of Assumption 6.5 is thus satisfied.

2. Fix 6 € ©; by Taylor expanding u +— log(1 + e*) around (6, &) we get

_ . 1 . o2
g(0,&)=¢g(0,&) + m(&é—é ) +O0(K0,E-E7))°, (643)

where the big-O remainder is uniform over 6 € ©. Using the first
inequality in (6.42), we get for & close enough to &*

1 161l

(0,6-8) <g(0,&) =" lE- &P

(6.44)

86,8 =800,8) =~ o=,

This shows that the second item of Assumption 6.5 is satisfied locally
around &*. It can be made global by using the uniform Lipschitz-continuity
of g, which introduces a term of the form %llé -&3.

Example 6.2 (Linear Regression). With samples of the form & = (x, y) € R» xR
and parameters 0 € IR?, the loss is given by g(0, &) = 1((6, x) — y)?. Similarly
to the previous example, we take ® as a compact set of R that does not include
the origin and E of the form B(0, ) x [-#/, 7']. The maximizers of g0, )on E
are & = (r0/|0||, —r") and & = (-r0/]|0]|,r"). By symmetry, one can restrict
to the case of &} and (6, x) — y > 0; the same rationale as above can then be
applied.

Example 6.3 (Kernel Ridge Regression). Using a kernel k : X x X — R with X
compact and k smooth, for instance Gaussian or polynomial, we consider the
following class of loss functions:

m 2
£6,6)= 3 (21 aik(x, x;) = y) +Slal. (645)

where & = (x, y), Eis some compactsubsetof YXR, 6 = (a1, ..., &m, X1, ..., Xm),
© = Ay X Xy, m is a fixed integer, A is a compact subset of R", X}, can be any
closed subset of X and p > 0 is the regularization parameter. A typical choice
for X}, would be the datapoints of the training set. This class then fits into our
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framework of parametric models above. Finally, further information on the
kernel would be needed to ensure that Assumption 6.5 is satisfied.

Example 6.4 (Smooth Neural Networks). Denote by NN (x, 0, ¢) a multi-linear
perceptron that takes x as input, has weights 0 and a smooth activation function
o, for instance the hyperbolic tangent or the Gaussian Error Linear Units
(GELU). We choose £(, y) a smooth loss function and we consider the loss
2(0,(x,y)) =U(NN(x,0,0),y) with 6 € © some compact set. Provided that
the inputs (x, y) lie in a compact set &, this class fits the parametric framework
above. Note that we require ¢ to be smooth, further work would be required
for non-smooth activation functions.

Example 6.5 (Family of diffeomorphisms). Consider maps h: & — E and
(0,8) € ©® X E > hg(&) € E and define the parametric loss g(0, &) = h(hg(£)).
Assume that these functions are twice differentiable, that & satisfies the second
item of Assumption 6.5 and that, for every 6 € ©, hg has a inverse h;l which is
also continuously differentiable in a neighborhood of ® x E.

As before, this setting fits into the framework above. We now show that
Assumption 6.5 is satisfied.

1. Since h is continuous, h satisfies the first item of Assumption 6.5. It
is satisfied by H as well thanks to hy' being Lipschitz-continuous in &
uniformly in 6 by compactness of © x E.

2. Take C such that both hg and h;l are C-Lipschitz in & uniformly in 6.
Since argmax g(0, -) = h'(arg max h), it holds that

min [lhe(¢) — | = L )||h9(<f) — ho (M)l (6.46)

(*earg max cargmax g(6,-

which lies between C™ mingxcarg max ¢(60, |€—€* || and C ming«carg max g(6, 16—

&*||. Combined with h satisfying the second item of Assumption 6.5, this
shows that g satisfies this condition as well.

We conclude this section with numerical illustrations on the logistic and
linear regression models of Examples 6.1 and 6.2. Following Esfahani and Kuhn
(2018, §7.2.A), we estimate the probability

pe” (ﬁ;z(g(é‘n,-)) > Eop [g(é‘n,g)]) where 6, = argminR,(3(6, ),
®

(6.47)
where P®" denotes the distribution of the training set (&;)1<i<n with &; ~ Piid..
As predicted by Theorems 6.1 and 6.6, this probability is close to 1 for p large
enough, for both models and both standard and regularized WDRO.

6.5 CONCLUSION

In this work, we provide generalization guarantees for WDRO models that
improve over existing literature in the following aspects: our results avoid
the curse of dimensionality, provide exact upper bounds without spurious
error terms, and allow for distribution shifts during testing. We obtained these
bounds through the development of an original concentration result on the dual
of WDRO. Our framework is general enough to cover regularized versions of
the WDRO problem: they enjoy similar generalization guarantees as standard
WDRO, with less restrictive assumptions.

109



110

WASSERSTEIN DISTRIBUTIONALLY ROBUST OPTIMIZATION

Linear Regression

1.0{ — Standard WDRO
—— Regularized WDRO
0.8
0.6
0.4
0.2
0.0
1076 105 10 10 10-2 10
Radius p

Estimates of the probability pe" ﬁ;z (f(On,") = Ep[f(Ba, &)]| where 6, is the robust model with radius p for

the linear regression model (Example 3.7). 6 has dimension d = 10, n = 1000 synthetic training samples are
used, ¢ and € are chosen proportional to p following Theorem 6.6. For each value of p, we sample 200 training
datasets and solve the WDRO problem on each of them, to obtain an estimate of the probability above. The solid
line is the average over these 200 results, while the shaded area represents the standard deviation. As predicted
by Theorems 6.1 and 6.6, we observe that for p large enough, the probability that the robust loss on the training
set upper bounds the true risk is almost 1. We also observe that standard and regularized WDRO have almost
identical generalization behaviours. The WDRO problems are solved by LBFGS-B combined with the formulas of
Example 2 of Wang et al. (2021).

Logistic Regression

1.0 { — Standard WDRO
—— Regularized WDRO
0.8 q
0.6 q
0.4
0.2
0.0
10- 10~ 107
Radius p

Estimates of the probability pe" 73;2 (f (6,,4) > Ep|[ f (6,1, €)]| where 0, is the robust model with radius p

for the logistic regression model (Example 3.6). 0 has dimension d = 5, n = 500 synthetic training samples are
used, 0 and € are chosen proportional to p following Theorem 6.6. For each value of p, we sample 100 training
datasets and solve the WDRO problem on each of them, to obtain an estimate of the probability above. The solid
line is the average over these 100 results, while the shaded area represents the standard deviation. As for the
previous plot and as predicted by Theorems 6.1 and 6.6, we observe that for p large enough, the probability that
the robust loss on the training set upper bounds the true risk is almost 1. We also observe that standard and
regularized WDRO have almost identical generalization behaviours. The standard WDRO problem is solved
using the algorithm of Blanchet et al. (2022b) while the regularized problem is solved using LBFGS-B combined
with an explicit expression of the inner integral in the robust loss.
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Though this work already yields some practical insights on how p should
be chosen, the crucial role played by the radius of the Wasserstein ball for
generalization calls for a principled and efficient procedure to select it.
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This chapter is a combination of two articles: Azizian et al. (2024d) and
Azizian et al. (2021b).This line of works proposes a refined analysis of Bregman
proximal methods through the so-called Legendre exponent. Azizian et al.
(2024d) introduces this notion and focuses on the deterministic setting while
Azizian et al. (2021b), presented in § 7.6.1, extends the analysis to the stochastic
setting.

7.1 INTRODUCTION

Bregman proximal methods (BPMs) have a long and rich history in optimization,
going back at least to the introduction of mirror descent by Nemirovski & Yudin
(Nemirovski and Yudin, 1983). In plain terms, BPMs are first-order (constrained)
optimization algorithms that forego Euclidean projections in favor of a more
sophisticated “prox-mapping” that minimizes a certain distance-like functional
known as the Bregman divergence (Nemirovski and Yudin, 1983, Chen and
Teboulle, 1993, Bregman, 1967, Kiwiel, 1997). When this Bregman divergence
is the Euclidean distance squared, one recovers the standard projection-based
methods; other than that, depending on the problem’s feasible region, different
Bregman setups lead to a diverse collection of algorithms, from exponentiated
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gradient descent on the simplex (Nemirovski and Yudin, 1983, Beck and
Teboulle, 2003, Auer et al., 2002), to matrix multiplicative weights on the
positive-semidefinite cone Tsuda et al. (2005), Kakade et al. (2012), variants of
Karmarkar’s affine scaling algorithm for linear programs Vanderbei et al. (1986),
etc.

One of the most appealing features of BPMs is that they achieve almost
dimension-free convergence rates in problems with a convex structure and a
favorable geometry — such as the L! ball, the spectraplex, second-order cones,
etc. Bubeck (2015), Nesterov (2009), Beck and Teboulle (2003). This is owed
to a delicate interplay between the algorithms’ non-Euclidean update scheme
and the global geometry of the problem’s domain. However, these (almost)
dimension-free guarantees also come with some strings attached: they do
not concern the sequence of iterates generated by the method, but only its
time average (or, through the same, “regret-based” analysis, the method’s
“best iterate”); in this way, the best guarantee that can be achieved after ¢
iterations is O(1/t). In terms of oracle complexity, this is sufficient for problems
that are not strongly convex / strongly monotone, but if one targets finer,
geometric convergence rates, the inherent averaging involved in regret-based
guarantees is hard to compensate. And, on the other extreme, if the problem
is not convex / monotone to begin with, iterate averaging does not provide
any quantifiable benefits whatsoever, so it becomes crucial to study the actual
trajectory of the method.

OUR CONTRIBUTIONS In this general setting, our work quantifies the last-
iterate convergence rate of Bregman proximal methods as a function of the
Bregman divergence defining the method and the local geometry that it induces.
To treat this question in as general a manner as possible, we focus on VI problems
of the form

Find x* € X such that (g(x*),x —x") >0 forallx € X, (VD)

where X is a closed convex subset of a finite-dimensional normed space V,
and g: X — V" is a (possibly non-monotone) single-valued operator on X
with values in V*, the dual of V. This problem is a staple of many areas of
mathematical programming, game theory and data science, as it provides a
template for “optimization beyond minimization” —i.e., for problems where
finding an optimal solution does not necessarily involve minimizing a loss
function. In particular, in addition to standard minimization problems —
which are recovered when g = Vf for some smooth function f — the general
formulation (VI) includes saddle-point problems, games, complementarity
problems, etc.; for an introduction, see Facchinei and Pang (2003) and references
therein.

In this broad context, we examine the rate of convergence of a wide class
of Bregman proximal methods to local solutions of (VI) that satisfy a second-
order sufficient condition. Specifically, the class of algorithms we consider
includes as special cases (i) the original mirror descent (MD) algorithm of
Nemirovski and Yudin (1983); (ii) the mirror-prox (MP) method of Nemirovski
Nemirovski (2004) — which has the same update structure as the Bregman-based
algorithm of Auslender and Teboulle (2005) and contains as a special case
the extra-gradient (EG) algorithm of Korpelevich (1976); (iii) the so-called
optimistic mirror descent (OMD) method of Rakhlin and Sridharan (2013) —
itself a Bregman analogue of the modified Arrow-Hurwicz algorithm of Popov
(1980); etc.



7.2 PROBLEM SETUP AND PRELIMINARIES

Our first finding is a crisp characterization of last-iterate convergence rate
of BPMs in terms of the local geometry induced by the underlying Bregman
function near a given solution of (VI). We make this dependence precise via
the notion of the Legendre exponent, a regularity measure for Bregman methods
that we introduce, which can roughly be described as the logarithmic ratio of
the volume of a Euclidean ball to that of a Bregman ball of the same radius.
For example, Euclidean methods have a Legendre exponent of § = 0 and they
converge at a linear rate; entropic methods have a Legendre exponent of § = 1/2
at boundary points, and they converge at a rate of O(t!); more generally, as
we show in Theorem 7.2, methods with a Legendre exponent > 0 converge
at a rate of O(t'"1/F).  The Euclidean regime (8 = 0) is perfectly aligned
with existing results for the geometric last-iterate convergence rate of the EG
algorithm and its variants (Gidel et al., 2019, Malitsky, 2015, Hsieh et al., 2019,
Mokhtari et al., 2020). By contrast, the Legendre regime (f > 0) indicates a
significant drop in the algorithm’s last-iterate convergence speed, even though
ergodic convergence rates Nesterov (2004) and results for bilinear games Wei
et al. (2021) might suggest otherwise.

Subsequently, motivated by applications to game theory and linear program-
ming, we take a closer look at the convergence rate of BPMs across the constraints
that are active at a solution x* of (VI) depending on the position of g(x*) relative
to said constraints. This analysis reveals that Bregman proximal methods have
a particularly fine structure: along sharp directions (i.e., constraints along which
g(x*) is strictly inward-pointing), BPMs converge (i) at a rate of O(1/t/6-1) if
1/2 < p < 1; (ii) at a geometric rate if 0 < p < 1/2 (e.g., for entropic methods); and
(ii) in a finite number of iterations if § = 0 (cf. Theorem 7.9). Thus, even though
the estimates of Theorem 7.2 are, in general tight, the actual convergence rate of
a Bregman method along different coordinates / constraints could be starkly
different — and, in fact, dramatically faster if the solution under study is itself
sharp.

7.2 PROBLEM SETUP AND PRELIMINARIES

In the rest of our paper V will denote an n-dimensional real space with norm
||-|] and X will be a closed convex subset thereof. We will also write ) := V* for
the dual of V, (y, x) for the canonical pairing between y € Y and x € V, and
llyll- :== max{{y, x) : ||x]| < 1} for the induced dual norm on Y.

7.2.1 Blanket assumptions

Throughout the sequel, we will make the following assumptions for the defining
vector field g: X — Y of (VI) and the solution x* € X under study:

Assumption 7.1 (Lipschitz continuity). The vector field g is L-Lipschitz continu-
ous, i.e.,
lg(x") — g(x)|l < L||x" —x|| forallx,x” € X. (LO)

Assumption 7.2 (Second-order sufficiency). There exists a convex neighborhood
B of x* in X and a positive constant u > 0 such that

(g(x) — g(x"), x = x*y > yllx —x*||* forallx € B. (SOS)

In general, Assumption 7.2 guarantees that x* is the unique solution of (VI)
in B; we illustrate this in two special cases of interest:
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1. Minimization problems: suppose that g = Vf for some Lipschitz smooth
objective function f on X. Then, Assumption 7.2 implies that f grows (at
least) quadratically along every ray emanating from x*, i.e., f(x) — f(x*) >
(VF(x*), x = x) + (u/2)|lx = x*||> = Q(||x — x*||?) for all x € B, implying in
particular that x* is an isolated minimizer of f.

2. Min-max problems: suppose that X factorizes as X = A7 X &) for suitable
factor sets Xy, and X5, let £: X — R be a smooth function on X, and
write ¢ = (Vy, £, =V, L) for the min-max gradient of £ (with respect
to x1 € &7 and xp € A respectively). Then, any solution x* = (x;,xz)
of (VI) that satisfies Assumption 7.2 enjoys the local growth bounds
£(x1,x3) ~ £(x},3) = Qllxs - x1][2) and £(x}, x3) ~ £(x}, x2) = Qlx2 -
x5 [|?), implying in turn that x* is an isolated, hyperbolic saddle-point of L.

More examples satisfying (SOS) include strict Nash equilibria in finite games
Fudenberg and Tirole (1991), deterministic Nash policies in (generic) stochastic
games Solan and Vieille (2015), etc. Overall, Assumptions 7.1 and 7.2 apply to
a very wide range of problems, so we will treat them as blanket assumptions
throughout.

7.2.2  Bregman proximal methods

As we discussed in the introduction, the main algorithmic template that we will
examine for solving (VI) is a general class of first-order algorithms known as
Bregman proximal methods (BPMs). The defining ingredient of this class is the
notion of Bregman regularizer, which we define below as follows:

Definition 7.3 (Bregman regularizers and related notions). A proper, lower semi-
continuous, strictly convex function #: V — R U {co} is a Bregman regularizer
on X if

1. his supported on X, ie., domh = X.
2. The subdifferential of h admits a continuous selection, i.e., there exists a

continuous mapping Vh: domdh — Y such that Vh(x) € dh(x) for all
x € dom dh.

3. hislocally strongly convex relative to ||-||, i.e., for any compact set £ € dom A,
we have
h(x') = h(x) +(Vh(x),x" = x) + 5|lx" - x|I? (7.1)

for some ¥ > 0 and for all x € K Nndomdh, x’ € K.
The set &} := dom dh will be referred to as the prox-domain of h. In addition,
we also define the Bregman divergence of h as
D(p,x) = h(p) — h(x) = (Vh(x),p — x) forallx e Xy, pe X (7.2)
and the induced prox-mapping as

P.(y) = argmin,,_,{(y,x —x") + D(x/, x)} forallx e Xy, ye ). (7.3)

Remark 9. Examples of Bregman regularizers are given in § 7.3, where we also
take an in-depth look at their properties. For our analysis and results, we will
assume for convenience that / is 1-strongly convex in a suitable neighborhood
D of x* which will be understood from the context; this can always be achieved
by rescaling £, so there is no loss of generality. To avoid technicalities, we will
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also tacitly assume that Py (y) is well-defined whenever it is called (this is always
the case if, for example, h is coercive or V# is invertible).

Given a Bregman regularizer on X, the general class of Bregman proximal
methods (BPMs) that we will consider is defined via the generic recursion

Xee1/2 = P, (=7181) X1 = Px, (=71 &141/2) (BPM)

where (i) t = 1,2,... denotes the method’s iteration counter; (ii) y; > 0 is a
(non-increasing) step-size sequence; (iii) g; and g1/, are sequences of “oracle
signals” that we discuss in detail below. In terms of vocabulary, the iterates
x;,t=1,2,...,will be referred to as the “base states” of the method, while the
“half-iterates” x;41/2,t = 1,2,..., will be referred to as the method’s “leading
states”. Finally, in terms of initialization, we will take for convenience x1 = x1 5.

Now, regarding the sequence of oracle signals g; and g;,1/, defining (BPM),
we will assume throughout that

St+1/2 = §(Xe41/2) forallt =1,2,... (7.4)

i.e., (BPM) generates a new base state x;,1 by taking a Bregman proximal step
from x; with oracle input from the leading state x;,1/,. By contrast, the leading
state itself can be generated in a number of different ways from x;, depending
on the definition of g;:

Assumption 7.4. Forallf =1,2, ..., the oracle signal g; is of the form:

gt = ag(x;) + bg(xi-1/2) (7.5)
for some a,b € [0,1] witha+b <landa+b=1ifb > 0.

For concreteness, we illustrate below three archetypal Bregman methods that
serve as the backbone of the above framework:

1. Mirror descent: following Nemirovski and Yudin (1983), Beck and Teboulle
(2003), Nemirovski et al. (2009), the mirror descent algorithm proceeds
recursively as x* = Py(—yg(x)), so it can be recovered from (BPM) by
taking

a=0,b=0 or, equivalently gt =0 forallt=1,2,...
(MD)

2. Mirror-prox: following Nemirovski (2004), Juditsky et al. (2011), the mirror-
prox algorithm corresponds to the choice

a=1,b=0 or, equivalently gr = g(xp) forallt =1,2,...
(MP)

3. Optimistic mirror descent: originally due to Popov (1980) (in the Euclidean
case) and Chiang et al. (2012), Rakhlin and Sridharan (2013) (for the general
case), the optimistic mirror descent algorithm is obtained by setting

a=0,b=1 or, equivalently gt = 8(xi1pp) forallt=1,2,...
(OMD)

1 Note that the requirement “a + b = 1if b > 0” is only intended to ease notation and does not lead to
a loss in generality: if b > 0, we can always rescale y; by a + b so the condition a + b = 1 is satisfied
automatically.
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These three algorithms are the most widely studied Bregman methods in the
literature, so we will use them as running examples throughout.

7.3 MOTIVATING EXAMPLES

We now proceed to take a closer look at some commonly used Bregman
regularizers (and the induced prox-mappings) with the goal of determining
the rate of convergence of the associated Bregman method. For concreteness,
we focus on one-dimensional problems where X is the closed interval [0, o) or
[-1,1] and g is the affine vector field

gx)=x-x", xeR, (7.6)

for different choices of x* € R (typically a boundary point of X’). To streamline
our presentation, we will only examine the mirror descent recursion (MD) with
constant step-size schedules y; = y for some y > 0. In this case, we obtain the
scheme

xr+1 = F(x) with  F(x) = Px(-yg(x)), (7.7)

and we will examine the convergence speed of x; by analyzing the behavior of
F near x*. Our focus will be on cases where x* is a boundary point of X'. This
will demontrate the variery of behaviours Bregman divergence can exhibit.

Example 7.1 (Euclidean regularization). We begin with the quadratic regularizer
h(x) = x?/2 for x € X = [0, ). In this case, noting that /’(x) = x, we have:

a) Prox-domain: Xy =X
b) Bregman divergence: D(p,x) = (p - x)*/2 (7.8)
c¢) Prox-mapping: P.y)=[x+yls

Consider now the case x* = 0, i.e., g(x) = x. Then, for y € (0,1), the update
(7.7) becomes
Fx)=x—-yx=(1-y)x forallx >0 (7.9)

i.e., F is contracting. We thus conclude that x; converges to x* = 0 at a geometric
rate, viz.

D(x*,x;) = x7 = ©((1-7)*) or, in absolute value, |x;—x*| = ©((1-y)"). ©

Example 7.2 (Entropic regularization). Another popular choice when X' = [0, c0)
is the entropic regularizer h(x) = xlogx Beck and Teboulle (2003), Shalev-
Shwartz (2011), Bauschke et al. (2017). In this case, h’(x) = 1 + log x, which
gives

a) Prox-domain: Xp=1iX =(0,0)
b) Bregman divergence: D(p,x)=plog(p/x)+x—p (7.10)
c¢) Prox-mapping: P.(y) = x exp(y).

Now, taking g(x) = x as in the previous example, the update rule (7.7) becomes

F(x) = xexp(=yx) = x(1 — yx + o(x)) = x — yx* + o(x?) asx — 0. (7.11)
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In contrast to (7.9), we now have F(x) ~ x instead of (1 — y)x, so F is no longer
a contraction. Instead, the iterates of (7.11) may be analyzed by means of the
following lemma:

Lemma 7.1. Suppose that f: R, — R, admits the asymptotic expansion
f(x)=x—Ax"" +o(x™") asx —0 (7.12)

for positive constants A,r > 0. Then, for uy > 0 small enough, the sequence
U1 = f(u), t =1,2,..., converges to 0 at a rate of uy ~ ()\rt)‘l/r.

Thanks to this lemma (which we prove in Appendix E), we readily conclude

that x; converges to 0 at a rate of D(x", x;) = x; = |x; — x*| ~ 1/(yt). (4

Example 7.3 (Fractional power). Take X’ = [0, c0) and g(x) = x asin Examples 7.1
and 7.2 above. Then, for a given g > 0, g # 1, the fractional power regularizer
— or Tsallis entropy — on X is defined as h(x) = [q(1 — q)]7}(x — x1) (Tsallis,
1988, Alvarez et al., 2004, Mertikopoulos and Sandholm, 2016). For this choice
of regularizer, we have 1’(x) = (1 - qx771)/[q(1 — q)], and a series of direct
calculations gives:?

a) Prox-domain: Xy =(0,00)if g €(0,1)and X} = [0,00)if g > 1
. x4 —p1 4X-p
b) Bregman divergence: D(p,x) = L
) Breg g (p, x) =0 =g
c) Prox-mapping;: Pi(y) =[x = (1= q)y] T for q€(0,1).

(7.13)

Now, when applied to g(x) = x, the fractional power variant of (7.7) for g € (0, 1)
gives

F(x)=x[1+p(1 - x> 1Y) = x — x> 4 0(x>7) asx - 0. (7.14)
Hence, by Lemma 7.1, we conclude that x; converges to 0 at a rate of
D(x*,x;) = ©(t1/?1) or, in absolute value, |x; —x*| = ©(t"/*™). @

Example 7.4 (Hellinger distance). Our last example concerns the Hellinger
regularizer h(x) = —=V1 — x2on X = [-1,1]. Since I’(x) = x/V1 — x2, we readily
obtain the following:

a) Prox-domain: Xy =riX =(-1,1)

1—px—+/1-p?)(1-x?)
V1 -x2 (7.15)
x+yVi-x2

\/1—x2+(x+y\/1—x2)2'

b) Bregman divergence: D(p,x) =

c) Prox-mapping: P.(y) =

In this case, taking g(x) = x as per the previous examples, yields
x —yxV1l —x?
\/1 —x2 4+ (x — yxV1 —x2)?

Strictly speaking, the expression we provide for Py(y) is only valid when y < x971/(1 - q). The
reason for this is that the prox-mapping Py (y) is not well-defined for all values of y. This detail is
not important in the calculations that follow, so we disregard it for now.

F(x) =

~x—-yx asx —0, (7.16)
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Figure 22: The rate of convergence of (MD) in Examples 7.1-7.4. The Euclidean and
shifted Hellinger regularizers lead to a geometric rate (see left figure); all
other examples converge at a polynomial rate.

i.e., x; converges to x* = 0 at a geometric rate, as in Example 7.1. On the other
hand, if we consider the shifted operator g(x) = x + 1, a somewhat tedious
calculation (which we detail Appendix E.5) gives the following Taylor expansion
near x* = —1:

Flx)=x"+(x—x") — 2\/§y(x - x4+ o((x - x*)S/Z). (7.17)
Hence, by Lemma 7.1, we conclude that x; converges to x* = —1 at a rate of
D(x*,x;) = ©(t" %) or, in absolute value, |x; — x*| = ©(t%/%). (4

Albeit one-dimensional, the above examples provide a representative view of
the geometry of Bregman proximal methods near a solution. Specifically, they
show that the divergence induced by a given regularizer may exhibit a very
different behavior at the boundary of X: when x* is a boundary point, D(x", x)
grows as O(]|x — x*||?) in the Euclidean case, as ©(||x — x*||) for the negative
entropy, and, more generally, as O(||x — x*||7) for the g-th power regularizer. As
a result, when used as a measure of convergence, it is important to rescale the
Bregman divergence in order to avoid inflating — or deflating — an algorithm’s
rate of convergence.

Nonetheless, even if we take this rescaling into account, different instances
of (MD) may lead to completely different rates of convergence. Specifically,
in terms of absolute values, we observe a geometric rate in the Euclidean and
shifted Hellinger cases, a rate of @(1/t) for the negative entropy, and a rate
of ©(1/t/@=1) for the g-th power regularizer (cf. Figure 22 above). This is
due to the different first-order behavior of the iterative update map x « F(x)
that underlies (MD), which is itself intimately related to the growth rate of the
Bregman divergence near a solution x* of (VI). We make this relation precise in
the next section.

74 THE LEGENDRE EXPONENT AND CONVERGENCE RATE ANALYSIS

Our goal in this section is to provide a precise link between the geometry
induced by a Bregman regularizer near a solution and the convergence rate of
the associated Bregman proximal method. The key notion in this regard is that
of the Legendre exponent, which we define and discuss in detail below.
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7.4.1 The Legendre exponent

Our starting point is the observation that, without loss of generality, the local
strong convexity requirement for /1 can be expressed as

D(p,x) = %Hp —x|*> forall x € &y sufficiently close to p. (7.18)

Qualitatively, this means that the convergence topology induced by the Bregman
divergence of 1 on X is at least as fine as the ambient norm topology: if a sequence
x € Xy, t=1,2,..., converges to p € X in the Bregman sense (D(p, x;) — 0),
it also converges in the ambient norm topology (||x; — p|| — 0). On the other
hand, from a quantitative standpoint, the rate of this convergence could be
quite different: as we saw in the previous section, the reverse inequality
D(p,x) = O(||p — x||?) may fail to hold, in which case y/D(p, x;) and ||x — x|
would exhibit a different asymptotic behavior.

To quantify this gap, we use the notion of the Legendre exponent, that we
introduce in these series of works.

Definition 7.5. Let h be a Bregman regularizer on X'. The Legendre exponent of
h atp € X is defined as

Br(p) = inf{ﬁ €[0,1] : limsup M < oo} (7.19)

x—p ||X - P”l_ﬁ

and we say that  is tight at p if the infimum is attained in (7.19), i.e., if B (p) is
the minimal 8 € [0, 1] such that

D(p,x) = O(|lp — x||*P)  for x near p. (7.20)

Informally, the Legendre exponent measures the deficit in relative size
between ordinary “norm neighborhoods” in & and the corresponding “Bregman
neighborhoods” induced by the sublevel sets of the Bregman divergence.
Specifically, (i) the case B,(p) = 0 corresponds to the “norm-like” behavior
D(p, x) = O(|lp — x||?); (i) any other value B;(p) € (0,1) indicates a different
limiting behavior for D(p, x) as x — p; and, finally, (iii) when 5, (p) = 1 we may
have limsup,_,, D(p,x) > 0. In this last case, the ambient norm topology is
strictly coarser than the Bregman topology in the sense that D(p, x;) may remain
bounded away from zero even if x; — p as t — co. The following remark
illustrates this phenomenon with the Hellinger regularize.

Remark 10. For example, let X = {x € R" : ||x||]» < 1} be the unit Euclidean ball

in R" and consider the n-dimensional Hellinger regularizer h(x) = —/1 — ||x ||§.
Then, for all p on the boundary of X and all x € &}, = int X, we readily get

1-Ylpixi  1-{(p,x)

JU-lE 1=l

Shadowing the Euclidean definition, a “Hellinger sphere” of radius r centered
at p is defined as the corresponding level set of D(p, x), i.e., Sp(r) = {x € &}, :
D(p, x) = r}. Hence, by (7.21), this means that a point x € X}, is at “Hellinger
distance” r relative to p if

1- Zi pixi = rJ1 - [|x]13. (7.22)

D(p,x) = (7.21)
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Now, if we take a sequence x; converging to p in the ordinary Euclidean sense
(i.e., ||xt=pll2 — 0), both sides of (7.22) converge to 0. This has several counterin-
tuitive consequences: (i) the “Hellinger ball” B p) = {x € &, : D(p,x) < r?/2}
is not closed in the Euclidean topology; and (ii) the “Hellinger center” p of B (p)
actually belongs to the Euclidean boundary of B/'(p). As a result, for all n > 2,
it is straightforward to construct a sequence x; with ||x; — p||» — 0, but which
remains at constant Hellinger divergence relative to p.3 ]

For illustration purposes, we compute below the Legendre exponent for each
of the running examples of § 7.3 (see also Table 1):

1. Quadratic reqularization (Example 7.1): Since D(p, x) = (p — x)?/2 for all
p,x € X, wehave f(p) =0forallp € X.

2. Negative entropy (Example 7.2): For p = 0, (7.10) gives D(0,x) = x, so
Br(0) = 1/2. Otherwise, for all p € &) = (0, o), a Taylor expansion with
Lagrange remainder yields D(p,x) = O((p — x)?), so Bu(p) = 0 for all
p € (0, ).

3. Tsallis entropy (Example 7.3): For p = 0, (7.13) gives D(0,x) = x9/q, so
Br(0) = max{0,1 — q/2}. Otherwise, for all p € &} = (0, ), a Taylor
expansion yields D(p, x) = O((p — x)?), so fx(p) = 0 in this case.

4. Hellinger reqularizer (Example 7.4): For p = £1, (7.15) readily gives
D(+1,x) = YA Fx)/(1 £ x) = O(|x F1|'/2), s0 u(x1) = 1—1/4 = 3/4.
Instead, if p € (~1, 1) a Taylor expansion again yields D(p, x) = O((p —x)?),
s0 B (p) = 01in this case.

A common pattern that emerges above is that ,(p) = 0 whenever p is an
interior point. We make this observation precise in Lemma E.3.1 in Appendix E,
where we show more generally that §,(p) = 0 whenever V# is (locally) Lipschitz
continuous in a neighborhood of p in X

7.4.2  Convergence rate analysis

We are now in a position to state our first general result for the convergence rate
of (BPM). To do so, we will make the blanket assumption that & is tight at x*
with Legendre exponent * := f;,(x*). In particular, this means that there exists
a neighborhood U of x* in X and a positive constant K > 0 such that

K .
D(x",x) < S lx - *|2F) forall x € U. (7.23)

To ligthen notation, we will also assume that & is 1-strongly convex on U (cf.
Remark 9 and the beginning of § 7.4.1). We then have the following result.

Theorem 7.2. Suppose that Assumptions 7.1, 7.2, and 7.4 hold and (BPM) is run
with a constant step-size y;y =y, t =1,2,..., such that
u

y < 2(’% and y(1-a-b)* < 32 (7.24)

For instance, if n = 2, the point x,, = (1 — u, y2u(1 — u)) converges to p = (1,0) as u — 0%, even
though D (p, x,) = 1 for all u € (0,1). Crucially, if n = 1, this phenomenon does not occur (cf.
Example 7.4).
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123

Domain (X) Regularizer (h) Legendre Exponent (3;(p)) Convergence Rate

EucLiDEAN arbitrary x%/2 0 Linear
EntrOPIC [0, o0) x log x 1/2 O(1/t)
TsaLLis [0, o0) [q(1 = ) H(x = x1) max{0,1 - q/2} O(1/t1/2-0))
HeLLinger [-1,1] —V1-22 3/4 O@1/t113)

Table 1: Summary of the Legendre exponents for the 1-dimensional examples of § 7.2 at
a boundary point p of X C R, and the associated convergence rates in terms of
the Bregman divergence D(x*, x¢).

where @ = (V5 +1)/2 is the golden ratio. If x1 is initialized sufficiently close to x*, the
iterates x; of (BPM) enjoys the bound

(-5 ifp" =0,
D(x*,x;) < D(x", x1) - (7.25)

[1+ppyt -] ifpre(0,1),

L
1-f

i*}_l.

Before moving on to the proof of Theorem 7.2, some remarks and corollaries
are in order (see also Table 1 for an explicit illustration of the derived rates for
Examples 7.1-7.4):

I
where p = rnax{ZK1 7 D(x*, x1) T,

Remark 1. The first point of note is the sharp drop in the convergence rate of
(BPM) from geometric, when * = 0, to a power law when * > 0. As we saw in
§ 7.3, this drop is unavoidable, even when X’ is 1-dimensional and g is affine; in
fact, the calculations of § 7.3 show that the rates provided by Theorem 7.2 are,
in general, unimprovable. (4

Remark 2. We should also note that the guarantees of Theorem 7.2 are stated
in terms of the Bregman divergence, not the ambient norm. Since D(x*, x;) =
Q(||x¢ — x*]|?), these bounds can be restated in terms of ||x; — x*||, but this conver-
sion is not without loss of information: if the bound D(x*, x;) = Q(||x; — x*||?)
is not tight, the actual rate in terms of the norm may be significantly different.
This phenomenon was already observed in the 1-dimensional examples of § 7.3
where D(x*, x;) = O(]|x; — x*||>*=F7), in which case Theorem 7.2 gives

l|x: — x*[| = O(t71/@F) (7.26)

whenever * > 0 (see also Table 1). In general however, the Bregman divergence
may grow at different rates along different rays emanating from x*, so it is not
always possible to translate a Bregman-based bound to a norm-based bound (or
vice versa). This analysis requires a much closer look at the geometric structure
of X, depending on which constraints are active at x*; we examine this issue at
depthin §7.5. (4

Remark 3. We should also note that, even though Theorem 7.2 is stated for a
constant step-size, our proof allows for a variable step-size y;, provided that the
step-size conditions (7.24) are satisfied. In this case, the bounds (7.25) becomes

ntl(l_!l)/s) if‘B*:

D *’ <D *, . *
(x*, x¢) < D(x", x1) {[1+P#25 Ly 7Y i e 0,1)),
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7.4.3  Proof of Theorem 7.2

We now proceed to the proof of Theorem 7.2, beginning with a series of
intermediate results tailored to the update structure of (BPM). The first of these
lemmas relates the Bregman divergence before and after a prox-step modulo an
element of the polar cone PC(p) :={v e Y : (v,x —p) <0forall x € X} of X at
the reference point p.

Lemma 7.3. Let x* = Py(y) for some x e U N Xy, y € Y, such that x* € U. Then,
forallp € X and all v € PC(p), we have:

D(p1x+)SD(prx)+<]/_U/x+_p)_D(x+/x) (7273)
<D(p,x)+(y—v,x—p)+ iy -ol?, (7.27b)

The next lemma extends Lemma 7.3 to emulate the two-step structure of
(BPM):

Lemma7.4. Let x;r = Py(y;) for some x e UN XY, y; € Y, such that x:’ eU,i=1,2.
Then, for all p € X and all v € PC(p), we have:

D(p,x3) < D(p,x) +{y2 =0, %] =p) + 3lly2 = y1 — 0l = 3llxf - x|*. (7.28)

Versions of the above inequalities already exist in the literature, see e.g.,
(Juditsky et al., 2011, Lem. 4), (Mertikopoulos et al., 2019, Prop. B.4). The novelty
in Lemmas 7.3 and 7.4 is the extra term involving the polar vector v € PC(p);
this term plays an important role in the sequel, so we provide a complete proof
in Appendix E.

With these preliminaries in hand, we proceed to derive two further inequalities
that play a pivotal role in the analysis of (BPM). The first is an immediate corollary
of Lemma 7.4:

Corollary 7.5. Let x* be a solution of (VI) and suppose that x;, x¢,1/2 € U for all
t. Then, forall c > Oandall t = 1,2, ..., the iterates of (BPM) satisfy the template
inequality

D(x", xt41) < D(x7, xt) = 7{8t+1/2 — €& (X"), X412 — X7)
+ %Vfllgm/z — g —cg(x)|? - Hxpsy2 - xe|*. (7.29)

Proof. Since x* is a solution of (VI), we have g(x*) € —PC(x*). (7.29) then
follows from Lemma 7.4 with x < x;, p < x*, v « —cy:g(x*) € PC(x*) and

(y1,y2) < (=t &t, —Vt8t+1/2)- u

The second inequality that we derive provides an “energy function” for
(BPM), namely
E; =Dy + f[ (730)

where D; = D(x*, x;) and f; = ytz_1||(a +b)gi-1/2 — gt-1l? (by convention, we
take fi = 0). The lemma below outlines the Lyapunov properties of E;.

Proposition 7.6. Suppose that Assumptions 7.1 and 7.4 hold and (BPM) is run with
a step-size such that

Ay +4y?L2 <1 forsome A > 0andallt =1,2,... (7.31)
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Suppose further that xt, x;,1/2 € U for all t. Then the iterates x; of (BPM) satisfy the
inequality
Eir1 S Ep = Ayifi = yid8(xp41/2) — §(x7), Xps12 — X7)
= i@ + D) (x"), Xps1y2 = X7 = llxti12 = %l
+ 7R =a = bPLxpp - 2P

+2y7(a + DY L2 ||xpi1y2 — x| (7.32)

Proof. Letc =1—a —bsoc > 0by Assumption 7.4. Corollary 7.5 then yields

D1 < Dy = yi8i41/2 — 8(X7), X412 — X7)

= yi(a +b){(g(x"), X410 — x*) = %llxt+l/2 - xt||2
2

Y .
+ 2lge = g1 = eg GO, (733)
Since gyy1/2 = (@ + b)gr41/2 + €&t+1/2, the last term above may be bounded as

3Villgreae = 8¢ = eI < y7cligesnja = §(NNIZ + yEll(@ + b)grarj2 — gl
< Vil xea = 213 + 070 @ + D)graap = g2

=yt =a = b)*L?|xps1p2 = 1P + fiur, (7.34)

where we used Assumption 7.1 in the second line and the definition (7.30) of f;

in the last one. Thus, combining (7.33) and (7.34) and comparing to (7.32), it
suffices to show that

2fir1 < (1= Ay))fi + 4y2(a + D)L ||xp1p0 — x> forallt =1,2,... (7.35)

We consider two distinct cases for this below.

casel: t =1 By the definition (7.30) of f; and (7.4) and (7.5), we have:

fo=vill@ +b)gay2 = g1ll2 = v + b)Pllg(xsp2) = g (1) 12
< yi@+ )Lz = xall?,
where we used the initialization assumption x1 = x1; in the second equality

and the Lipschitz continuity of g in the last one. Since f; = 0 by construction,
our claim is immediate.

case2:t >1 By Young’s inequality and the Lipschitz continuity of g, we
readily obtain
fre1 = V2@ +0)ger1/2 — g2
= yi|(a + b)[g(xri1y2) — g(x)] + blg(xr) — g(xi-1/2)]

< 2y7(a +b)?|Ig(xes12) — g(xo)lIZ + 27028 (xe) — g(xe—1 /)12
< 2%2(’1 + b)2L2”xt+1/2 - xt”2 + 2V,fzb2L2||xt - xt—l/2”2

2
*

< 2y2(a + b’ L2 || x40 2 — xel1* + 2y207 L2y 2 NI gio1)2 — ge1ll?
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where, in the last line, we used Lemma E.2.3 to bound the difference x; — x;_1)»
as

lxe = x¢—1 /20l = [1Pxyy (=Ve-18-1/2) = Py (=ye18t-DIl < ve-1llge-1/2 — i1l
(7.36)
Finally, by Assumption 7.4, we have ¢ = 0 whenever b > 0, so b*y?_||g;-1/2 —
gi-1]? = bzyf_1||(1 - C)8t-1/2 — gi-1]|? = b*f; for all t+ > 1. Hence, putting
everything together, we get

fis1 <272 + )2 L2|Ixpa1 /2 — xe|* + 2p 707 L2 . (7.37)

(7.35) then follows by the requirement (7.31), which implies that 2y?L? <
(1 - Ay)/2. .

Moving forward, since x* is a solution of (VI), the first line of (7.32) yields a
negative O(y;) contribution to E¢, whereas the third and fourth lines collectively
represent a subleading O(y?) “error term”. This decomposition would suffice
for the analysis of (BPM) if the coupling term (g(x*), X412 — x*) did not incur
an additional O(y) positive contribution to E;(1. This error term is difficult to
control but if x* satisfies (SOS), we have the following bound.

Lemma 7.7. Suppose that Assumption 7.2 holds. Then, for all x € X, x’ € B and all
¢ € [0, 1], we have:

(g(x") —cg(x*),x" —x") > %yllx - x|)? - pllx” — x||?. (7.38)

Proof. Since x*isasolution of (VI)and ¢ € [0, 1], wehave (1-c){g(x*), x’=x*) > 0
for all x” € X. Hence, by Assumption 7.2, we get

(g(x) = cg(x), &' = x") = (g(x') = g(x"), &' = x") = pllx’ = x*|I>  (7.39)

and our assertion follows from the basic bound ||x — x*||> < 2||x — x/||> +2||x" —
x*||2. ]

With this ancillary estimate in hand, we may finally sharpen Proposition 7.6
to obtain a bona fide energy inequality for solutions satisfying (SOS):

Proposition 7.8. Suppose that Assumptions 7.1, 7.2, and 7.4 hold and (BPM) is run
with vy such that

u

2uyr +4y2L* <1 and (1-a-b)*y; < T

forallt =1,2,... (7.40)

Suppose further that x;, x¢41/2 € U for all t. Then, for all t > 1 such that x;,1> € B,
we have

Erv1 < Er—uyifi — tpyellxe — x> (7.41)

Proof. Assume that x;,1/, € Band set c =1 —a — b. Then, invoking Lemma 7.7
with x « x; and x” « x40, we get

(§(xp4172) = §(X7), X412 = X7) + (@ + b)(Q(x"), Xp41/2 — X7)
> Jullxe = 217 = pllxpsaya = x> (7.42)

Thus, taking A « p in Proposition 7.6 (in terms of step-size conditions, the first
part of (7.40) implies (7.31)) and combining with the above, the bound (7.32)
becomes

Eri1 < Ev— uyifi — Suyillxe — X112 + y2c2 L2 xp41 /2 — X7
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- 11 - 4@+ 0P = 2up) e - wlP. (743)

Hence, writing || 4412 — x*|1* < 2[|x;41/2 — x¢]|* + 2|x¢ — x*||* and rearranging,
we obtain

Evyi <Ei—uyife — %(H)/t - 47/t2C2L2) llx: — x|
= 3(1=4y7((a +b)* + AL = 2uys) llxpaap = xel2. - (7:44)

Sincea,b,c >0and a +b +c =1, we also have (a + b)?> + c? < 1, so the step-size
assumption (7.40) guarantees that the last term in (7.44) is nonpositive. Likewise,
the second part of (7.40) gives uy; — 4y2c?L? > Fuyy, so the energy inequality
(7.41) follows and our proof is complete. ]

We finally have all the required building blocks in place to prove Theorem 7.2.

Proof of Theorem 7.2. Our proof strategy consists of the following basic steps:

1. We first show that, if the step-size of (BPM) satisfies (7.24) and x; is
initialized sufficiently close to x*, the base and leading state sequences x¢
and x;41/2,t = 1,2,..., both remain within the neighborhood ¢/ N B of x*
where (SOS), (7.18), and (7.23) all hold.

2. By virtue of this stability result, the energy inequality (7.41) and the
definition of the Legendre exponent allow us to express D; = D(x", x;) as
Dty < Dy — (D(Dtl/(l_‘6 *)) up to an error term that vanishes at a geometric
rate. The rates (7.25) are then derived by analyzing this recursive inequality
for * = 0 and B* > 0 respectively.

We now proceed to detail the two steps outlined above.

sTEP 1: sTaBILITY Taker > 0such that B¥(x*) = {x € X : ||lx —x*|| < r} C
BN U and, such that, for any x € BX(x*) N Ay, x’ € B¥(x*), Py(—yg(x")) still
belongs to U, for all admissible step-sizes y. This is indeed possible by the
continuity of the prox-mapping (see Lemma E.2.3 in Appendix E) and of g.
Assume further that x1/, = x1€ B/*(x*) is such that D(x*, x1/2) = D(x*, x1) <
(1 —A)r?/4, where A € (0,1) is a constant to be determined later. Then, letting
Ep := D(x*, x1), we will prove by induction on ¢ that

max{||x;_1o = x*||, lxf = x*[|} <7 and E; < Eiy, (7.45)

which will show in particular that x;.1/, € BNU forall t > 1. Indeed:

* For the base case (t = 1), we have x1 = x1 € BX(x*) and E; = E by
construction, so there is nothing to show.

e For the induction step, assume (7.45) holds. Then, since x; € B (x*) C U,
(7.18) yields
Ilx = x*||I> < Dy < Ey < Ey = D(x*, x1) (7.46)

Moreover, both x; and x;_;, are in BX(x*) so that, by construction, x;1/2
is still in &. Now, to show that x;,1/, € B (x*), Lemma 7.3 with p « x*,
X — X,y «— =g and v «— —(a + b)y;g(x*) gives

Dit1j2 < Dy — (gt — (a + b)g(x7), Xp11/2 — x7)
< Dy —ayi(g(xt) — g(x7), Xpy12 — X7)
= by(g(xi-1y2) — §(X7), Xp412 — X7) (7.47)
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and hence, by Young’s inequality and (7.18), we get
HIxtea2 = 27N> < Dy + yFallg(xe) = g(IZ + y7bllg(x-1/2) — §(x7)II2
+3(a +D)llxeey2 = 717 (7.48)
Since a + b < 1, using Assumption 7.1 and rearranging gives

||xt+1/2 - X*”2 <4D; + 47/t2L2 max{||x; - x*”z/ ”xt—l/Z - X*HZ}
< (1= A)r? + 492122 (7.49)
where we used the fact that ||lx;_1/» — x*||* < r? and ||x; — x*||* < 2D; <
%(1 — A)r? (by the inductive hypothesis and (7.46) respectively). Thus, with
2y4L < 1/¢ < 1by assumption, choosing A = 1/¢? gives ||x;11/,—x"||* < 12,
which completes the first part of the induction. Finally, for the second part,

we have x;,1 € U because x¢, x;,1/2 have been shown to be in B,X(x*) and
our step-size assumption gives

2uyr +4y2L% <2 L+ 4YP L% < 1/ + 1/ = 1. (7.50)
Thus, since x;,1/2 € B, Proposition 7.8 readily gives
Evi < Er—puyifi — tuyellxe — x*|1* < Ey, (7.51)
and the induction is complete.

STEP 2: CONVERGENCE RATE ANALYSIS From (7.51) and the Legendre bound
(7.23), we get

Ervy < B¢ — uyifi - %D}*“ witha=p'/(1- ).  (7.52)

We now distinguish two cases, depending on whether f* =0 or * > 0.
Case 1: If 8 = 0, we have @ = 0 by definition and K > 1 by (7.18). (7.52) then

gives
g o
Et+1 < E; 2K Dy = uyifr < ( 7K )Et (7.53)
so the case f = 0 of (7.25) follows immediately by setting y; = y for
all £.

Case 2: If 8* > 0, then a > 0 too, so we will proceed by rewriting all terms in
(7.52) in terms of E;. To that end, we have:

Uyt
Etv1 < Ei—uyifi — WD}M
HYt 1+ Uyt 1+
<Ei - D(x*, x1)* t - Jl-agl+a Dy !
HY't * 1+a 1+a
<E: - D(x*, x +
! max(Zl‘“K““,D(x*,xl)“)[ ( ‘) f ]
HY't 1+a

<E - E 7.54

' max(2K1*e, 24D (x", x1)7) 7.54)
where, in the second line, we used (7.45) to get f; < D(x*, x;) + f; <
D(x", x1), and, in the last line, we used the convexity of x1*@ The
case $ € (0,1) of (7.25) then follows from Lemma 6 of (Polyak, 1987,
p. 46) (recreated as Lemma E.1.1 in Appendix E).



7.5 FINER RESULTS FOR LINEARLY CONSTRAINED PROBLEMS

7.5 FINER RESULTS FOR LINEARLY CONSTRAINED PROBLEMS

Our goal in this last section is to take a closer look at the convergence rate of
(BPM) for different solution configurations that arise in linearly constrained
problems. To that end, we begin by revisiting the examples of § 7.3.

7.5.1 Motivating examples, redux

A common feature of Examples 7.1-7.4 is that the problem’s defining vector
field vanishes at the solution point under study. In the series of examples below,
we examine the rate of convergence achieved when this is not the case.

Example 7.5 (Euclidean regularization). Consider again the quadratic regular-
izer of Example 7.1 over X" = [0, ), but with g(x) = x + 1. The solution of (VI)
is still x* = 0 but the update (7.7) now becomes

F(x) =[x —y(x+ D] = [A = p)x =yl (7.55)
Since F(x) = 0 for all sufficiently small x > 0, we readily conclude that x;
converges to x* in a finite number of iterations. Cd

Example 7.6 (Entropic regularization). Under the entropic regularizer of Ex-
ample 7.2, and taking again g(x) = x + 1, the update rule (7.7) becomes

F(x) = xexp(=y(x + 1)) = xe™V + o(x) ~ xe™” (7.56)

i.e., F is a contraction for small x > 0. Hence, in contrast to Example 7.2, x;
converges to 0 at a geometric rate, even though the problem’s solution lies on
the boundary of X. Cd

Example 7.7 (Fractional power). Finally, consider the fractional power regular-
izer of Example 7.3, again with g(x) = x + 1. Then, for q € (0, 1), the update
rule (7.7) gives

Flx) =[x+ y(1 = g)(x + DIVED = x — yx®79 4 0(x>79) (7.57)

for small x > 0. Thus, by Lemma 7.1, we get that x; converges to 0 as

lx; — x*| = O(t"Y(1-9) and D(x*, x;) = O(¢+~7/1-1), which is again faster than
&

the rate given by Theorem 7.2. CJ

Examples 7.5-7.7 show that the convergence rate of (BPM) when x* in the
boundary can change drastically depending on whether g(x*) is zero or not. In
the example below, we examine in more detail the behavior of the individual
coordinates of x; as a function of the position of g(x*) relative to X.

Example 7.8 (Higher-dimensional simplices). Consider the canonical two-di-
mensional simplex X' = {(x1, x2, x3) € R3 : x1 + x2 + x3 = 1} of R3 equipped
with the entropic regularizer h(x) = 37, x;log x;. Consider also the vector
field g(x) = x — p with p = (-v1, =12, 1) for some v, v, > 0, so the solution of
(VI)is x* = (0,0, 1), an extreme point of X.

Since the Legendre exponent of 1 at x* is easily seen to be ;(x*) = 1/2,
Theorem 7.2 would indicate a rate of convergence of D(x*, x;) = O(1/t) or, in
terms of norms, ||x; — x*|| = O(1/t). However, this rate can be very pessimistic
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if, for example, v; > 0. Indeed, in this case, since x; converges to x* = (0,0, 1),
the relevant coordinates of g(x;) will evolve as g1(x;) = x1,; +v1 = v1 + 0(1)
and g3(x¢) = x3 — 1 = 0(1). Accordingly, since entropic regularization on the
simplex leads to the exponential weights update Beck and Teboulle (2003)

Xip+1 & Xipexp(—ygi(xy)) forallt >1,i=1,2,3, (7.58)

the fact that lim;, x5, = 1 readily yields

xl, xl, xl,
X1 ~ = = L exp(—ygi(xr) + 783(x1) = == exp(=yv1 +o(1)) (7.59)
X3,041 X3t X3t

i.e., x1; converges to 0 at a geometric rate whenever v; > 0.

By symmetry, the argument above yields the same rate for x,; if v» > 0.
However, as we show in Appendix E.5, if v, = 0, we would have x,; = ©(1/f)
no matter the value of v; (and likewise for the rate of x1 ; if v; = 0). In other
words, the rate provided by Theorem 7.2 is tight for the coordinate i € {1, 2}
with a vanishing drift coefficient v;, but not otherwise; we will devote the rest of
this section to deriving a formal statement (and proof) of the general principle
underlying this observation. (]

7.5.2  Linearly constrained problems

For concreteness, we focus below on linearly constrained problems where
the different convergence behaviors outlined in the previous examples can be
characterized in a precise manner. To lighten notation, we identify V with R"
endowed with the Euclidean scalar product (:, -), and we will not distinguish
between primal and dual vectors (so the distinction between normal and polar
cones is likewise blurred).

Formally, we consider polyhedral domains written in standard form as

X ={xeR}:Ax =b} (7.60)

for some matrix A € R™" and b € R".* Moreover, to avoid trivialities, we
further assume that X" admits a Slater point, i.e., there exists some x € X such
that x; > 0foralli =1, ..., n. This setup is particularly flexible, as it allows us
to identify the active constraints at x € X with the zero components of x.

Elaborating further on this, since (g(x*), x — x*) > 0 for all x € X and any
solution x* of (VI), we directly infer that —g(x*) is an element of the normal
cone NC(x*) to & at x*. In our polyhedral setting, NC(x*) admits an especially
simple representation as

NC(x*) = row(A) = {(v1,...,vs) € R} : v; = 0 whenever x} = 0} (7.61)

where row(A) = (ker A)* € R" denotes the row space of A (Hiriart-Urruty and
Lemaréchal, 2001, Ex. 5.2.6). As a result, we see that x* is a solution of (VI) if
and only if ¢(x*) can be written in the form

g(x") - Z vie; € Tow(A) (7.62)
iceA

Inequality constraints of the form Ax < b can also be accommodated in (7.60) by introducing the
associated slack variables s = b — Ax > 0. Even though this leads to a more verbose presentation of
X, the form (7.60) is much more convenient in terms of notational overhead, so we stick with the
equality formulation throughout.
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Figure 23: Different boundary solution configurations on the 2-dimensional unit simplex
X = {(x1,x2,x3) € ]Rg’r X1 + X3 + x3 = 1} of R3: a non-extreme solution
where g is sharp (A = Aﬁ = {1}, A, = @; left), an extreme solution where g
is not sharp (A = {1,2}, Ay = {1}, A, = {2}; middle), and a sharp solution
(A= Ay ={1,2}, A, = @; right).

for an ensemble of non-negative slackness coefficients v; > 0, i € A, where
A= Ax*)={i:x; =0} (7.63)

denotes the set of inequality constraints of (7.60) that are active at x*. With
all this in mind, we distinguish the following solution configurations (see also
Figure 23).

Definition 7.6 (Sharpness). Let x* € X be a solution of (VI) with associated
slackness coefficients v;, i € A, as per (7.62). The set of sharp (#) and flat (b)
directions at x* are respectively defined as

Ay={ie A:v; >0} and A, ={ie A:v; =0}, (7.64)

and we say that ¢ is sharp at x* if Ay = A (or, equivalently, if A, = ). The
sharpness of g at x* is then defined as

v = minje 4, Vi (7.65)
and, finally, if x* is an extreme point of X', we will say that x* is itself sharp.

The terminology “sharp” and “flat” alludes to the case where g is a gradient
field, and is best illustrated by an example. To wit, let f(x1,x2) = x1 + %(xz —1)2
for x1,x2 > 0, so f admits a (unique) global minimizer at x* = (0, 1). Applying
Definition 7.6 to ¢ = Vf, we readily get Ay = {1} and A, = {2}, reflecting the
fact that f(x1, 1) exhibits a sharp minimum at 0 along x; whereas the landscape
of £(0, xp) is flat to first-order around 1 along x».

7.5.3 Convergence rate analysis

We are now in a position to state and prove our refinement of Theorem 7.2 for
linearly constrained problems. To that end, following Alvarez et al. (2004), we
will assume in this section that (BPM) is run with a Bregman regularizer / that
is adapted to the polyhedral structure of & as per the definition below:

Definition 7.7. Let X be a polyhedral domain of the form (7.60). Then, a
Bregman regularizer h on &' is said to be decomposable with kernel 0 if

h(x) = Z O(x;) forallx € X. (7.66)
i=1
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for some continuous function 6: R; — R such that (i) 6”(z) > 0 for all z > 0;
and (ii) 8” is locally Lipschitz on (0, o).

In addition to facilitating calculations, the notion of decomposability will
further allow us to describe the convergence rate of the iterates of (BPM) near the
boundary of X in finer detail. In fact, as it turns out, the speed of convergence
along a given direction will actually be determined by the behavior of the
derivative of the Bregman kernel 0 near 0.

In thisregard, there are two distinct regimes to consider. First, if limy_,o+ 6’(x) =
—09, it is straightforward to see that dom dh = ri X so, by Lemma E.2.1 in Ap-
pendix E, the iterates x; of (BPM) will remain in ri X for all ¢; in this case h is
essentially smooth — or Legendre — in the sense of (Rockafellar, 1970, Chap. 26),
and we will refer to it as steep. Otherwise, if 6’(0) exists and is finite, x; may
reach the boundary of X in a finite number of iterations; we will refer to this
case as non-steep. The key difference between these two regimes is that, in
the non-steep case, the algorithm may achieve convergence in a finite number
of steps (at least along certain directions). On the other hand, even though
finite-time convergence is not possible in the steep regime, the algorithm'’s rate
of convergence may still depend on the boundary behavior of 6. To illustrate
this, we will consider the following concrete cases:

Assumption 7.8. If 0: R, — R is a kernel function as per Definition 7.7, 6’
exhibits one of the following behaviors as x — 0*:

(a) Euclidean-like: liminf,_,o+ 6’(x) > —oo.
(b) Entropy-like:  liminf,_,0+[60(x) — log x] > —oo.
(c) Power-like: liminf,_o+ xP6’(x) > —oo for some p € (0, 1).

Remark. Cases (a)—(c) above respectively mean that |6’(x)| grows as O(1),
O(|log x|) or O(1/x*) as x — 0*. Clearly, we have (1) = (b) = (c) so these
cases are not exclusive; nonetheless, to avoid overloading the presentation,
when we assume (b), we will tacitly imply that (a) does not also hold at the
same time — and likewise for (c). ()

With all this in hand, we proceed below to show that, in linearly constrained
problems, (BPM) converges along sharp directions at x* at an accelerated rate
relative to Theorem 7.2: sublinear rates may become linear, and linear rates
transform to convergence in finite time.

Theorem 7.9. Suppose that (BPM) is run in a polyhedral domain with a decomposable
reqularizer as per Definition 7.7. Suppose further that Assumptions 7.1, 7.2, 7.4,
and 7.8 hold, and that the method’s step-size and initialization satisfy the requirements
of Theorem 7.2. Then, for all i € Ay, we have:

(a) Under Assumption 7.8(a): there exists some T > 1 such that
xiy=0 forallt>T (7.67a)

(b) Under Assumption 7.8(b):
xip = O(exp(—yvest [2)) (7.67b)

(c) Under Assumption 7.8(c):
xip = O((yvest /2)7177) (7.67c)
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Bregman Kernel () Bregman rate (Thm. 7.2)  Sharp rate (Thm. 7.9)

EucLiDEAN x2/2 Linear Finite time
EnTROPIC x log x O(1/t) Linear
TsaLLis [ - )] H(x - x9) O(1/t1/@-0)) O(@1/t1/0-a)
HELLINGER —V1-x2 O@1/t113) O(1/12)

Table 2: Summary of the accelerated rates of convergence observed along sharp direc-
tions depending on the Bregman kernel (cf. Definition 7.7). The Euclidean,
entropic and Tsallis kernels are the prototypical examples of Cases (2)—(c) of
Assumption 7.8. The Bregman rate column refers to the Bregman divergence
D(x", xt); the sharp rate refers to x; ; for a sharp direction i € Aﬁ at x*.

where

* if g is sh tx*(ie, A, = @),
i = v if g is sharp at x* (i.e., Ay ) (7.68)

v'/o otherwise,
and o = 0(A, b, x*) > 1is a positive constant that depends only on X and x*.

In particular, if x* is sharp, we have the following immediate corollary of
Theorem 7.9.

Corollary 7.10. If x* is sharp, then ||x; — x*|| — 0 at a rate given by (7.67a), (7.67D),
or (7.67¢c), depending respectively on whether Case (a), (b), or (c) of Assumption 7.8
holds.

Proof. First, note that x* is sharp if and only if span{e; : i € Ay} +row(A) = R™:
indeed, since X" is a polyhedron, x" is extreme if and only if NC(x*) has nonempty
topological interior, and this, combined with (7.61) and the fact that Ay = A
(since g is sharp at x*), proves our assertion. We thus conclude that, for all
i=1,...,n, there exist A;; € R, j € Ay, such that ¢; - ZjeAﬁ Aijej € row(A),
and hence, forallt =1,2,..., we have x; ; — x; = Zje.Au Aijx;j . Our claim then
follows from Theorem 7.9 and the fact that all norms are equivalent on R*. m

To facilitate comparisons with the non-sharp regime, the guarantees of
Theorem 7.9 are juxtaposed with those of Theorem 7.2 in Table 2. Beyond this
comparison, Theorem 7.9 is the main result of this section so, before proving it,
some further remarks are in order.

Remark 1 (Solution configurations). By construction (and the fact that X admits
a Slater point), it is straightforward to verify that ¢ is sharp at x* if and
only if g(x*) € —ri(NC(x")); likewise, x* is itself sharp if and only if g(x*) €
—int(NC(x™)). As we noted in the proof of Corollary 7.10, the latter condition is
equivalent to asking that span{e; : i € Ay} + row(A) = R", a condition which
describes precisely the informal requirement that the sharp directions at x*
suffice to characterize it. By contrast, if g is sharp at some non-extreme point
x*, there exists some (nonzero) z € TC(x*) such that (g(x*), z) = 0, indicating
that the accelerated rates of Theorem 7.9 cannot be active along the residual
direction z. We illustrate these distinct solution configurations in Figure 23. €

Remark 2 (Tightness and the structure of X’). We underline that the dependence
of vegf on the structure of X in the second branch of (7.68) cannot be lifted. To
see this, let

X ={xeR%:x =¢exp} (7.69)

ie, A =[1 — ¢] and ker A is spanned by the vector z = (¢,1). Then, if we
take g(x) = x —p with p1 < 0 and p, > 0 (so that the origin is a solution),
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and we equip X with the Bregman regularizer induced by the entropic kernel
6(x) = xlog x, a straightforward calculation shows that the iterates of (MD)
satisfy the recursion

€0’ (x1,441) + 0" (x2,441) = [s@’(xllt) + 6’(x2,t)] +y(ex+x24) —y{p, z). (7.70)
Thus, letting x; = x2; = x1,+/¢, the above can be rewritten as
e0'(ex11) + 0'(xe41) = [€0'(exs) + O'(x)| + y(2 + Dxr —y{p,z)  (7.71)
and hence, with 6’(x) = 1 + log x, we finally get

e2+1 (p,z)

+ 7.72
7/e+1Xt c+1 ( )

Xt+1 = Xt €Xp| —

Now, if (p, z) < 0, we readily infer that y; = x2; converges linearly to 0 at a rate
of xt ~ exp(=|{p, z)|/(1 + €) - yt) as predicted by Theorem 7.9. In particular, if
g(0) = —p = (v*,v") with v* > 0, the iterates of (MD) converge geometrically to
zero with exponent yv*, which matches the estimate of Theorem 7.9 up to a
factor of 1/2 in the exponent. On the contrary, if g(0) = —p = (v*,0), the term
[{(—p,z)| = ev* depends on the linear structure of X’ and can be arbitrarily bad
as ¢ goes to zero. This illustrates why one cannot do away with the dependence
on the linear structure of X when g is not sharp at x*. (4

7.5.4  Proof of Theorem 7.9

We now proceed to the proof of Theorem 7.9, beginning with two helper lemmas
tailored to the polyhedral structure of X. The first is a book-keeping result
regarding the subdifferentiability of /.

Lemma 7.11. Let h be a decomposable regularizer on X with kernel 6 as per Def-
inition 7.7. Then the domain of subdifferentiability of h is X = {x € X : x; €
domd0 foralli =1,...,n} and a continuous selection of dh is given by the expres-
sion

Vh(x) = Z 0'(xi)e; forall x € Xy. (7.73)
i=1

Proof. See (Rockafellar, 1970, Thm 23.8), whose conditions are satisfied because
& is polyhedral. [ ]

The second ingredient we will need is a separation result in the spirit of
Farkas’ lemma.

Lemma 7.12. Let X be a polyhedral domain of the form (7.60). Then, for all x* € X,
there exists P = P(A, b, x*) > 1 such that, for all T € A = A(x"), at least one of the
following holds:

(a) I # @ and there exists i € A\ L such that x; < Pmax{x; : j € T} for all
xeX.

(b) There exists z € ker A such that ||z|| < P,zi =0ifieZand P > z; 2 1 if
ie A\Z.

The proof of Lemma 7.12 is based on Farkas’ lemma so we relegate it to
Appendix E. Armed with all this, we can finally proceed to prove our result for
linearly constrained problems.
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Proof of Theorem 7.9. We will consider two main cases, namely lim,_,g+ h’(x) =
—oo (the steep case) and lim,_,g+ h’(x) > —oo (the non-steep case). The steep
regime will cover Cases (b) and (c) of Assumption 7.8, whereas the non-steep
regime will account for Case (a).

case 1: THE SsTEEP REGIME Note first that, without loss of generality,
Cases (b) and (c) respectively imply that there exist C € R and 6 > 0 such that,
for all x € (0, 6), we have:

Under Assumption 7.8(b): 6’(x) > logx — C (7.74a)
Under Assumption 7.8(c): 6'(x) > —Cx7* (7.74b)

With this in mind, let # > 0 be sufficiently small so that 5, := {x € X : [|[x —x"|| <
r} satisfies:

e B, CU N Bwith B and U defined by (SOS) and (7.23) respectively.
e Ifxe B, thenx; <dforalli € A.

e If x € B,, then ||g(x) — ¢(x*)|l. < v*/(2P) with v* by (7.65) and P by
Lemma 7.12.

Now;, recall that Step 1 of the proof of Theorem 7.2 implies that the iterates of
(BPM) will remain in B, for all ¢ if x; is initialized sufficiently close to x*. Given
this stability guarantee, we will construct below two sets 7y C Ay, Z,, C A, such
that, for all i € Z := 7y U 7;, we have

xi,t S P|I|

(7.75)

where R = supxeB,HZieE.A 0’(xi)ei||,, P = 1is the constant given by Lemma 7.12
and v is defined as in (7.68) with o = P|A|.

Our construction proceeds inductively, starting with 7y = 7;, = @, for which
the stated property holds trivially. For the inductive step, if (7.75) holds for
Ty ¢ Ay and Z,, € A, we will show that there exists some j € A\ Z such that
(7.75) still holds for Z U {j}. Since the number of active constraints is finite,
the progressive addition of these indices will allow us to reach Z; = Ay, thus
proviing our initial claim.

To carry all this out, assume that 7y C Ay, 7, C A;, and apply Lemma 7.12 to
T =17y U T,,. If the first case of Lemma 7.12 holds, then Z # @ and there exists
i € Asuch that

Xi¢ < Pmaxjer xj (7.76)

so (7.75) still holds when i is appended to 7y or Z,. Otherwise, the second case
of Lemma 7.12 holds and there exists z € ker A with ||z|| £ P, z; =0ifi € Z,
and P > z; > 1ifi € A\Z. Since h is steep, this means that x;11 = Py, (=Y gt+1/2)
belongs to X, =riX forallt =1,2,...,s0 NC(xt41) is the affine hull of X, i.e.,
NC(xt4+1) = row(A). Hence, Lemma E.2.1 in Appendix E guarantees

Vh(xts1) = VR(xt) + Y gt41/2 € row(A) (7.77)

exp(C + P||V h(x1)|ls+PR—yveg(t —1)/2) under Assumption 7.8(b),
_1
Clyveg(t —1)/2 = P||V h(x1)]|. = PR]," under Assumption 7.8(c),
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so, telescoping from s = 1 to t — 1, we get Vh(x;) — Vh(x1) + ¥ Z;;ll Ss+1/2 €
row(A). Thus, taking the scalar product with z € ker A yields

n t-1
D70 (xig)zi = (Vh(x1),2) =y > (8s11/2,2) (7.78)
i=1 s=1

so, after rearranging and invoking (7.62) to write (g(x*), z) = >};c 4 Vizi, we get

-1
D O inzi+ Y 0wz = (Vhx),2) =y Y ) vizi

ie A\T ieZ s=1icA
t-1
+7 D () = g 2y = ) O/ (xip)zie (7.79)
s=1 igA
Finally, by the properties we used to construct z, we further have

D0 iz < PIIVAGD)I =yt =1) Y vizi

ic A\T ic A\T

Z 0 (xi¢)ei

igA

< P||Vh(x)|l« = y(t = 1) Z vizi + 2pvi(E 1)+ PR.  (7.80)
ice A\T

t—1
+7 D PlIg(x") = gesjalle + P
s=1

*

where the second inequality follows from how we chose 5, at the beginning of
the proof.

We conclude by distinguishing whether g is sharp at x* (i.e., if A, = @ or not).

Case1: If A, = @, wehave A\Z = Ay \ Zyand v; > v* forall i € A\ Z, so (7.80)
gives

Z 0'(x;i1)zi + y(t = 1)v'z; < P||Vh(x1)|l. + 1yv*(t = 1) + PR. (7.81)
ie A\T

Choosing the coordinate j € A \ Z corresponding to the smallest term
in the sum on the left-hand side (LHS), we get

(0'(xj) + y(t = V) (JAI\ I)zj < P|IVh(x1)|ls + 3yv*(t—1) + PR
(7.82)

and noting that | A\ Z|z; > 1 yields

0’ (xj4) < PIIVh(x)ll« — 3yv*(t = 1) + PR. (7.83)

Case 2: If A, # @, then, since Zy C Ay, the intersection of A \Z and Ay is not
empty so that, 3;c a\z ViZi 2 2jca\z Vi = V" and the inequality (7.80)
above becomes,

Z 6'(xi)zi < P|[Vi(x))ll. — 2yv*(t = 1) + PR. (7.84)
ieA\T
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Now, choosing j to be the coordinate in A \ Z which minimizes the LHS
and bounding |A \ Z| by 1 and |A|, we get that

yv*

6'(xj)zj < PIVh(x1)ll - 21A]

(t—1)+ PR. (7.85)

Dividing both sides by z; and using that it lies between 1 and P gives

*

yv
2P| A|

0'(xj,) < PI[Vh(x1)ll. - (t-1)+ PR (7.86)

Thus, in both cases, there exists j € A \ Z such that (7.86) holds, since P|A| > 1.
Therefore, combining this inequality with (7.74) we conclude that (7.75) holds
for j, and since P > 1, we conclude that we can augment Z; or 7, by j, depending
on whether it belongs to Ay or A,.

CASE 2: THE NON-STEEP REGIME  The proof borrows the structure of the
first case, though it is more direct. Take r > 0 small enough such that
B, = {x € X :||x — x*|| < r} satisfies

* B, isincluded in U N B, and if x € B;, then ||g(x) — g(x™)||. < ;,’—1;,

v

e ifx,x’ € B, then, ||[Vh(x)—Vh(xX')]||. < 7;—1) where P is given by Lemma 7.12.

This is possible since V# is continuous at x*,

e No other constraint x; = 0 with i ¢ A becomes active in B, .

As we have seen in the proof of Theorem 7.2, if (BPM) is initialized close enough
to x*, then all the iterates x; and the half-iterates x;,1/; for s = 1,2,... are
contained in B,.

As above, fix some t > T. We will build sets 7y C Ay, Z, C A, with the
property that that

foralli€e Z; UTZ,,xir = 0. (7.87)

Starting with 7y = 7, = @, (7.87) is trivially verified. Now, take 7y ¢ Ay,
Ty € A, which satisfy the desired property and, as before, apply Lemma 7.12
with 7 := 7y U Z,. If the first case of Lemma 7.12 holds, then 7 # @ and there
exists j € A such that,

Xj+ < Pmax(x;:i €7) (7.88)

which yields the result by adding i to Zy or Z, depending whether it belongs to
Ay or A,. Otherwise, if the second case holds, there is some z € ker A such that
Izl £ P,z; =0ifi e Zand P > z; > 1if i € A\ Z. For the sake of contradiction,
assume that forall i € A\Z, x;; > 0. Showing that this results in a contradiction
will give us an additional coordinate j € A\ 7 for which x;; = 0 that we will
then add to Z; or 7, as in the first case.

Now, let us determine the normal cone at x;. Since x; belongs to B;¥ (x*), no
other constraint other than the ones of Z can become active, and these constraints
are actually active by the definition of 7 and (7.87). Hence, the normal cone at
x¢ (see (7.61)) becomes

NC(x;) = {— Zviei t(Vi)iez € (]R+)I} +row(A). (7.89)

ieZ
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Taking a scalar product between the last inclusion of Lemma E.2.1 in Appendix E
and z, we get that

(Vh(x;) = Vh(x;-1) = y8i-1/2,2) = 0. (7.90)
This means, from the definition of B:¥ (x*), that,

*

2yv

y{8(x"),2) = (Vh(xt) = Vh(xi-1), 2) + y(§(X") = y8i-1p2,2) < —5— (7.91)
However, by (7.62) and the properties of z, we also have
(gU)zy= ) viziz v’ (7.92)

ie A\T

which is in contradiction with (7.91). We may therefore iteratively add coor-
dinates of A for which x;; = 0, which completes the induction and thus our
proof. ]

7.6 MIRROR DESCENT ON STOCHASTIC VARIATIONAL INEQUALITIES
7.6.1 The Stochastic optimistic mirror descent algorithm

In this section, we recall the optimistic mirror descent (OMD) method for solving
(VI).

The oracle model

We focus on stochastic first-order oracles of the form
Or(x; 0) = g(x) + Err(x; 9) (SFO)

where 0 is a random variable taking values in some abstract measure space ©
and Err(x; 0) is an umbrella error term capturing all sources of uncertainty in
the model.

In practice, the oracle is called repeatedly at a sequence of query points x; € X
with a different random seed 6; at each time.> The sequence of oracle signals
gt = Or(x;; 6;) may then be written as

gt = g(xs) + Uy (7.93)

where U; = Err(x;; 6¢) denotes the error of the oracle model at stage ¢. To keep
track of this sequence of events, we will treat x; as a stochastic process on some
complete probability space (QQ, F, IP), and we will write 7 := F(x1,...,x:) S F
for the history of play up to stage t (inclusive). Since the randomness entering
the oracle is triggered only after a query point has been selected, we will
posit throughout that 9; (and hence U; and g;) is F;+1-measurable — but not
necessarily F;-measurable. We will also make the blanket assumption below
for the oracle.

Assumption 7.9 (Oracle signal). The error term U in (7.93) satisfies the following
properties:

a) Zero-mean: E[U; | Ft] = 0. (7.94a)

5 In the sequel, we will allow the index ¢ to take both integer and half-integer values.
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b) Finite variance: E[|U;|? | F] < 0. (7.94b)

Both assumptions are standard in the literature on stochastic methods, cf. Polyak
(1987), Hazan (2012), Bubeck (2015), and references therein.

With all this in hand, the optimistic mirror descent algorithm is defined in
recursive form as follows:

Xt41/2 = Py, (=71 8t-172)

(OMD)
Xt+1 = Py, (=1 8t41/2)

In the above, t = 1,2,..., is the algorithm’s iteration counter, x; and x;,1,»
respectively denote the algorithm’s base and leading states at stage t, g1/ is
an oracle signal obtained by querying (SFO) at x;,1/, and P,(y) denotes the
method’s so-called “prox-mapping”. In terms of initialization, we also take
x1 = x12 € ri X' for simplicity. All these elements are defined in detail below.

At a high level, (OMD) seeks to leverage past feedback to anticipate the
landscape of ¢ and perform more informed steps in subsequent iterations.
In more detail, starting at some base state x;, t = 1,2, ..., the algorithm first
generates an intermediate, leading state x;.1/5, and then updates the base state
with oracle input from x;,1/, — that is, g;,1>. This is also the main idea behind
the extra-gradient algorithm of Korpelevich (1976); the key difference here is
that OMD avoids making two oracle queries per iteration by using the oracle
input g;_1/» received at the previous leading state x;_1/, as a proxy for g; (which
is never requested or received by the optimizer).

7.6.2  Analysis and results

We are finally in a position to state and prove our main result for the convergence
rate of (OMD). Since we make no global monotonicity assumptions for the
defining vector field g, this result is de facto of a local nature. We provide below
the complete statement, followed by a series of remarks and an outline of the
main steps of the proof.

Theorem 7.13. Let x* be a solution of (VI) and fix some confidence level 6 > O.
Suppose further that Assumptions 7.1, 7.2, and 7.9 hold and (OMD) is run with a
step-size of the form yy = v [(t + to) withn € (1/2,1] and y, ty > 0. Then, (OMD)
enjoys the following properties:

STOCHASTIC STABILITY. If v /to is small enough, x* is stochastically stable: for
every neighborhood U of x*, there exists a neighborhood Uy of x* such that the event

Ey={x;elforallt=1,2,...} (7.95)

occurs with probability at least 1 — 6 if x1 € Uy.

CONVERGENCE. X; converges to x* at the following rate:

Case I: If the Legendre exponent of h at x* is p € (0,1) and min{y, 1/to} is small
enough, the iterates x; of (OMD) enjoy the convergence rate

O +(log t)~1-P)/p ifn=1,
O »t~min{(1-n)(1-)/B,n} if% <n<l,

E[D(x*, x¢) | Eu] = (7.96)

provided that U is small enough and x1 € Uy. In particular, this rate
undergoes a phase transition at f = 1/2:
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e Euclidean-like phase: If B € (0,1/2) and n = 1— B, we obtain the optimized
rate
E[D(x*, x) | Ey/] = Ot~ 0P, (7.97)

o Entropy-like phase: If p € [1/2,1) and n = (1 + €)/2 for any small &€ > 0,
we get
% _ -Le(1-p)
E[D(x", x¢) | Ey] = O+t % . (7.98)

Case II: If B = 0 and y and to are sufficiently large, the iterates x; of (OMD) enjoy
the rate
E[D(x", xt) | Ey] = Ot71, (7.99)

provided that U is small enough and x1 € Uy. In particular, for n = 1 we get

E[D(x*, x¢) | Ey] = Ot~} (7.100)
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|P(x", x;) X t" with v predicted by Theorem 7.13

(a) Predicted rate O 1/t" vs. Legendre ex-  (b) Fit of the predicted rates with the simulation.
ponent

Figure 24: Illustration of the rates predicted by Theorem 7.13 (left: theory; right:
numerical validation). The dashed line in Figure 24a indicates that the
rate prediction is only valid up to an arbitrarily small exponent or suitable
logarithmic factor. The experiments in Figure 24b were conducted for a
linear vector field g(x) = x on X = [0, +c0) with the regularizer setups of
Examples 7.1-7.3 (for more details, see F.6). We run OMD with the stepsizes
prescribed by Theorem 7.13 and plot D(x*, x;) X t” where v is the predicted
rate (v = 1,0.5,0.167, 0.75 respectively for Euclidean, entropy, Tsallis entropy
with g = 0.5and g = 1.5). A horizontal line corresponds to a match between
the theoretical and observed rates.

RELATED WORK The rate guarantees of Theorem 7.13 should be compared
and contrasted to a series of recent results on the convergence speed of OMD
and its variants. Most of these results concern the deterministic case, i.e.,
when U; = 0 for all . In this regime, and focusing on the last iterate of
the method, Golowich et al. (2020a,b) showed that the convergence speed of
the (optimistic) extra-gradient algorithm in unconstrained, smooth, monotone
variational inequalities is O 1/ vt in terms of || g(xp)|. If, in addition, g is strongly
monotone, it is well known that this rate becomes linear; for a recent take on
different (Euclidean) variants of (OMD), see Malitsky (2015), Gidel et al. (2019),
Hsieh et al. (2019), Mokhtari et al. (2019a,b), and references therein.
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Unsurprisingly, the stochastic regime is fundamentally different. In the
merely monotone case (i.e., neither strongly nor strictly monotone), we are not
aware of any result on the method’s last-iterate convergence speed: existing
results in the literature either cover the algorithm’s ergodic average (Juditsky
etal., 2011, Gidel etal., 2019, Cui and Shanbhag, 2016) or are asymptotic in nature
(Tusem et al., 2017). Because of the lack of deterministic correlation between
gradients at the base and leading states in stochastic problems, smoothness
does not help to achieve better rates in this case — except for mollifying the
requirement for bounded gradient signals (Juditsky et al., 2011). By contrast,
strong monotonicity —local or global — does help: as was shown by Hsieh et al.
(2019), the iterates of the Euclidean version of (OMD) run with a 1/t step-size
schedule converge locally to solutions satisfying (SOS) at a O 1/t rate in terms
of the mean square distance to the solution. This result is a special instance
of Case II of Theorem 7.13: in particular, for § = 0, n = 1, (7.99) indicates that
the 1/t step-size schedule examined by Hsieh et al. (2019) is optimal for the
Euclidean case; however, as we explain below, it is n0t optimal for non-Euclidean
distance-generating functions (DGFs).

STEP-SIZE TUNING A key take-away from Theorem 7.13 is that the step-
size schedule that optimizes the rate guarantees in (7.97) and (7.98) is either
yi = ©(1/t'F) when 0 < B < 1/2, or as close as possible to ©(t'/?) when
1/2 < B < 1; inboth cases, the optimal tuning of the algorithm'’s step-size depends
on the Legendre exponent of x*. We feel that this is an important parameter to keep
in mind when deploying non-Euclidean versions of (OMD) in a stochastic setting
- e.g., as in the optimistic multiplicative weights update (OMWU) algorithm of
Daskalakis and Panageas (2019). Theorem 7.13 suggests that the “best practices”
of the Euclidean setting do not carry over to non-Euclidean ones: Euclidean
step-size policy 1/t would lead to a catastrophic drop from 1/v* to 1/logt in
the rate guarantees for (OMD).

GEOMETRY-DEPENDENT RATES One final observation for Theorem 7.13 is
that the convergence speed of (OMD) is measured in terms of the Bregman
divergence D(x*, x;). Since ||x; — x*|| = O +/D(x*, x;), this rate immediately
translates to a rate on ||x; — x*||. However, this rate is nof tight, again because of
the disparity between the Bregman and norm geometries discussed in § 7.3.
Specifically, in many cases, a non-zero Legendre exponent implies a sharper
lower bound on the Bregman divergence of the form D(x*, x;) = Q(||x; —x*||*72F).
Thus, for g € [0,1/2), Jensen’s inequality applied to the optimized bound (7.97)
gives E[|[x; —x*||]] = 01/ vt Importantly, this rate guarantee is the same as in
the Euclidean case (f = 0), though it requires a completely different step-size
policy to achieve it. Determining when the Legendre exponent also provides a
lower bound is a very interesting direction for future research, but one that lies
beyond the scope of this work.

7.6.3  Main ideas of the proof

The heavy lifting in the proof of Theorem 7.13 is provided by Proposition 7.14
below, which also makes explicit some of the hidden constants in the statement
of the theorem.
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Proposition 7.14. With notation and assumptions as in Theorem 7.13, fix some v > 0
and let
U=B(x",r)NX and U ={x:D(x",x)<r?/12}.

If x1 € Uy, then the event Ey defined in (7.95) satisfies P(Ey) > 1 — O #p?/r? where
p* = azyzté_zr’/(ZT] —1). Moreover, if r is taken small enough, E[D(x*, x;) | Ey] is
bounded according to the following table and conditions:

Legendre exponent Rate (n =1) Rate (% <n<l1
_1$ _-na-p)
Be(0,1) Ox(logt) F O =t N
e 1+1/8 c(n,a) max(1,0)
Conditions: y < 2@/ KT
=0 01/t o1/t
Conditions: y > K/u —

where « = B/(1 - B), ® = r?/12 + 8p?, and

1-n ; 1+a
T ifn< 134,
1 1+1/a 1+2a
c(n,a)=1" +c;)_ il ‘ - (7.101)
0‘( Tra ) ifn> 13-

We outline here the main ideas of the proof, deferring all details to Ap-
pendix E5.

Sketch of proof. Our proof strategy is to show that, under the stated conditions
for r and the algorithm’s initialization, the iterates of (OMD) remain within a
neighborhood of x* where (SOS) holds with high probability. Then, conditioning
on this event, we use the Bregman divergence as a stochastic potential function,
and we derive the algorithm’s rate of convergence using a series of lemmas on
(random) numerical sequences. The step-by-step process is as follows:

1. The cornerstone of the proof is a descent inequality for the iterates of OMD,
which relates D(x*, x;+1) to D(x*, x;). As stated in Lemma F.3.2, we have

D(x*, x¢41) + Pre1 < D(xX7, x¢) + (1 = yrp) s — Vi Qe41/2, Xe1/2 — X7) (7.102)

1
+ (47/t2L2 - §)||xt+1/2 —x* + 4%2[||Ut+1/2||3 + ||Ut—1/2||§]

2
where ¢; = %Hgt_l/z — gi-3)2|l* forall t > 2, and ¢1 = 0.

2. The next step is to show that, with high probability and if initialized close

to x*, the iterates of OMD remain in /. This is a technical argument relying
on a use of the Doob-Kolmogorov maximal inequality for submartingales
(in the spirit of Hsieh et al. (2020)) and the condition n > 1/2 (which in
turn guarantees that the step-size is square summable, so the corresponding
submartingale error terms are bounded in L!). The formal statement is
Lemma F4.2.

3. To proceed, choose r > 0 small enough so that the second order sufficiency

condition (SOS) holds and the Legendre exponent estimate (7.19) both hold.
More precisely, we take r small enough so that/ = B(x*,r) N X is included in
the domains of validity of both properties (B and U respectively), and we will
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work on the event E; = {x,,1/, € U foralls =1,2,...,t}. Then, conditioning
on E;, Assumption 7.2 gives

(8t i = %) 2 Sllxrap - 17,

and hence, by Lemma F.1.6, we get
(&2, X =) = Sllxe = 1P = pll a2 = il

However, the descent inequality only involves D(x*, x;) and not ||x; — x*[|%,
so we need to relate the latter to the former. This is where the Legendre
exponent comes into play. More precisely, Definition 7.5 with 1 + a = ﬁ
gives

D, 1) < 1K]|x* — xIP,

so, with x;,1/, € U, we have

)1+a

(812, X = ) = EDE 201 = ki = 5l

. Thus, going back to the descent inequality (7.102), employing the bound
derived above, and taking expectations ultimately yields (after some technical
calculations) the iterative bound

E [(D(x", xt41) + ¢141)1E, | (7.103)
<E [(D(x*,xt) - %D(x*,xt)”“ + (1 - %) @) ]lEH] +8)20% (7.104)

where we used Assumption 7.9 to bound the expectations of ||U;.12||? and
U122

. We are now in a position to reduce the problem under study to the behavior
of the sequence a; = E [(D(x*, X)) + qbt)]lEH], t > 1. Indeed, taking a closer
look at E; shows that

E[D(x", x;) | Ey] = Oay .
Consequently, the inequality (7.104) above can be rewritten as follows:

Qa1 < a — ”?yt E [(D(x*, X))+ gi)t) ]lEH] + 8202 (7.105)

. The behavior of this last sequence hinges heavily on whether a > 0 or not. In
detail, we have:

e If o =0, (7.105) gives

822
tar < 1y )u y’o

1-—1 g+ 2"
K(t+to)1 )" (t+ to)2n

The long-run behavior of this recursive inequality is described by Lem-
mas F.2.1 and F.2.2: as long as py /B > 1 for n =1 (and only for n = 1), we
have a; = O 1/t".

e If @ > 0, a series of further technical calculations in the same spirit yields

~ uy e, 87707
2@ max(1, P*)K(t + to)1 ! (t + tg)*n

ai41 < At
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The final step of our proof is to upper bound the behavior of a; based
on this recursive inequality. The necessary groundwork is provided by
Lemmas F.2.4 and F.2.5, and hinges on whether 1 > & or not (and is also
where the value of ¢(17, &) comes in).

Putting everything together, we obtain the conditional rates in the statement of
the proposition. ]

7.7 CONCLUSION

Our results indicate that Euclidean regularization leads to faster last-iterate
convergence rates near second-order sufficient (SOS) solutions. While this does
not contradict the analysis of Nemirovski (2004) — which concerns the method’s
ergodic average and advocates the use of non-Euclidean regularizers in domains
with a favorable geometry — it does run contrary to its spirit. We attribute this
discrepancy to the fact that Lipschitz continuity and second-order sufficiency
are both norm-based conditions, so it is plausible to expect that norm-based
regularizers lead to better last-iterate behavior.

We further investigated this relationship in the stochastic setting, extending
the analysis to optimistic mirror descent with stochastic oracle feedback. There
too, the Legendre exponent of the distance-generating function governs the
last-iterate convergence rate: the less regular the Bregman divergence around
the solution, the slower the convergence of the last iterate. In particular, the
optimal step-size policy depends on the distance-generating function through
the Legendre exponent.

These results open several directions for future work. A natural question is
what the corresponding rate analysis gives for Bregman-based variants of the
Lipschitz and strong monotone conditions, e.g., as in Bauschke et al. (2017), Lu
et al. (2018), Antonakopoulos et al. (2019).



PERSPECTIVES

There are several open questions and directions for future work that open up as
a result of the material presented in this manuscript. These can be organized
around two overarching objectives that are the primary driving forces behind
my work:

(i) Gaining further insight into the training dynamics of deep learning
models;

(if) Designing machine learning systems that we can trust, from optimiza-
tion to uncertainty quantification.

I believe that, over time, these two research directions will be tightly inter-
twined: having a theoretical understanding of the training dynamics of deep
learning models will allow us to design grounded robust training and inference
procedures. But for now, I will describe them separately.

8.1 TOWARDS A PRINCIPLED UNDERSTANDING OF STOCHASTIC OPTIMIZATION
IN DEEP LEARNING

Our work on the long-run behavior of stochastic gradient descent on non-
convex landscapes has opened the door to a principled understanding of the
training dynamics of deep learning models. It is now possible to dream of a
“grand unified theory” of non-convex optimization for statistical learning: a
theoretical framework that would characterize how the geometry of the model,
the optimization algorithm and the distribution of the data interact to shape
the training dynamics and the generalization performance of the end model.

More precisely, the fundamental components that need to be developed to
build this theory are:

e Extending our framework to adaptive methods such as AdaGrad (Duchi et al.,
2011) and Adam (Kingma and Ba, 2014): the behavior of these methods
is understood even less than that of SGD, especially in the non-convex
setting, yet their empirical performance is often superior to that of SGD.
Understanding why this is the case would be a major step forward. From a
technical point of view, this would require adapting the proof techniques
of Chapter 3, since our current framework heavily relies on the fact that
SGD is a noisy discretization of a gradient flow. An ODE approximation
for Adam in the spirit of (Ma et al., 2022, Barakat et al., 2021, Dereich et al.,
2025) would be a natural starting point. Some preliminary results in the
analysis of the global convergence time for Adam are plotted in Figure 25.

® Refining our theory to understand the implicit bias of gradient methods: for
now, the theory of Chapter 4 describes which components of the set
of critical points are selected by the long-run dynamics of SGD, but
it remains agnostic to the behaviour of SGD inside these components.
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100 |- |—— Adam (theory) i
SGD (theory)
108 |- |--- Adam (data) :

107 |-

103 -

102 -

Convergence Time (log scale)

10

10() - -

Il Il Il Il Il Il Il Il
1-107* 3-1072 2-1072 1-107% 8-107% 7-107% 6-107* 5.107°
Step-size (inverse scale)

Figure 25: Global convergence time of multiple runs of Adam on a 2D non-convex
problem with Gaussian noise in the setting of § 5.1. The empirical results for
Adam are in blue, theoretical prediction for Adam in red and, for comparison,
theoretical prediction for SGD in gray.

This is particularly relevant in the overparameterized regime: when the
model is sufficiently overparameterized, the set of critical points contains
large connected components, and the implicit bias of SGD within these
components remains a key open question (Li et al., 2021).!

¢ Training dynamics and generalization: a theoretical understanding of the
generalization of deep learning models has remained elusive, in part
because of the lack of a precise description of the training dynamics. We
can now tackle this question by building on our framework. A natural
starting point for this would be to understand how the invariant measures
of SGD running on the training data relate to the invariant measures of SGD
running on the population distribution, taking inspiration from Raginsky
and Recht (2026). This stability analysis would shed further light on how
the training dynamics shape the generalization as well as robustness and
privacy in the trained model.

* Going beyond minimization problems: many training procedures in deep
learning aim not only to minimize a loss function but to solve even more
intricate problems. Reinforcement learning (RL) is a foremost example:
training dynamics in RL are notoriously unstable and difficult to tune.
Extending our framework to these settings would provide a principled
understanding of these dynamics and inform the design of more reliable
training algorithms.?

o Understanding how the design of deep learning architectures influences the
efficiency of optimization algorithms: architectural innovations are typically
discovered empirically and then studied primarily through expressivity,
while their optimization implications are much less understood. A key
example is the attention mechanism: beyond its approximation benefits
(Yun et al., 2020), it seems to make training dramatically easier in practice,
yet we still lack a grounded explanation for these gains. By identifying the

1 This is a collaborative project with Tung Lé Quéc.

2 Some preliminary results have been obtained in collaboration with fellow PhD student Pierre-Louis
Cauvin.



8.2 BUILDING MACHINE LEARNING SYSTEMS THAT WE CAN TRUST

8.2

key geometric quantities that drive non-convex convergence of gradient
methods—through exact characterizations of convergence time rather
than loose upper bounds—our framework provides a principled basis for
studying this phenomenon. Obtaining a clear picture in realistic regimes
(finite width and depth) would provide foundational insight into how
architectural choices shape training dynamics, and more broadly into the
interplay between model design and optimization.

BUILDING MACHINE LEARNING SYSTEMS THAT WE CAN TRUST

My second long-term goal is to address the robustness and reliability issues that
plague modern machine learning systems. Deep learning systems are indeed
often brittle, making their deployment challenging. A case in point is LLM
systems, which appear overconfident in their predictions even when they are
wrong. I propose to address this problem with several key approaches in the
short term, building on my previous work on robust optimization and min-max
optimization (Chapter 6 and Chapter 7):

* Adaptive conformal prediction: conformal prediction has emerged as a

promising paradigm to provide reliable uncertainty quantification, even
for large underlying models. This approach is particularly suited for LLMs:
it is training-agnostic and computationally cheap at inference time — see
e.g., the recent review (Campos et al., 2024). Conformal prediction can
also robustify uncertainty quantification methods that are sensitive to
topic drift (Azizian et al., 2025b). However, existing methods are overly
pessimistic, overestimating the uncertainty. I plan to develop refined
conformal prediction methods that produce adaptive estimates in the spirit
of (Kiyani et al., 2024, Cherian et al., 2024, Braun et al., 2025) while retaining
the same theoretical guarantees that make conformal prediction appealing.

WDRO with heavy-tailed distributions: most statistical perspectives on dis-
tributionally robust optimization (DRO) assume that the underlying data
distribution has light tails, while in several applications — natural lan-
guage processing, finance, energy,... — “bad” events are often driven by
heavy-tailed distributions. Investigating the properties of DRO models in
this setting is thus an interesting avenue for future research.

Risk-sensitive reinforcement learning (RL): to be deployed in critical appli-
cations, RL systems must control downside risk rather than optimize
expected reward alone. Tail-risk objectives such as CVaR Rockafellar and
Uryasev (2000) are difficult to optimize from data because they are driven
by rare trajectories, making standard estimators sample-inefficient and
often unstable at scale (Chow et al., 2018). I intend to develop scalable
risk-sensitive RL methods based on a fixed-point perspective on risk mea-
sures (Newey and Powell, 1987, Ziegel, 2016), leading to online estimators
that reuse information across iterations while remaining grounded in fresh
minibatches of rollouts.

Improved min-max optimization algorithms for robust optimization: most, if not
all, robust optimization formulations in deep learning lead to min-max
problems. However, we still lack reliable optimization procedures to solve
these problems at scale. I plan to tackle this challenge by exploring several
avenues: (i) introducing an entropic smoothing of the inner maximization
problem, inspired by our work on WDRO (Azizian et al., 2023b) and de-
veloping particle-based methods to solve the resulting smoothed problems
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efficiently at scale; (i) studying and developing bespoke regularization
terms, in the spirit of the gradient penalty approach, (Mescheder et al.,
2017), whose benefits appear both in practice (Huang et al., 2024) and in
theory (Azizian et al., 2020b,a).

The long-term ambition is a principled framework for trustworthy machine
learning, weaving together robust training and inference procedures.
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WHAT IS THE LONG-RUN DISTRIBUTION OF STOCHASTIC
GRADIENT DESCENT? A LARGE DEVIATIONS ANALYSIS

This appendix contains the proofs for Chapter 4 and Chapter 3. It is extracted
from Azizian et al. (2024c).

Al SETUP AND PRELIMINARIES
A.1.1 Notation

Throughout the sequel, we will write (-, -) for the standard inner product on
R? = R? and ||-|| for the induced (Euclidean) norm. To lighten notation, we
will identify R with its dual RY = (R?)*, and we will not formally distinguish
between primal and dual vectors (though the distinction should be clear from
the context). We will also write B(x, r) (resp. B(x, r)) for the open (resp. closed)
ball of radius r centered at x € R, and we will respectively denote the open
and closed §-neighborhoods of A € R as

Us(A) = {x e R? : dist(A, x) < &} (A.l.1a)
As = cl(Us(A)) = {x € R? : dist(A, x) < 6} (A.1.1b)

a1.2  Setup and assumptions

Before we begin our proof, we revisit and discuss our standing assumptions.
In particular, to extend the range of our results, we provide in the rest of this
appendix a weaker version of the blanket assumptions of Appendix A.1.2,
which we label with an asterisk (“+”) and which will be in force throughout the
appendix.

We begin with our assumptions for the objective function f.

Assumption A.1 (Weaker version of Assumption A.1). The objective function
f: R? — R satisfies the following conditions:

(a) Coercivity: f(x) — oo as ||x]| — oo.

(b) Smoothness: f is C?-differentiable and its gradient is f-Lipschitz continu-
ous, that is,

IVF(x')=Vf@x)| <Bllx’ —x|| forallx,x’ € RY. (A.1.2)

(c) Critical set regularity: The critical set

crit f := {x e R : Vf(x) = 0} (A.1.3)

169



170

WHAT IS THE LONG-RUN DISTRIBUTION OF SGD?

of f consists of a finite number of essentially smoothly connected com-
ponents K;,i=1,...,K.

The difference between Assumption A.1 and Assumption A.1 is that, in the
latter, the connected components of crit f are only required to be essentially
smoothly connected. Formally, this means that, for any connected component X
of crit f, and for any two points x, x’ € K, there exists (7) a continuous, almost
everywhere differentiable curve y: [0,1] — K such that y(0) = x, (1) = x’; and
(b) apartition0 =ty < --- <t, <--- < fy =10f [0, 1] such that y is integrable
on every closed interval of (t,1,t,) foralln =1,...,N.

Remark 3. The path-connectedness requirement of Assumption A.1(c) is satis-
fied whenever the connected components of crit f are isolated critical points,
smooth manifolds, or finite unions of closed manifolds. More generally, As-
sumption A.1(c) is satisfied whenever f is definable — in which case crit f is
also definable, so each component can be connected by piecewise smooth paths
(Coste, 1999, Van Den Dries and Miller, 1996). The relaxation provided by
Assumption A.1(c) represents the “minimal” set of hypotheses that are required
for our analysis to go through. ®

Moving forward, to align our notation with standard conventions in large
deviations theory, it will be more convenient to work with — Z(x; w) instead of
Z(x; w) in our proofs. To make this clear, we restate below Assumption A.2 in
terms of the noise process

U(x, w) = —Z(x; w) (A.14)

and we make use of this opportunity to relax the definition of the variance
proxy of U.

Assumption A.2 (Weaker version of Assumption A.2). The noise term U : R? x
Q — R satisfies the following properties:

(a) Properness: E[U(x, w)] = 0 and cov(U(x, w)) > 0 for all x € R

(b) Smooth growth: U(x,w) is C2-differentiable and satisfies the growth

condition
IU(x, w)l

- A.l5
oy TN P (A1)

(c) Sub-Gaussian tails: The cumulant-generating function of U is bounded as
log]E[e<p’U(x’“’)>] < %ai(f(x)) Ipll> forallp € RY, (A.1.6)

where 0: R — (0, ) is continuous, bounded away from zero (inf 02, >
0), and grows at infinity as 0% (f(x)) = ©(||x||*) for some s € [0, 2], i.e.,

ARG o)

< lim
l|x]l®

llx][—c0

0 < liminf

(A.1.7)
lxll—eo x|

Remark 4. The difference between Assumption A.2 and Assumption A.2 lies in
the requirements for the variance proxy o of the noise in (A.1.15). Because f
is coercive, the dependence of 0% on f(x) allows for noise processes with an
unbounded variance as ||x|| — oo; the specific functional dependence through
f(x) instead of x is a modeling choice which we make because it greatly
simplifies the proof and our calculations. ©
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In this more general setting, we augment Assumption A.3 with a technical
condition that is satisfied trivially when o2, is constant.

Assumption A.3 (Weaker version of Assumption A.3). The signal-to-noise ratio
of G is bounded as )
IV

m > 16log6-d. A.18
Kl oZ,(F(x)) & (A19)

Example A.1 (Example of Appendix A.1.2, redux). In Appendix A.1.2, we
discussed the regularized empirical risk minimization problem and mentioned
that, under a dissipativity condition and with a large enough batch size, it fits
our framework. We now provide more details.

Consider the objective f given by

1 Ao
)= 55 > &) + Sl (A19)
i=1

where {(x; &) represents the loss of the model x on the data point &, &;, i =

1,..., N, are the training data and A is the (positive) regularization parameter.
Let us assume that ¢ is non-negative, C>-differentiable, 8-Lipschitz smooth

and that the resulting objective f is dissipative: there are a, f > 0 such that

(Vf(x),x) > allx]|*-B. (A.1.10)

As is usually the case in practice, we consider the SFO obtained by sampling
mini-batches of size B. The noise term U(x, w) is then given by

B N
1 1
U(x, w) = 3 § W(x;éwl,)—ﬁ § Vi(x; &) (A.1.11)
b=1 i=1

with w = (w1, ..., wp) representing B indices from {1,...,N}.
All the terms

N
1
Vi Eu) — 7 D VG ED (A1.12)
i=1

are uniformly bounded by O(||x||) by smoothness of {. In particular, this implies
that Assumption A.2(b) is satisfied.

Moreover, we also obtain that all the terms of the form (A.1.12) are O(||x|?)-
sub-Gaussian, and therefore, by independence we obtain that U(x, w) is
O(31lx]1?)-sub-Gaussian.

Since ¢ is non-negative, f is lower-bounded by Q(||x||?). It gives that U (x, @)
is actually (’)(% f (x))-sub-Gaussian and therefore Assumption A.2(b) is satisfied
with o%,() e £.

We now show that Assumption A.3 can be satisfied by choosing B large
enough. Indeed, by dissipativity we have that

IVFQI? = IVF(x) = ax||* + a®|1x]* + 2a(V f (x) - ax, x)
> a?||x[|* - 2 = Q(|x[), (A1.13)

so that

VAU Q( [l

() f(x)/B) =0, (A119
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The second part of Assumption A.3 is satisfied by non-negativity and smoothness
of £. ()

In this framework, the iterates of (A.1.15), started at x € R?, are defined by
the following recursion:

X0 € ]Rd
(A.1.15)
Xp+1 = Xy =NV f(xy) +nU,, where U, = U(x,, w,)

where (wy)n>0 is a sequence of random variables in R”. We will denote by
P, the law of the sequence (w,)n>0 when the initial point is x and by E, the
expectation with respect to IPy.

Assumption A.1 and Assumption A.2 imply the following growth condition,
that we assume holds with the same constant for the sake of simplicity. There is
M > 0 such that, forall x e R, w € Q,

IVl < ML+ [x]) and [[U(x, o)l < M1+ |lx]]). (A.1.16)

We introduce the cumulant generating functions of the noise U (x, w) and of
the drift =V f(x) + U(x, w), that we denote by #, H to avoid confusion. We also
define their convex conjugates, that we denote by £, L.

Definition A.4 (Hamiltonians and Lagrangians). Define, for x € R, v € RY,

H(x,v) = log]E[exp(<v, U(x, a))))]
H(x,v) = —(Vf(x),v) + H(x,0)

L(x,v) = H(x,)'(v)

L(x,v) =H(x,)'(©) = L(x,v+ Vf(x)).

(A.1.17)

L and L are thus respectively equal to the Lagrangians Lz(-,-) and Lg(, *).
Finally, (A.3.121) will be discussed in Appendix A.3.5.

A.1.3  Basic properties

In this section, we derive from our assumptions some basic consequences, which
will be useful throughout the proof.

We first state some properties of the Hamiltonian and the Lagrangian, which
follow from their definitions.

Lemma A.1.1 (Properties of H and £).

1. H is C? and H(x, -) is convex for any x € R?,
2. L(x,-) is convex for any x € R?, L is Ls.c. on R x R,

3. Forany x € R%, v € R?, H(x,v) < 2M(1 + ||x|))||v|| and dom L(x,) C
B(0, 2M(1 + [|x]])).

4. Forany x € R, v € RY, L(x,v) > 0and L(x,0) =0 & v = Vf(x).
Proof. For the last point, since H(x, -) is convex and differentiable,

L(x,0)=0 < 0€d,L(x,v) < veIIHH(x,0 — v=V,H(x,0),
(A.1.18)
and, since the noise has zero mean, V,H(x,0) = Vf(x). [
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Lemma A.1.2 (Growth of the iterates). For any xo € R?, n9 > 0, for every
n€0,nol, forany N >1,0<n < N[n71],

[l | < e2MIFION (14 || x0]]) . (A.1.19)
Proof. By the triangular inequality, for any n > 0, we have that

lxnsall < Nzl + 0lIVf o)l + 1l Unll
< lxn |l + 27 M(1 + [[x4]])
= (1+2nM)||x, || + 2qM (A.1.20)

where we used the growth condition on Vf and U. One can then solve this
recursion to show that, for any n > 0,

[xn ]l < (1 +2nM)" (1 + ||x0l]) - (A.1.21)
The result then follows by noticing that, for 0 < n < N[n7!],

(1+2nM)" < (1+ 2pM)NI17]
< 2MNI™

< 2MN(141) | -

Lemma A.1.3. For any xo € R?, for every n € (0,(4M)7'], for any N > 1,
0<n<N[n!],
llxull = e MHN x| - 1. (A.1.22)

Proof. By the triangular inequality, for any n > 0, we have that

lxxnaall = llxnll = 0l V£ Cen)ll = iUl
< lxull = 2nM(1 + [lxa D)
= (1 -29M)||xull - 20M (A.1.23)

where we used the growth condition on Vf and U. One can then solve this
recursion to obtain that, for any n > 0,

llxnll = (1 =2nM)"[Ixoll - 1. (A.1.24)
The result then follows by noticing that, for 0 < n < N[n71],

(1-2qpM)" > (1= 2pM)N[1"]
> e—4Mqu1f1]

< e 4MN(+n) (A.1.25)
where we used the fact that log(1 — x) > —2x on [0,1/2] since2nM < 1/2. =
A2 A LARGE DEVIATIONS PRINCIPLE FOR SGD

A.2.1 Preliminaries

The goal of this section is to provide large deviation principles for continuous
and discrete trajectories related to our algorithm of interest (A.1.15). From the
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sequences (X,)y>0 and (wy),>0, we define three sequences: one discrete (in
lowercase) and two continuous (in uppercase):

(a) The discrete “rescaled” trajectory

xZ = Xu|1/n] - (A.Z.la)

(b) The continuous “interpolated” trajectory, defined for any n > 0, t €
[n1,n(n +1)] by

Xy =x, + (% - n)(xn+1 - xn) (AZlb)

(c) The continuous “discretized noise” trajectory, defined by Zy = xp and
forany t >0

Zy = =Vf(Z) + U(Zs, w\1/g)) (A.2.1¢)

Note that all three sequences are “accelerated” by a factor 1/ compared to the
original sequences appearing in (A.1.15). In this section, we establish a large
deviation principle for the discrete rescaled sequence (x,),50. To do so, we
build upon Freidlin and Wentzell (1998b, Chap. 7) to obtain a large deviations
principle on (Z¢);>0 and then transfer it to (X;):»o which enables us to obtain a
discrete large deviation principle for (x,), 0.

We equip the space of continuous functions Cr = C([0,T], R?) with the
distance induced by the uniform norm

distjo,r1(y, ¢) = sup [ly: — @:ll. (A2.2)
te[0,T]

In order to use it as a proxy later, we will now bound the distance between the
(continuous) “interpolated” trajectory and the “discretized noise” trajectory. To
do so, we will first bound the latter.

Lemma A.2.1 (Growth of the trajectory). For any xq € R4, n>0,t>0,wehave
1Z:]] < e2ME(||x0l| + 2M).

Proof. Using the definition of Z; in (A.2.1c) and the growth condition (A.1.16)
on Vf and U, we have that

NZell = ||=VF(Ze) + U(Zt, )| < 2M(L+ 1 Ze]])- (A.2.3)

Hence, for any t > 0,
t t
121 < zall+ [ 2000+ 020 ds = ol + 200+ [ 2M)Z s (a24)
0 0
Invoking Grénwall’s lemma then yields the result. L

The following lemma states that the distance between the “interpolated”
and “discretized noise” trajectories is bounded by a factor proportional to the
stepsize 1.

Lemma A.2.2. Fix K c R? compact, 1o > 0, T > 0. Then, there exists some constant
c=c(l,no, T, f,U,Q) < +oo such that, for any xo € K, 1 € (0, o],

diSt[OIT](X, Z) <cn. (A25)
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Proof. Before starting, notice that Lemma A.1.2 and Lemma A.2.1 imply that
there is some compact set K’ that depends on I, T, 9 and M such that, for any
x0 € I, € (0,mo],t € [0,T], X; and Z; belong to K'. In particular, U is therefore
Lipschitz-continuous on K’ x Q so that, for any w € Q, x —= =V f(x) + U(x, @)
is Lipschitz-continuous on K’ with constant L and bounded with constant B.

Let us now estimate the derivative of the interpolated trajectory X;, which is
piecewise differentiable by definition (see (A.2.1b)). For any ¢ € [0, T] such that
t € (nn,n(n + 1)) for some n > 0, we have that

[[X = (=V£(Xe) + U(Xe, i) |
Il 7 0n (=VF(X) + U(Xs, @(1/m)))

= ||(_Vf(Xr1n) + U(Xr]n/ a)n)) - (_Vf(Xt) +U(X, w[t/n]))”
< LiXgn — X (A2.6)

where we used the L-Lipschitz-continuity of x — —Vf(x) + U(x, w) on K’
uniformly in w € Q. Since this map is also bounded by B, we have that

X = (=Vf(Xe) + UXs, @ip)|| < LI Xgn = Xell < Ll = X1l < LBy
(A.2.7)

Moreover, the L-Lipschitz-continuity of x — —V f(x) + U(x, w) also gives us
that
1Zt = (=VF(Xe) + U(Xe, @)

= |=VF(Zs) + U(Zs, ) = (VX)) + UXe, @)
< LIZ: - X4l - (A.2.8)

Putting everything together and integrating X; — Z; from 0 to t yields (since
X is absolutely continuous), for any t € [0, T],

t t
I1X; - Zil < ||xo—zO||+/ X, - Z4ll ds SLBTHL/ X, - Zill ds (A29)
0 0

where we used that zgp = Xo = x¢ by definition of the trajectories. Finally,
Gronwall’s lemma then yields the result. |

A.2.2  Large Deviations Principle for interpolated trajectories

From the Lagrangian defined in (A.1.17), we define, on Cr = C([0, T], RY), the
normalized action functional Sjo 7} as

/OT L(>yt, V) dt if y is absolutely continuous, (A2.10)
[ee]

Spor(y) = {

otherwise,

following Freidlin and Wentzell (1998b, Chap. 3.2), as a manner to quantify
how “probable” a trajectory is.

We first show that the set

l"fg,ﬂ(s) ={y €C([0,T],RY) : y0 € K, Sjor)(y) < s} (A.2.11)
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of trajectories with bounded action functional is compact and S| 7] is lower
semi-continuous.

Lemma A.2.3. Fix T > 0. For any K C R? compact, s > 0, the set F{g TJ(S) is
compact and S| is Ls.c. on C([0, T], RY).

Proof. Let us first check that Sy 1 is Ls.c. on C([0, T],RY) by applying Ioffe
et al. (1979, §9.1.4, Thm. 3): (t,x,v) — L(x,v) is a normal integrand since
(x,v) — L(x,v)is Ls.c. by construction, quasiregular since £L(x, -) is convex for
any x € R? and satisfies the growth condition because it is non-negative (see
Lemma A.1.1). Hence, Sjo 7} is Ls.c. on C([0, T], RY).

The compactness of ng/ﬂ(s) follows from the idea of proof as Freidlin and
Wentzell (1998b, Chap. 7, Lemma 4.2) but with the added difficulty that the
gradient Vf and the noise U are not uniformly bounded. Take y € ng,T](S)'
Since Sjo,r)(y) < s < +00, it means that L(y;, ) < +oo for almost every t so
that by Lemma A.1.1, almost everywhere,

lyell < 2M(1 + [[+]) - (A2.12)
Gronwall’s lemma then yields that, for any ¢ € [0, T],

llyell < e (|lyoll +2MT) (A2.13)

K
[0,T

|l7¢] is also uniformly bounded by (A.2.12). Therefore, the functions in T’

K
[0,1]

Sjo,r], so that, by the Arzela-Ascoli theorem, FES,T](S) is compact. u

which is bounded uniformly in y € T ](s) since Yy is in K compact. Hence,

K
0.77(8)

are equicontinuous and uniformly bounded and, I';: .,(s) is closed by Ls.c. of

The following result establishes the fact that the functional 17‘18[0,T] is the
action functional in C([0, T], R?) of the interpolated process (Xt)teo,r) of the
algorithm started at x¢, uniformly with respect to the initial point x¢ in any
compact set £ C R4, as n — 0. This enables to build on Freidlin and Wentzell
(1998b, Chap. 7, Thm. 4.1’) to provide a large deviation principle for the
interpolated trajectory (X;);[o,r], meaning that for n small enough, it will
be (a) close to probable trajectories with a probability exponentially big in
their action functional; and (b) far from the most probable trajectories with a
probability exponentially small in their action value.

Proposition A.2.4. Fix T > 0. Foranys,6,& >0, K C R4 compact, there exists
no > 0 such that, for any 1 € (0, no], for any xo € IC, we have that

Y +
Py, (distjo,r(X, ) < 8) > exp(—%) (A2.14a)
. S — &
P, (dlst[o,T](x,régﬁ](s)) > 5) < exp(— ; ) (A.2.14b)

forall y € Fé&(’T}](s).

Proof. Our strategy is to apply Freidlin and Wentzell (1998b, Chap. 7, Thm. 4.1")
to the process (Z¢);¢[0,r] and use Lemma A.2.2 to transfer the result to (X;);e[o,7
(both starting from xg). However, this theorem requires b(x, w) = =V f(x) +
U(x, w) to be uniformly bounded as well as its derivative. To avoid this issue,
note that, for a fixed compact set K, s > 0, and all < 1, the trajectories of
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T fg T](s) and of the process (Z;)¢[o,r] are contained in a compact set £’ by the
compactness of ng m (s) and Lemma A.2.1.

Now, consider b’: R x R" — R twice differentiable that coincides with
b on K’ x Q but that is uniformly bounded along with its derivative. Define
H(x,v) = log]E[exp((v, b'(x, a))))] which is still differentiable and satisfies
“Condition F” of Freidlin and Wentzell (1998b, Chap. 7.4) by Freidlin and
Wentzell (1998b, Chap. 7, Lem. 4.3) and i.i.d. assumption. Hence, Freidlin and
Wentzell (1998b, Chap. 7, Thm. 4.1’) yields that, with K and s fixed above, for
any 0, ¢ > 0, there exists g > 0 such that, for any 1 € (0, o], for any x¢ € £,

y ert(s),

[0,T]
S + €

Py, (distjo.r)(Z,7) < 8) > exp(—%) (A2.15a)

P, (dist[o,T](z,rfgfﬁj(s)) > 5) < exp(—S ; 8) . (A.2.15b)

To obtain the result for the process (X;)ieo,r], fix 6 > 0. By Lemma A.2.2,
there exists 19 > 0 such that, for any 1 € (0, no], for any initial point xg € K,
dist|o,7)(X, Z) < 6. Combining this with the previous result on (Z;),[o 1} yields
that, for any 6, € > 0, there exists 179 > 0 such that, for any 1 € (0, 10], for any

x0 €K, y¢€ l"f(;iOT}J(s),

S + e
Py, (distjo (X, ) < 26) > exp(—%) (A2.16a)
and
P, (dist[o,ﬂ(x,r}gg}](s)) > 25) < exp(—S ; ‘S) (A.2.16b)
which concludes the proof. n

A.2.3 Large Deviations Principle for discrete trajectories

We now leverage the previous section to show a LDP for the discrete rescaled
trajectories (xN),0 defined in (A.2.1a). To do so, we will use the results of the
previous section by considering a finite number of points (X;),>0 from the
continuous interpolation.

For some N > 0, we will first equip (R?)N with the distance

disty (&, C) = o nax fl&n = Cull (A.2.17)

<n<N-1

and bound the difference between the discrete rescaled trajectory and the
continuous interpolation.

Lemma A.2.5. Fix K c R? compact, g > 0, N > 1. Then, there exists some constant
c=c(K,n0,N, f,U,Q) < +co such that, for any xo € K, 11 € (0, n0],

disty (x7, (Xn)osnsn-1) = max [l = Xyl < cn. (A.2.18)
0<n<N-1
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Proof. By Lemma A.1.2, there is some compact set X’ that depends on IC, N, g
and M such that, for any xo € K, 7 € (0,19], n < [1/17]N, x,, belongs to K’. In
particular, for almost every ¢ € [0, N — 1], we have, that,

- Xlt/nl+1 ~ X[t/
X = % ==V () + UCx(/n), @1e/m)) (A2.19)

with x|/, belonging to K’ since HJ < {N,—,_lJ < [%] Hence, the norm of X;
is bounded by some constant B for almost every t € [0, N — 1] uniformly in
xo € K, n € (0, 10] by the growth condition in (b).

Therefore, for any 0 < n < N —1, since xZ = Xn|1/y) = Xugl1/y), We have that
Ilx] = Xl < Bul1 —nl1/n]| < BNp (A2.20)

which concludes the proof. u

Now, for N > 0, & = (&, ..., &én-1) € (RN, let us define the normalized
discrete action functional

N-2

SN(E) = ) p(En, Eni) (A221)

n=0

where the cost of moving from one iteration to the next is defined for any
x,x" € R¥ from the previous continuous normalized action functional (cf.
(A.2.10)) with horizon 1 as

p(x,x) = inf{So1(y) : y € C(I0,1], RY), 0 = x,71 = x'}. (A222)
Again, we show that the set of discrete trajectories with low action functional
IN(s) = {£ e RNV : & € K, Sn(&) < s} (A.2.23)

is compact and Sy is 1.s.c..

Lemma A.2.6. Fix N > 0. For any K C R? compact, s > 0, the set Fﬁ (s) is compact
and Sy is Ls.c. on (RN,

Proof. First, let us show that, for s > 0, K C R4, the set {(x,x’) € K xR? :
p(x,x") < s} is compact. Let (x¥, x’*);> be a sequence in K x R? such that
p(x*, x’¥) < s for all k > 0. Then, for any k > 0, there exists y* € C([0,1], R?)
such that y(’)‘ = xk, )/i< = x’F and Sp1(¥¥) < p(xk, x’*) + (1 + k)~'. In particular,
for any k > 0, y* belongs to {y € C([0,1],R?) : yp € K,So1(y) < s + 1}
which is compact by Lemma A.2.3. Hence, there exists a subsequence that
converges uniformly to some y € C([0,1],RY). Without loss of generality,
assume that y¥ — y as k — co. In particular, (x¥, x’*) converges to (yo, y1)
as k — oo with y¢ belonging to K. Then, by lLs.c. of Sp;, we have that
So1(y) < liminfy_,e p(x¥, %) < s so that p(yo, 1) < s. Therefore, we have
shown that {(x, x) € K x R? : p(x, x) < s} is compact.

As a consequence p is L.s.c. on RY X R¥: indeed, for any s > 0, any convergent
sequence of points of {(x,x’) € R? x R? : p(x,x’) < s} must be included in
{(x,x") € KxR?: p(x,x") < s} for some K c R? compact, which is closed and
therefore contains the limit point of any such sequences. Sy is then immediately
Ls.c. on (R)N.

Finally, the compactness of I'X.(s) follows by induction on N. For N =1,
Ff(s) = {(x,x") € R xR? : p(x,x’) < s} which is compact by the previous
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argument for any compact set K. Now, assume that Fﬁ(s) is compact for some
N > 1. As a consequence, the set

K= {x e R":3(&,..., En-2) € ROV (&, ..., En—2, x) € TR (s)}
(A.2.24)
is compact as well. Hence, I’ ﬁ ,1(8) is included in teh product of compact sets
Fg_l(s) X F{C'(s) and is therefore bounded. Moreover, 1"5 ,+1(8) is closed by Ls.c.
of Sy and therefore compact. This concludes the proof by induction and the
proof of the lemma. [

We will first provide a discrete analogue of Proposition A.2.4 for the interpo-
lated trajectory at timesn =0,..., N —1, with 1]_1 Sy the action functional in
(RN of the process (X, )Jo<n<N-1, uniformly with respect to the starting point
X0 in any compact set £ ¢ R%, asn — 0.

Proposition A.2.7. Fix N > 0. Foranys,b,¢ >0, K C R? compact, there exists
no > 0 such that, for any 1 € (0,10], for any xo € IC, & € FE{O}(S), we have that

P, (distn (X )o<nsn-1, &) < 0) = exp(—M) (A.2.25a)
and
P, (distN((xn)ogsN_l,r};‘o}(s)) > 5) < exp(—S_Tg) . (A.2.25b)

forall & e T (s)

Proof. Invoke the first part of Proposition A.2.4 withT <~ N —1land s < s + ¢.

{XI[\)]}(S +¢),

There exists 19 > 0 such that, for any 1 € (0, o], for any xp € K, y € T,

(A.2.26)

SoN—
]Pxo(diStO,N—l(X, )/) < 6) > exp(—M) .

n

Taken € (0,n0], x0 € K, & € FEO}(S). Then, there exists y € Fg(’N (s + ¢), for any
0<n<N-1,y, =&, cf. (A.2.22). Hence,

Py, (distn ((Xin)o<n<n-1,&) < 0) = Py (diston-1(X, ) < 6)
S exp(_So,N—l()/) + 5)
n
Sn(&) + 25)

A2.27
. ( )

> exp (—
which prove the first part of the result.

For the second part, we have similarly from Proposition A.2.4 with T « N -1
and 0 « 6/2 that for any n € (0, o], for any xo € IC,

P,, (distO,N_l(x,r({);g}_l(s)) > 5/2) < exp(—s ; E) . (A.2.28)

Now, note that if distg y-1(X, Féxﬁ,}fl(s)) < 6, then there must exist y € T({)xﬁ]}il(s)

such that distg ny-1(X, ) < 6. Consider the discrete path & € (R?)N defined by
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&y = yn for 0 < n < N — 1. Then, by construction, Sy(&) < Son-1(y) < s and
disty ((Xi)o<n<n-1,&) < 0. Thus,

disto,y-1(X, T 1 () <6 = distn(Xnosnsn-1, T (5)) 5. (A229)
Putting all together, we have that

Py (st (Xaosnen-1, T§(6)) > 6) < Py (dliston-1(X, TR, (5) = 0)

<P, (disto,N_l(X, réo (s)> 6 /2))

< exp(—S ; 8) (A.2.30)

which concludes our proof. u

Finally, we end up with a large deviation principle on the discrete rescaled
iterates (x]N)o<n<n—1 = (Xn5-1))o<n by leveraging Lemma A.2.5. In the following

result, the functional 'Sy is thus the action functional in (R9)N of the process
(x))o<n<n-1 uniformly with respect to the starting point xo in any compact set
K cR?asn—0.

Corollary A.2.8. Fix N > 0. Foranys,0,e >0, K C R4 compact, there exists
1o > 0 such that, for any 1 € (0, o], forany xo € K, & € Fx‘“}(s), we have that

P, (disty(x", &) < 6) = exp(—%) (A.2.31a)
and
Py, (distN(x”,Fif‘]}(s)) > 6) < exp (—S ; éV) ) (A.2.31b)

forall & € FZ{JO}(S).

Proof. Fix 0 > 0. Choose 19 such that both Proposition A.2.7 and Lemma A.2.5
hold with ¢n < 6. Then for any n € (0,70], for any x9 € K, & € FI{\?O}(S),
e FI{\?O} (s), we have that

(A.2.32)

P, (distn ((Xn)o<n<n-1, &) < 0) > eXP(—%) .

Now, if disty ((Xn)o<n<n-1, &) < 0 and disty (x", (Xy)o<ns<n-1) < 0, thendisty (x7, &) <

26. Thus,
. S +
]PXO(diStN(xn/ E) < 26) Z IPJC(] (dlStN((XTZ)OSFlSN—l/ é) < 6) 2 exp(_$) .
(A.2.33)
The second part can be obtained similarly. [

To summarize this part on large deviations principles, we state a corollary
containing all the results that will be needed in the following sections.

Corollary A.2.9. Fix N > 0. Then:
e Forall s > 0, the set

IN(s) = {£ e RNV : & € K, Sn(&) < s} (A.2.34)
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is compact and Sy is Ls.c. on (R4)N.

e Foralls,6,¢ >0, K c R compact, there exists ng > 0 such that, for any
ne0,nol forallxo e K,n <N, € T,{fm}(s), we have that

Py, (dist (x", &) < &) > exp(—@) (A.2.352)
and
P, (distn(xﬂ,r,ﬂXO}(s)) > 5) < exp(—S ; 5) . (A.2.35b)

A.3 ATTRACTORS AND LIMITING MEASURES VIA LARGE DEVIATIONS

We now take inspiration from the framework of Kifer (1988a) in order to relate
the sets of critical points to the sets where points can move at no cost. Then,
we relate the probability of SGD moving to neighborhoods of critical sets to
the probability of being close to well-chosen paths, which enables us to use the
results of the previous section. Finally, we build upon these results to provide
bounds on the limiting measure of SGD.

A3.1 Setup

We first need to define the gradient flow of f.
Definition A.1. Define, for x € RY, the flow ©® of -V f starting at x, i.e.,
Oi(x) = -Vf(O(x)) with Op(x) =x (A3.1)
and let F(x) be the value of this flow at time 1, i.e.,
F(x) = ©1(x). (A.3.2)

Lemma A.3.1 (Properties of the flow). © is well-defined and continous in both time
and space, and, forany T > 0, y € C([0, T], RY) such that yo = x,

So,r(y) =0 & y; =0O(x) forallt €[0,T]. (A.3.3)

Proof. The well-definition and continuity of ® are a consequence of f being twice
continuously differentiable and of the global Cauchy-Lipschitz (Picard-Lindelof)
theorem for ordinary differential equation (ODE). The equivalence follows
from the uniqueness of the flow and Lemma A.1.1 since

So,r(y) =0 & L(y¢, ) = 0 almost everywhere
& 7 = =V f(y:) almost everywhere (A34)

and thus, by extending y by continuity, both y and © satisfy the same ODE
with the same initial condition and are thus equal for all t by uniqueness of the
solutions. -

The following lemma translates this for F.
Lemma A.3.2 (Properties of F). F is well-defined and continuous and, for any
x,x" € R,
p(x,x)=0 & x" =F(x). (A.3.5)
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Proof. The implication (<) is immediate by definition of F and Lemma A.3.1.
Now for the reverse, assume that p(x,x’) = 0. Following the proof of
Lemma A.2.6, there exists y € C([0, 1], R%) such that Yo = x, y1 = x’ and
So,1(y) = 0. By Lemma A.3.1, y; = ©(x) for all t € [0, 1] and thus x’ = ©1(x) =
F(x). |

A.3.2  Attractors

Let us first formalize the minimum-energy displacement between two points.
Definition A.2 (Kifer (1988a, §1.5)). Define, for x, x’ € R,
B(x,x') = inf{S[orT]()/) :y eC([0,T,RY), yo=x,yr =x, TN, T > 1}
= inf{Sy(&): £ € RN, & =x, Ena1 =2, N 2 1}. (A3.6)

The fact that these two expressions coincide directly come from the definition
of p.

This enables us to define an equivalence relation for the critical points of f by
grouping points connected by a null-energy path.

Proposition A.3.3. The relation ~ defined for any x,x’" € crit f as
x~x < Bx,x)=B(x",x)=0 (A.3.7)
is an equivalence relation on crit f.

Proof. e Reflexivity: B(x,x) = 0 by Lemma A.3.1 since the flow started at
X € crit f is constant.

e Symmetry: this follows from the definition of ~.

e Transitivity: for any x, x’, x” € crit f, we have by construction of 3 that
B(x,x") < B(x,x") + B(x',x"). (A.3.8)

Therefore, if x ~ x” and x” ~ x”, then B(x, x””) = 0. B(x”, x) = 0 follows with
a symmetric argument and thus x ~ x”. u

Near critical points of f, the Lagrangian £ is actually very regular.

Lemma A.3.4. For any x € RY, there exists 6 > 0 such that L is finite and jointly
Lipschitz continuous on B(x, 6) X B(0, 6).
Moreover, the following supremum is finite:

sup{ﬁlﬁx |’|zv) :x" e B(x,0) Ncrit f,v € B(O, 6)} <00, (A.3.9)
v

Proof. Take x € RY. We apply the implicit function theorem to the equation

VoH(x ,w) =0, (A.3.10)
in the variables (x’, v, w) € R? x R? x R%.
We derive that
_ E(U(x’, w)exp(v, U(x", w
VoH(x',v) = [ ( Jexp(to, U )>)] (A.3.11)

IE[exp((v, u(x’, a))))]
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and thus (x, 0, 0) is solution of (A.3.10) since
Vo H(x,0) = E[U(x, w)] =0. (A.3.12)

Moreover, Hess, H(x,0) = E[U(x, w)U(x, w)"] which is positive definite and
thus invertible by the blanket assumptions.

Hence, we can apply the implicit function theorem to get that there exists
6>0,w: B(x,5) x B(0,5) — R? C? such that, for any x” € B(x, 6), v € B(0, 5),

VoH(X , w(x’,v)) =v. (A.3.13)
Therefore, for any x’ € B(x, §), v € B(0, §), since L(x’, v) = H(x’, -)*(v), we have
L(x',v) = {v,w(x’,v)) — H(x', w(x,0)), (A.3.14)

which is finite and C? on B(x, 6) x B(0, §). Therefore, £ is actually L-jointly
Lipschitz continuous on B(x,5/2) x B(0, 6/2).

For the second part of the lemma, note that the implicit function theorem
also ensures that there is C° ¢ R? a neighborhood of 0 such that, for any
x" € B(x,6),v € B(0,5), w(x’,v) is the unique solution of (A.3.10) in C°. But,
for any x’ € B(x,6) and v = 0, w = 0 is a solution of (A.3.10) in C° so that
necessarily w(x’,0) = 0, and, as a consequence, VoL(x’,0) = 0.

Hence, for any x’ € B(x,6/2), v € B(0,5/2),

L(x',v)=L(x',v)—L(x",0) - (v, Vo L(x",0))

< % sup HHessv E_H||U||2. (A.3.15)

B(x,5/2)xB(0,5/2)

To conclude, it suffices to note that, for any x” € B(x, §) Ncrit f, Vf(x) = 0 and
therefore £(x’,-) and £(x’, -) coincide. [

Lemma A.3.5. For any x € crit(f), for any € > 0O, there exists 6 > 0 such that, for
any x’ € B(x, ), p(x,x’) < eand p(x’,x) < e.

Proof. Take x € R such that V f(x)=0.

By Lemma A.3.4, there exists 6 > 0 such that £ is finite and L-jointly Lipschitz
continuous on B(x, §) X B(0, 0). In particular, for any x’ € B(x, ), v € B(0, ),

L(x',v) < L||v||. (A.3.16)

For any integer k > 2, by continuity of Vf (Assumption A.1), there is 0 <
0} < 0/k such that, for every x" € B(x,6}), [[Vf(x)]| < 6/k. Then, for any
x" € B(x,06,), v € B(0, 6}),

L(x',0) =L(x',v+ Vf(x))
< L(llo + V(I
< Lol + IVF)ID
L2

> (A.3.17)
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Take x” € B(x, 0}) and define the path y € C([0, 1], RY) by y; = x + t(x’ — x).
Since for any t € [0,1], y; € B(x, 5;{) and y; = x’ —x € B(0, 6;{), we can bound
the cost as

, ! . 2L
p(x,x") < Soaly) = / E()/t/]/t)dtf—k . (A.3.18)
0

As a result, taking k large enough yields the existence of 6} > 0 such that, for
any x" € B(x, 6}), p(x, x’) < €. The reverse inequality is obtained by the same
argument. [

The following lemma relates the Lagrangian to the gradient and our noise
structure.

Lemma A.3.6. Forany x € RY, v € RY,

o+ V@IP
20%(f(x)

Proof. For any x € R?, v € R?, we have that

L(x,v) > (A.3.19)

- 1
H(x,0) = ~(0, V() + Alx,0) < ~(0, V(@) + 505 (FEDIIP . (43.20)
Taking the conjugate then yields that

o+ VF@IP

L) 2 = )

(A.3.21)

Now, let us define a potential function V., on R? that uses the minimal
displacement energy between two points that will be heavily used in the proofs.

Definition A.3 (Potential). Define, for x € R?
Voo (x) = 2a0(f(x)) (A3.22)
where a., : R — R is a twice continuously differentiable primitive of 1/ o2,.
Lemma A.3.7. Forany x,x’ € R4,
Voo (x") = Voo (x) < B(x, x"). (A.3.23)

Proof. By Definition A.2, there exists T > 1, y € C([0, T], R?) such that Y0 =X,
yr = x" and Sjo11(y) < B(x, x’) + . Then, by Young’s inequality, we have that

T Vi) it
Ogo(f(%))
S/T(()’/wvf()/t)) N IVl + llyl?
0 \ 0%(f(r) 20%(f(r))
:/”H%+Vﬂwm2m
0 20%(f(yr)

T
s/'awwom=&mmo (A324)
0

Voo (') = Veo(x) = 2
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where we used Lemma A.3.6 in the last inequality. Finally, out choice of y
implies that
Voo (x) = Voo (x) < B(x,x") + € (A.3.25)

which concludes the proof. n

Lemma A.3.8 (Equivalence classes are closed). Equivalence classes of ~ are closed
in R%. As a consequence, equivalence classes are compact.

’

Proof. Let x € crit f, and take any sequence (x) )0 in crit f such that x ~ x},
for every k > 0 and which converges to some x’ € R?. To show that the
equivalence classes are closed, we need to show that x ~ x’; then compacity
follow directly since the equivalence classes are subsets of crit f which is
compact by assumption.

Since crit f is closed, it holds that x” belongs to crit f. We now show that both
B(x, x") and B(x’, x) are null. We only show that B(x, x’) = 0 since the proof for
the other equality is symmetric.

By Lemma A.3.5, for any ¢ > 0 there is a neighborhood of x” on which
p(-,x") < e. Take k large enough so that x; belongs to this neighborhood.
Since x ~ x}, there exists N > 1, & € (RY)N such that & = x, En_1 = x; and
SN(&) < e. Then, the path C := (&, ..., En-1,%") € (RY)N*! and satisfies (o = x,
C(ny = x"and

Sn+1(C) = Sn(&) + plx, x7) < 2¢. (A.3.26)

Hence, we have shown that, for any ¢ > 0, B(x,x") < 2e so that B(x,x’) =0. =

Lemma A.3.9. For any set C C crit f and x € R?, define

p(x,C) = inf p(x,x")
x'eC

p(C,x) = inf p(x’, x). (A.3.27)
x'eC

Then, for any C C crit f and r > 0, the set
W,(C) = {xeR%:p(x,C) <, p(C,x) <} (A.3.28)

is a neighborhood of C.

Proof. Lemma A.3.5 ensures that, for any x € C, there exists 0, > 0 such that,
for any x” € B(x, 6x), p(x,x’) < r and p(x’, x) < r. C® := Uyec B(x, 8y) is then
an open set that contains C and is included in W, (C). [

This lemma is adapted and significantly expanded from Kifer (1988a, §1.5,
Lem. 5.2) to handle both the unboundedness of the space and the fact that B is
neither Ls.c. nor u.s.c..

Lemma A.3.10. Let K be an equivalence class of ~. Then, for any € > 0, there is some
N > 1 such that, for any x,z € K, there is & € (RN such that &y = x, En-1 = 2,
Sn(&) < e and maxo<n<n d(&n, K) < &.

Proof. Fix € > 0. K is made of critical points of f so that by Lemma A.3.5, for
any x € K, there exists 6, > 0 such that, for any x” € B(x, 0x), p(x,x’) < € and
p(x’, x) < e.

Since the open sets B(x, 6y) for x € K form an open cover of K and K is
compact (Lemma A.3.8), there exists a finite number of points x; € I, i € [ such
that

K| B, bx). (A.3.29)

iel
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We first show that the result holds for the points x; before explaining why it
actually suffices for the general case.

Fix i,j € I. Since x; ~ xj, B(x;, x;) = 0 and therefore there exists sequences
&k e (RY)Ne with cfg =x;, é;‘\]k_l = x;j such that SNk(ék) — 0 as k — oo. For the
sake of contradiction, assume that from some k, there always exists 0 < n < Nj
such that d (5',2, K) = ¢. Define ny as the smallest n such that it happens, which
is necessarily greater or equal to 1. Note that, by definition, é’l’{lk_l satisfies

A&k K) <e.

ng—17

Define K’ := {x € R? : d(x, K) < ¢} which is compact. However, for k large
enough, p(é’};kfl, é’,ik) < SNk(ék) < 1so that (é’;rl, éf,k) belongs to Ff'(l), which
is compact by Corollary A.2.9. Therefore, one can extract a subsequence from
(Efjk_l, &k k=1 that converges to some (x, z) € (R?)? that satisfies d(z, K) > ¢.
Without loss of generality, at the cost of replacing the original sequence by
the extracted subsequence, we assume that the sequence (£ ﬁk—l’ Elﬁk)kzl itself
converges to (x, z). By L.s.c. of p, one has that

p(x,z) < lilﬁglfp(cf,ﬁk_l, &x)

< lim inf Sn,(EF) =0, (A.3.30)

so that p(x,z) = 0. We now show that x = z and that it is a critical point. By
Lemma A.3.7, we have that

Veo(&x 1) = Veolxi) < B(xi, &y 1) < S, (€9) (A.3.31a)
Veo(x)) = Veo(&) < B(xj, &5,) < Sni(E5), (A.3.31b)

so, taking the limit k — oo yields

Veo(x) = Vio(x7) < 0 (A.3.32a)
Veo(xj) = Vio(2) 0. (A.3.32b)

However, the fact that x; and x; are equivalent and Lemma A.3.7 imply that
Veo(xi) = Veo(x;) so that Veo(x) < Vio(z). Since a is increasing, we have that
fx) < f(2).

But we have that p(x, z) = 0 so that z = @;(x). Therefore, if Vf(x) # 0, we
would have

1
f(2) - f(x) = - /0 IVF@(IP dt <0, (A3.33)

which would be a contradiction. Therefore, Vf(x) = 0 and x = z. Since x is a
critical point, to show that it belongs to C, it suffices to show that x; ~ x.

Take 6 > 0. By Lemma A.3.9, Ws({x}) is a neighborhood of x. Since éﬁk
converges to x, for k large enough, é,’;k belongs to Ws({x}). (56‘, el é,’;k, x) and
(x, cS’,jk, ceey é;‘\]k_l) are, respectively, paths from x; to x and from x to x; with
action cost of at most Sy, (£¥) + 6 so that, for k large enough, B(x;, x) < 26 and
B(x, xj) < 20.

Hence, we have shown that B(x;, x) = B(x, xj) = 0. Then, we also have
0 < B(x,x;) < B(x, xj) + B(xj, xi) =0, (A.3.34)

and therefore x ~ x; and thus x belongs to K. This is a contradiction.
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Therefore, there must exist some sequence & e (RY)Nii with éé’j = xi,
‘S%J—l = x;j such that SN,./].(éi'f) < eand maxo<n<N; d(éf{j,lC) <e.

Finally, for the general class, consider x, z € K. By (A.3.29), there exists i, j € I
such that x € B(x;, 0x,), z € B(xj, 0y;). Consider ¢ € (RH)Nii*2 3 extension of
&Y defined by

x ifn=0,
En=9& if0<n <N (A.3.35)
z ifHZNi,j+1,.

that still satisfies maxo<u<n; 42 d(&é,,K) < €. Then, one has that
Sn;+2(€) < S, (E) +2¢ < 3¢, (A.3.36)

which concludes the proof. n

The following lemma is inspired by Alongi and Nelson (2007, Prop. 3.3.11).
Lemma A.3.11. Equivalence classes are connected.

Proof. Fix K an equivalence class of ~.

For the sake of contradiction, assume that there are ¢/, V disjoint open sets of
R? such that both %/ N K and V N K are non-empty and K = ({ U V) N K.

Take x e U N K and x* € YV N K. By Lemma A.3.10, there exists a sequence of
paths &F € (R?)Nr with éé‘ =1x, Elli,k_l = x’ for k > 0 such that Sy, (&%) — 0 as
k — oo and maxp<n<n, d(é’,;, K) — 0 as k — oo. Define ay as the last point of &k
that belongs to U and by as the successor of ai in & k. Formally, a; and by are
defined by ax = &§ and by = &f | where iy = max{i < Ny : &F e U}

By construction, both d(a, K) and d(b, K) go to zero as k — oo. In particular,
both sequences lie in ¢/ () from some point onward, which is relatively compact,
so they admit convergent subsequences. Without loss of generality, thus assume
that ay — a and by — b as k — oo and a, b belong to K.

Since ay belongs to U for all k > 0, ax is never in V so that a does not belong
to V either. Since a belongs to K, it must thus belong to /. Similarly, b must
belong to V.

However, by construction, we have that p(ay, by) < SNk(cEk) —0ask > o
so that p(a, bx) converges to 0 as k — oo as well. By Ls.c. of p (Corollary A.2.9
with N = 1), p(a,b) = 0 so that b = F(a) by Lemma A.3.2. But since a belongs
to K, it is a critical point of f and therefore a = F(a). Hence a = b witha e U
and b € V, which is a contradiction. n

Lemma A.3.12. Any connected component of crit f is included in a single equivalence
class.

Proof. Let C be a connected component of crit f and fix x, x” € C. We begin by
considering a stronger version of Assumption A.1(c), namely that there exists
y € C([0, 1], C) absolutely continuous such that yo = x, y1 = x’, i.e., such that y
is differentiable almost everywhere with fol lly¢|| dt < co. We show that x ~ x/,
i.e., that B(x, x") = B(x’, x) = 0.

Let us begin by showing that B(x, x") = 0.

Since crit f is compact and C is closed as connected component of a closed
set, C is compact. By invoking Lemma A.3.4 at every point of C and extracting
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a finite covering from the family of balls obtained, we have that, there exists
6 >0, L > 0such that, for every x € C,v € B(0, 0),

L(x,v) < L||v]?. (A.3.37)

Fix € € (0, 6) and define, for any ¢ € [0, 1],
t . , 1
A= / % ds . (A.3.38)
0

We have that A is an increasing bijection from [0, 1] to [0, A1] and is absolutely
continuous with A; = max(||7|, 1)/ e almost everywhere. Consider 7: [0, 11] —
[0, 1] the inverse of A, which is absolutely continuous with 7; = ¢/max(||y, |, 1)
almost everywhere. Define ¢ € C([0, M, RY) by ¢: = y, forany t € [0, A1].
Then, @ is absolutely continuous and, for any ¢ € [0, A1],

. . 5)‘/'&
= R s S— A.3.39
=T el D (A-339)
which has norm less than ¢ < 6.
Therefore, we have that,
M
Sne)= [ g o
0
M
<L [ lgdra
0
A
st [l
0
A
) / ol | dt
0
1
=¢L / llyell dt (A.3.40)
0

where the last equality is obtained by the change of variable t < ;. Thus, we
have shown that, for any ¢ € (0, 6),

1
B(x,x") < SL/ [[7¢]] dt (A.3.41)
0

with /01 [l7¢]| dt < oo by construction so that B(x, x) = 0.

Reversing the roles of x and x” and considering the path (y1-¢);¢[0,1] then yields
that B(x’, x) = 0. Therefore, we have shown that if there exists y € C([0, 1], C)
absolutely continuous such that yp = x, y1 = ¥/, then x ~ x’.

We now relax our assumption on the paths from absolute continuity to
piecewise absolute continuity (Assumption A.1). For x, x” € C, by assumption,
there exists y € C([0, 1], C) such that yg = x, 1 = x" and such that it is piecewise
absolutely continuous: y is differentiable almost everywhere and there exists
0=ty <t <--- <ty =1such that y is integrable on every closed interval of
(tn,tys1) forn =0,...,N—-1. Take0 <n < N—-landt, <s <t < ty41. ¥
restricted to [s, f] is absolutely continuous so that, by the previous case, all the
points of {y, : u € [s, t]} are included in a single equivalence class K. Taking
s =ty and t — t,. yields that {y, : u € (t,, ty+1)} is included in . Moreover,
by continuity of y, y;, and y;,,, belong to the closure of K, which is closed by
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Lemma A.3.8, so that y;, and y,,, belong to K as well. Therefore, y;, ~ 4.,
By transitivity, we obtain that x = o ~ ¢, ~ -+ ~ Y, ~ 71 = ¥’ so that
x ~x'. [

Combining Lemma A.3.11 and Lemma A.3.12, we have shown that any
connected component of crit f is included in a single equivalence class and
since they are connected, two distinct connected components of crit f cannot
belong to the same equivalent class; hence, we have that they coincide.

Corollary A.3.13. The equivalence classes of ~ are exactly connected components of
crit f.

We end this section by providing a sufficient condition for B(x, x’) to be finite.

Lemma A.3.14. Consider x,x’ € R? and assume that there exists T > 0, Yy €
C([0, T], R¥) absolutely continuous such that yo = x, yr = x" and such that, for every
t € [0, T], Vf(y:) is in the interior of the closed convex hull of the support of U(y;, w),
ie.,

V£(y:) € intconvsupp U(y:, w) . (A.3.42)

Then, B(x,x’) < co.

Proof. First, fix t € [0, T] and consider the exponential family of distributions
oc ePUOLO) P(dw) (A.3.43)

with parameter p € RY. We begin by applying Brown (1986, Thm. 3.6). The
family above is indeed minimal in the sense of Brown (1986, §1.1) since the
interior of conv supp U(y:, w) is non-empty by assumption. Combined with
(A.3.42), Brown (1986, Thm. 3.6) then implies that, for every t € [0, T], V£ ()
belongs to V,H(y:, R?) so there exists p; € R such that Vf(y1) = V,H(yr, pr).
As in the proof of Lemma A.3.4, we will now invoke the implicit function
theorem on the equation

VpyH(x,p) = Vf(x)+ 0. (A.3.44)

For this, need to check that Hess, #(y, p) is positive definite. For notational
convenience, denote by E,, cov,, and V,, the expectation, covariance and
variance operators with respect to the reweighted distribution

o ePrUOL©) P(d ) . (A.3.45)

For any non-zero vector g € R?, computing the Hessian of H at (), p;) yields
that

(q,Hess, H(yt, pr)g) = (q,covy, [U(yt, w)]q) (A.3.46)
=V, [{g, U(yt, 0))] (A.347)
= min E,, | (¢, UGy, @) - @)’ (A3.48)

E| (g, UG, @) - a0
= min

A.3.49
aeR ]E[e(pt,u()’t,w»] (A-349)
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The blanket assumptions on the noise (Appendix A.1.2) and Cauchy-Schwarz
inequality then yield

(9, Hess, H(yt, pe)q) > e 2P M) miﬂglE[«q, Uy, w)) — )| (A350)
ae
= ¢ 2MpIMA*D (g cov[U(ys, w)]g), (A.3.51)

which is positive by the positive definiteness of cov[U(y;, )] (Appendix A.1.2).
Hence, Hess,, H(yt, p:) is positive definite and we can apply the implicit function
theorem to (A.3.44) to obtain that there exists 6(y;) > 0, p: B(y, 0(yt)) X
B(0, 5(y;)) — R? such that, for any x € B(y;, (1)), v € B(0, 5(4)),

Vo H(x, p(x,v)) = Vf(x)+0, (A.3.52)

or, equivalently
VyH(x, p(x,v)) = 0. (A.3.53)

Therefore, as in the proof of Lemma A.3.4, we obtain that £ is continuous on
E(yt, o(y)/2) x B(0, 6(y+)/2) and therefore bounded by M(y;) > 0. Since y
is continuous, {y; : t € [0, T]} is compact and therefore, by extracting a finite
covering from

L) BOwsG/2), (A3.54)

tel0,T]

we obtain that there exists 6 > 0 and M > 0 such that, for every t € [0,T],
L(yt, ) is finite and bounded by M on B(0, ). Choosing a ¢ reparametrization
of y, which is C!, such that ||¢¢|| < 6 for every t € [0, S], we thus obtain a path
such that

S
So,s(p) = / L(¢t, @r)dt < MS < o0, (A.3.55)
0

which implies that B(x, x") < co. [

A.3.3  Lyapunov condition

Definition A.4 (Stopping times for the accelerated process). For any set A C RY,
we define the hitting and exit times of A:

) =inf{n > 1:x, € A} (A.3.56a)
o) =inf{n >0:x, ¢ A}. (A.3.56b)

We will need the following concentration lemma and its corollary.

Lemma A.3.15 (Part of the proof of (Rigollet and Hiitter, 2023, Th. 1.19)). Let X
be a random variable in R? such that, forallv e RY,

log]E[exp(<v,X>)] < @ . (A.3.57)

Then, for all t > 0, we have

]P(||X||2 > t) <6 exp(—é) : (A.3.58)
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Corollary A.3.16. In the context of Lemma A.3.15, it holds that

E[|IX|*] < 16d1og6. (A.3.59)

Proof. Since || X||? is non-negative, its expectation can be written as

E[|X]?] = /OWJP(HXHZ > t) dt

+00

< 8dlog6+/ 11>(||X||2 > t) dt . (A.3.60)
8dlog6

Invoking Lemma A.3.15 then yields that

+00 ¢

E[IX]?] < 8d10g6+6d/ exp(——) dt <8dlog6+8, (A.3.61)
8dlog6 8

which concludes the proof since 1 < dlogé. m

Lemma A.3.17 (Lyapunov condition). Define Ve, as in Lemma A.3.7. Then, there
exists K € R compact, 9 > 0, ¢ > 0 such that, foranyn < no, n > 0, if x, & K,
then, almost surely,

U Gen, @)l ||Vf<xn>||2)

Voo n+ _Voo n) = -
(Bat) = Venla )<”( () Bl
(num,wn)uZ

2 m) —(16dlog6 + C)) . (A.3.62)

Proof. By Assumption A.3, thereis R > 1, ¢ > 0 such that, for any x € R? such
that ||x]| = R,

fx)=c

c < U o (A.3.63)

= xle

IVl
20 > 16dlog6+c.

Then, define K = B(0, 2R + 1).

By definition, V. is twice continuously differentiable and, its Hessian satisfies,
for any x € RY,

2Hess f(x) _2(f)

Hess Voo (x) < < - (A.3.64)
o%(f(x)  o&(f(x)
For the sake of clarity, for any n > 0, denote by 6x, the quantity
Sy = L " Xn (A.3.65)
n
For any n > 0, we now have
Voo (Xn+1) = Veo(xy) < n(VVoo(xn), Oxn)
2
2
+ Ljloxall? sup — P . (A3.66)
2 te[0,1] Ooo(f(xn +H(Xp41 — X))
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We first focus on bounding the last term. First note that, by the blanket
assumptions, ||x,41—x, || < 2nM(1+]|x,||) so that, Forany t € [0,1],7 < (4M)7},

Iy +t(xpe1 = x|l 2 |20l = [[xn41 — 2l
2 [lxnll = 2nM(1 + [[x,l)

> %(||xn|| -1). (A.3.67)

If x,, is outside of K, we have that ||x, || = 2R+1 and thus ||x;, +#(xy+1 —x)|| = R.
Moreover, since R > %, x,, being outside of K also implies that %llxn || = 1and
80 [|lxy + t(xns1 — x)|l = Lllxxl. By the definition of R, we thus have

Ogo(f(xn +t(Xp41 = X)) 2 cllxy + (X1 — x0)|°

1 S
> c(z) il

2
c
> 4—5030( f(xn)). (A.3.68)
Thus, if x, ¢ IC, (A.3.64) yields that

£B(f)

2
L) 16xal?.  (A.3.69)

Voo (xn11) = Veo(xy) < n(VVm(xn), Oxy) + 772

Now, we can rewrite the inner product as

2V f(xn), 0xn)

0%(f (xn))
_ N2 + VG2 IVFG)l?  [1oxa]?
0% (f (xn)) 0% (f(xn)  o&(f(xn))

(VWoo(xn), 0x) =

(A.3.70)

Plugging this into (A.3.69) and assuming that n < %/ we obtain

. 165, + VEGIE I f o)l
Veslnen) V""(x”)“( oL (f(xa)) ozo<f<xn>>)
(num,wn)nz . ||Vf<xn>||2)

() B

where we unrolled 6x, in the last inequality. Using again that x,, ¢ IC, we obtain

(A3.71)

U (xy, a)n)”z
0%(f (xn))

which concludes the proof. |

Voo(X141) — Vo(xy) < 77( —(16dlog6 + c)) (A.3.72)

We will reuse, in later sections, the following fact that we thus state as a lemma:
the sequence of iterates of SGD is (weak) Feller (see e.g., (Hernandez-Lerma and
Lasserre, 2003, Def. 4.4.2)).

Lemma A.3.18. The Markov chain (x,,), >0 is (weak) Feller.

Proof. since both V£ and U are continuous, for any g: RY — R continuous and
bounded, the function.

x € RY 1 Eo[g(x1)] = Eolg(x — 1V f(x) + qU(x, @))] (A3.73)
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is still continuous and bounded. Therefore, the Markov chain (x),;>0 is weak-
Feller. ]

Lemma A.3.19. There is 1o > 0 such that, for any n < no, there exists an invariant
probability measure for (x,)n>0.

Proof. We invoke a general result on weak-Feller Markov chains that satisfy a
Lyapunov condition, e.g., Herndndez-Lerma and Lasserre (2003, Thm. 7.2.4) or
Douc et al. (2018, Thm. 12.3.6).

First, Lemma A.3.18 ensures that (x;,), >0 is weak-Feller.

Moreover, by Lemma A.3.17, there exists K C R compact, 7o > 0, ¢ > 0 such
that, forany n <no, xo =x ¢ K,

U (x, wo)ll?
0% (f(x))

Passing to the expectation yields that, for any x ¢ IC,

Veo(x1) — Vo (x) < r]( — (16d1og6 + c)) . (A.3.74)

E; [|IU(x, wo)l?]
0% (f(x))

U (x,wo)
% (f(x))

are verified from Assumption A.2(c)) yields that

]Ex[vw(xl)] - Vw(x) < n

— (16d1og 6 + c)) . (A3.75)

Appplying Corollary A.3.16 with X « (the conditions of application

Ey[Voo(x1)] = Voo (x) < —1c. (A.3.76)

Hence, for any x € RY, it holds

E[Veo(x1)] = Voo (x) £ —11¢ + 1{x € K}| sup Eyx[Ve(x")] - indf Voo + 1€,
R

x'ekk
(A.3.77)
with Vo, which is not identically equal to its minimum since f is coercive.
Therefore, we can apply Hernandez-Lerma and Lasserre (2003, Thm. 7.2.4)
with Vo — infra Vi, that guarantees that there exists an invariant probability
measure for (X, );>0- [

Lemma A.3.20. There exists a compact set X C RY, g > 0, such that for any compact
set X’  RY such that X C X’, there exists a,b > 0, such that

Vn<mn,xeX'\X,n>0, ]PX(TUX > n) < exp(—% + %) (A.3.78)

Proof. This result is a consequence of Lemma A.3.17: there exists K ¢ R?
compact, g > 0, ¢ > 0 such that, for any n < no, n > 0, if x,, ¢ I, then, almost
surely,

U (xy, wn)llz
0%(f (xn))

First, let us choose X. There is some R > 0 such that £ ¢ B(0, R). Define
R := e*M*(R + 1) and X := B(0, R). With n < (4M)~1, if, for some 1 > 0, x,, is
not in X', by Lemma A.1.3, for any k < [77], x,,+x has norm greater or equal to
R and thus x,,4x is not in K either.

Voo (X141) = Voolx) < 1]( —(16dlog6 + c)) . (A.3.79)
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Now, fix N > 0 and consider the event {7:2( >N } with xp = x € X"\ X.
This means that, for any 0 < n < N, xZ is outside of X and so, for any
0<n<N|n7'],x,isnotin K.

Summing (A.3.79) over n =0, ..., Nl_n‘lj —1yields

Voo (x)) = Veo(x0) = Vo (xny 1)) = Vo (x0)

Nln7]-1
< ”u(xn/ (Un)||2

<1 2, ( Z(f(n) —(l6dlogb+c)|. (A.3.80)

Define A := sup y, y Voo — infre\x Voo which is finite since f is coercive. By
definition, we have that Voo(x?\]) = Voolxg) = —A.

Therefore, on the event { T;]( >N }, we have

Nlg']-1 2
Z Wz(xn—wn)” > N|nt](16dlog6 + c) — =y (A.3.81)
prar O © f(xn) n

Now, on the whole event, consider the random variable X € RN L17)d Qefined
by

u(xrlr CU?’l)

O_go Of(xn)

(Xna +1,..., X(ns1)t) = forn=0,...,Nln7']-1, (A3.82)

we have that ]Px(’ch > N) < ]P,<(||X||2 > N|n7t](16d1og6 + c) — %)

Since, for any v € R4,

2
log E|exp <U,M> X0, X1, ..., Xn| < ||?72|| , (A.3.83)
A% 0 f(xn)

the random variable X satisfies the assumptions of Lemma A.3.15 with d «
N|ntd.

First, suppose that t := N|n7!](16d1og6 + c) — % is non-negative. Applying
Lemma A.3.15 with this ¢ yields that

P[> N} < IPx(HXII2 > N (16dlog 6 + c) — %)

N|nt](16d1og6 -4
S6NLn-1JdeXp(_ L™ J(6dlog6 + c) n)

8

( N|n7'](8d1og6 +c) — %)
= exp| - . (A3.84)

8

If ¢, defined above, is negative, then in particular % > N|n7!]c so that this
bounds still (trivially) holds.

Finally, in particular, for n < 1/2, [n7!] > (2)7! so we obtain

(A.3.85)

N(8d1
Po(ch > N} < exP(_w N A)

16n 81
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and our proof is complete. n

A3.4  Preliminary estimates and lemmas

We will use the following lemma, which corresponds to Kifer (1988a, Lem. 5.3).

Lemma A.3.21. Let K C RY be a compact set such that K N crit f = 0. Then there
exists ¢ > 0, N > 1, ng > 0, such that, foranyn > N, x € K, n < 1o,

]PX(TI';d\K > n) = ]P,((o,"C > n) < exp(-c(n = N)/n). (A.3.86)

Proof. The proof is exactly the same as the proof Kifer (1988a, Lem. 5.3), which
only uses the Ls.c. of Sy (Corollary A.2.9). [

The following lemma provides a convenient reformulation of the results of
Lemma A.3.20 and Lemma A.3.21.

Lemma A.3.22.

* There exists X C RY a compact set, ng > 0, such that for any X’ C RY compact
set such that X c X’, there exists ag,a,b > 0 such that,

n
aty b
e

Vn<no, a<ap, x€X\X, E, <en ™, (A3.87)

e Forany K C R? compact such that K N crit f = 0, there exists no, g, a,b > 0
such that,

ao
K aa
e +b

Vn<no, a<a,xek, E, <enm . (A.3.88)

Proof. The proofs of both statements are very similar, so we prove only the second
one for notational convenience. Fix K ¢ R? compact such that K N crit f = 0.
By Lemma A.3.21, there exists ¢ > 0, N > 1 such that, forany n > N, x € K,

1< 1o,
P, (a,”c > n) < exp(—c(n —N)/n). (A.3.89)

n_
Let us first bound E, [exp (M)] . We have that

n_ 0 n_
exp(M)l =[) P, exp(M) > t) dt
« Io

a e logt
s€u+/a exp(—fv o8 J)dt, (A.3.90)
el n a

n

where we used (A.3.89) in the last inequality.
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Lower bounding |s| by s — 1, we obtain that

1 -N 2 o log t
n el n o a n

—en + / et df . (A.3.91)
e

E,

Performing the change of variable s « ¢ t, we obtain that

E. exp(@) < e‘ﬁ'(l +/1ms—f« ds). (A.3.92)
When a < ¢/2, we obtain that
E, exp(@)] < e%(1+/1ms—2 ds), (A.3.93)
and therefore,
E, exp(%) < e(Ntll)a (l + /100 s72 ds) , (A.3.94)
which concludes the proof. n

The following lemma upper-bounds the probability of exiting a large neigh-
borhood of the critical points before visiting a smaller one critical points.

Lemma A.3.23. Consider crit f c U ¢ X ¢ R? withU an open set and X a compact
set. There exists X’ C R? compact set such that X ¢ X', A > 0, g > 0 such that, for
anyn < 1o, x € X,

P, (o’Z{, < TZ{) <exp (—%) . (A.3.95)

Proof. Define &’ = {x € R? : f(x) < sup, f + 1} and let Vi be as in
Lemma A.3.7.

Since ao is (stricly) increasing as its derivative is (stricly) positive by definition,
we have

A= s (supf + 1) - am(supf) >0. (A.3.96)
X X

By Lemma A.3.21 applied to IC < Xé \ U, there exists c > 0, Ng > 1,19 >0
such that for any n > Ny, x € X\ U, < 1o,

P, (077

XU > n) < exp(—c(n — No)/n). (A.3.97)

Defining N := [%] + No, which is greater or equal than 1, we obtain that, for
any 1 <o, x € X; \U,

A
P, (ané\u > N) < exp(—ﬁ) . (A.3.98)

Note that this inequality actually holds for any x € &Y.
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We now bound P, ( , > Tu) for x € X by distinguishing the cases where

WX, < N and O'X, > N. For any x € X, we have that
]Px( <TM)<]P( , <7, ”X,<N)+]P( , <7, 0 >N)
< P[0l < N) + Py WZN)
<P, o A A
< x(oxb, <N)+exp - (A.3.99)
where we used (A.3.98).

We now focus on bounding the first term. For this, we first show that GZ(, <N
6

implies that
disty (x”,FE(}(A/Z)) > 6/2. (A.3.100)

For the sake of contradiction, suppose that this inequality does not hold.

Therefore, there must exist & € Fy}(A/4) such that disty(x7,&) < 6. In
particular, there is some n < N such that &, ¢ A7, so that, by Definition A.2,

SN(E) = Sn+1(&) = B(&o, &n) - (A.3.101)

By Lemma A.3.7, we have that

3(50, En) 2 Vw(én) - Voo(EO)

> 0(00( inf f) - aoo(sup f) (A.3.102)

]Rd\Xr

since @« is increasing. By construction of X, we have further that

B(&o, &n) 2 (Xoo(SUp f+ 1) - Qoo (sup f)) =A, (A.3.103)
X X

so that Sy (&) = A, which is a contradiction with & € FEC}(A /2).
Therefore, we have that

IP((;”Xé < N) < ]P(distN (x’?,r{"}(A/Z)) > 5/2)
<exp (—%) (A.3.104)

where we invoked Corollary A.2.9 with 6 « 0/2,s < A/2, ¢ <« A/4. ]

The following lemma is key to our analysis: it shows that SGD spends most
of its time near its critical points.

Lemma A.3.24. Consider crit f C U ¢ X c R? with U an open set and X a compact
set. Then, there is some 1o, ao, a,b > 0 such that,

1112{

_u aa
e +b

Vn<no, a<ag xeX, Eg <e (A.3.105)

Proof. Fix € > 0. Without loss of generality, assume that A’ is large enough to
include the compact set given by the first item of Lemma A.3.22 (note that the
guarantee of the first item of Lemma A.3.22 still holds even if X is larger).
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Apply Lemma A.3.23 with i « U, X « X and denote by X the obtained
compact and 19, A > 0 such that, for every n < no, x € &,

P, (GUX < TZ{) < exp(—%) . (A.3.106)

Define r = sup,.¢/lx|| and R = e8M(1 + 7). Assummg that 7 < 1, by
Lemma A.1.2, for any x € X, the next two iterates of (x;l),0 satisfies ||xn | <R

and ||x;7|| < R. Define X’ := B(0, R).

We invoke both items of Lemma A.3.22 with K « X \ &/ and denote by ¢ > 0
a constant that satisfies the bounds of both items. In the rest of the proof, we
consider n and « smaller than the bounds given by this lemma.

Our goal is to bound, for any N > 0, the quantity,

nN
(aru )
exp
n

Note that, by construction, sy(«a, i) is finite.

1N = min(N, 1)) (A3.107)

sn(a,n) = supE, , where 7

xeX

Take x € X. In particular, Lemma A.3.22 implies that o}\u < 400 almost
surely for all x € X.

nN ac'l
at
exp( :)” ) = ]l{x . E€U}exp ;\u

92\

n ( nN _ 1 )
a0 5, alt, —o.
+1{x" R Xs}exp 0 exp

xwu n

n
aa;\"\u

<]1{x €U} exp

X\U

+1 x", ¢ Xs}ex Fw ex
{ 0/1‘?\14 (3} p n P n

(A.3.108)

so that we can apply the strong Markov property to the Markov chain (x;),0
with stopping time 0”~\ to obtain that

N ao'
at
E, exp( rl;[ ]l{x €U} exp i
X\M
aok O(TZ{N
+ ]l{x ¢ Xs}exp ]Exun exp ;

X\L{ I\

(A.3.109)
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We now bound

0”_1] N
exp| —4
n
(A.3.110)
Since x is in X, by definition, a}\ y sat least equal to 1 and x”, is still in
TR~
X. By definition of X", xZ” must still be in X”. Therefore, the guarantee of
B
Lemma A.3.22 applies and, since in particular it implies that T?V is finite almost
surely when the chain is started at x”, , we can apply the strong Markov

(]
|

(A.3.111)

]l{xzn ¢ X5} B

U s

n “TZZN
= ]Ex”,] 1{x, ¢ Xs} exp[ ——
TR\ n

rl_.
U

property to obtain that

nN

n
Tu

aT,,

]Ean ll{xo ¢ X}exp

o

< Ex”,, [It{xo ¢ X}exp

x\u

IEan
T

xX\U X

n
CYTX

<sn(a,m) ]Exnn 1{xo ¢ X}exp

XU

where, for the second inequality, we used the definition of sy (e, 1) and the fact
that x » isin X.
X

Now, to bound the remaining expectation, note that xy does not belong to
X and, a fortiori, does not belong to X'. Therefore, T?v depends only on (xZ)n21
and the (weak) Markov property implies that

- a’c?\, - a(l+ ’c?\,)
]Ex”, I{xo ¢ X}exp| ——=|| < En 1{xo ¢ X} Ey, [exp| ————
”i?\u N “il?\u N
(M0, it

(A.3.112)

by Lemma A.3.22, since the XZ” | Isstillin X so that x; of the chain started at
U
x", s still in &7
x\u

Lemma A.3.23 then implies that,

U
N ATy, _
E, |1{xo¢ Z}exp| ——|| < exp(M + b) (A3.113)
1 Z
Combining these bounds with (A.3.109) then gives
nN ac’,
art -
E, exp( ;’ )] < (1 + s;ﬂa,n)exp(% + b)) E,|exp ;7\?\@1

< (1 +sn(a,n) exp(M + b)) exp(% + b) ,

n
(A.3.114)
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by Lemma A.3.22. Since this inequality is valid for any x € X, we have shown
that

a0 a(1+2a)-A
sn(a,n) < (eTH] +sn(a,ne 7 +b) . (A.3.115)
For a < A/(2(1 + 2a)) and 1 small enough,
e < o % (A3.116)
and we obtain that .
sn(a,m) <2en (A.3.117)
Taking N — +c0 and using Fatou’s lemma yields that
D‘TZTL a4 p
supEy|exp[— ]| £ 2e7 7, (A.3.118)
xeX n
which concludes the proof. n
A.3.5 Estimates of the invariant measure
Define, for sets A, B c R,
B(A,B) =inf{B(x,z): x € A,z € B}. (A.3.119)
Recall that for any i, j, we define
B;j =B(Ki,Kj) = inf{B(x,z) : x € K;,z € K;}. (A.3.120)

Recall that, to avoid degenerate cases, we assume that (A.3.121) holds, that is,
Bjj <o foralli,j=1,...,K. (A.3.121)

With Lemma A.3.14, this assumption is satisfied in particular if the following
condition holds: forany i,j = 1,..., K, there exists a C! path y joining K; and
Kj such that, for all ¢, V f(y;) belongs to the interior of the closed convex hull of
the support of the noise U(y;, w):

Vf(y:) € intconv supp U(y:, w), (A.3.122)

This means there is a sufficient level of noise for the probability of going from
Ki to K; with at least one path to be non-zero (though it can be vanishingly
small). Note that it does not constrain the nature of the noise itself — which
can be discrete, continuous or else —, only the support of its distribution.

Moreover, if (A.3.121) did not hold, the same analysis as in this section could
still be carried out. We would consider the components of the graph ¢ connected
by edges with finite weights proceed with the proof on each of them, and obtain
the same results on each of these components. To keep the complexity of the
proof reasonable, we will not consider this case here.

We adapt to our context Kifer (1988a, Lem. 5.4) and simplify it using ideas
from Freidlin and Wentzell (1998b, Chap. 6).
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Definition A.5 (Freidlin and Wentzell (1998b, Chap. 6,§2)). For i, j,

Bij=inf{Sn(&):N 21,&€ RV, & e Ky, ena €K, &n g | JKiforn=1,...,N -2
1#i,j
(A.3.123)
We now defined an important object: the law of the (accelerated) iterated at

the first time they reach some set C° (typically a neighborhood of the critical
set), following e.g., Douc et al. (2018, Chap. 3.4).

Definition A.6 (Kifer (1988a, Prop. 5.3)). For C° open set, with hitting time (of
the accelerated sequence) Tgé = inf{n > 1:x) € C°}, (as in Definition A.4),

denote the law of xz,, started at x by Qcs(x, -) and the corresponding N-step
cd
transition probability by Qy{, (x, ).

In words, Qs (x, -) is the distributions of the x7 started at x at the first time
they reach C %, Typically, Qcs(x,U) is the probability that i/ c C? is reached first
among C°. Then, Qg’o(x, -) is the distribution of the x" started at x at the N-th
time they reach C°.

We first give estimates of the transition probabilities using the B; ;. We will
then translate them to B; ;.

Lemma A.3.25. For any ¢ > 0, for any small enough neighborhoods Cf of Ki,
i=1,...,K, thereis some 1o > 0 such that forall i, j, x € Cf,O <1n<no,

] Bij ¢
ch(x,c]-) < exp —T + ﬁ . (A3124)

where we defined C° == | JX, C°.

Proof. Assume that, without loss of generality, ¢ is small enough so that
Lemma A.3.9 with r < ¢ can be applied to every K;, i = 1,..., K. Denote by
Wi, i=1,...,K the corresponding neighborhoods of ;.

Since these W;’s are neighborhoods of the K;’s, there exists 6 > 0 such that
Urs(KCi) € Wiforalli =1,...,K. Require then that C? be contained in Us(K;)
so that Uy (Cl.b) c W;foralli=1,...,K. Moreover, assume that 6 > 0 is small
enough so that the neighborhoods U5(K;), i =1, ..., K are pairwise disjoint.

Define 0 < ¢’ < 6 such that U/ (K;) is contained in Cf foralli=1,...,K.

Fix i,j € I and consider & € (RN such that & € U{;(Cf) C W, én-1 €
Z/{(g(C]i.’) CWjand &, € Uy (IRd \ Ulﬂ-,j Clb) foralln =1,...,N —2. By the choice
of ¢/, &, cannot be in UZ#J Kiforanyn=1,...,N -2.

By definition of WW; and W, there are x € K;, x” € K; such that p(x, &) < ¢,
p(En-1,x") < &. Therefore, thepath C € (RH)N+2 defined as C = (x, &, &1, ..., En-1, X))

satisfies
SN(&) = Sn+2(C) —2¢. (A.3.125)

and, by definition of gi,j, we thus obtain,

SN(E) = Sn42(0) —2¢ > B j - 2¢. (A.3.126)

Fix x € Clb Let us now bound the probability

Qs (x,c]é) =P, (x”,, € cf) . (A.3.127)
ch
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We have, for any N > 0,

P, (xv e cf) <P, (xzné ect, 7, < N) +P(rh 2 N). (A3128)
C

n
’L'c(S

We first bound the second probability using Lemma A.3.24 applied to U C?.

Take N such that ag(a — N) +nob < —B; ;. Then, by Markov’s inequality and
Lemma A.3.24, it holds that for all n < 1o

n
aOTco (CYON)
ex > exp| —

ao(a — N) +b)
n

]Px(’[gé > N) <P,

< exp(

_EI.,].
<exp T . (A.3.129)

We now bound the term P, (xn,, € C].é, Tg s <N ) for this choice of N.

Tes
For this, we show that x, € C]FS with TZ s < N implies that
ch

’

_ 5

disty (x'l,rjj} (B,,]- - 35)) > (A.3.130)

Indeed, on the event xZn € C]‘.S with TZ s < N, there is some N’ < N such that
co

’cgf, = N’-1. Ifdisty (x’T,Fx‘}(gi,j - 35)) > % did not hold, this would mean that

there exists & € (R%)N such that disty (x7, &) < &, & = x and, Sn+(&) < Ei,j—?)e.

In particular, & would also satisfy &ni—1 € Z/{(y(C]‘.s), &n € Uy (RY\ CP) for all

n=1,...,N’"—2. This would be in direct contradiction of (A.3.126).
Therefore, we have that

. ~ o’
P, (xz,,(3 € C]‘.S, Tgo < N) <P, (dlStN (x”,F}{\;C}(B,-,]- - 36)) > 3)
C

gi,j —4e
<exp|- , (A.3.131)
n
by Corollary A.2.9.
Combining this bound with (A.3.129) yields
N o Bij — 4 ~By,
P.(x', € Cj ) <exp|——— | +exp| —= |, (A.3.132)
Teo n n
which concludes the proof. n

Lemma A.3.26. For any ¢ > 0,for any neighborhoods Cf of Ci,i=1,...,Ksmall
enough, there exists N > 0, no > 0 such that forall i, j, x € Cf, 0<n<no,

| B
QY (x,C?) 2 exp(—% - %) . (A.3.133)
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Proof. For any i, j, there exists Nj; > 1, &/ € (R?)Nii such that éé’j e K;,
&Nl €Ki, & ¢ UpjKiforalln = 1,...,Nj; — 2 and Sy, (£) < Bij+e.

Define (51',]' = min{d(éi{], Ul#,]- K):n=1,... ,Ni,j - 2} and 6 = mini,je[ (51',]'.
By construction, it holds that 6 > 0.

Require that Cf be contained in W; NUso(K;) foralli =1, ..., K. Now, given
such Cf neighborhoods of K;, i =1, ..., K, there exists 0 < ¢’ < 6/2 such that
U (K;) is contained in C,fs foralli=1,...,K.

Apply Lemma A.3.10to K;, i =1, ..., K with € < min(e, 6’/2) and denote
by N; the bound on the length of paths obtained. Define

N = maxN; +1. (A.3.134)
1€

Fixi,jelandx € C?. Since Cf C W, there exists z € K; such that p(x, z) < e.
Moreover, note that p(z, z) = 0 since z is a critical point of f.

By Lemma A.3.10, there exists n < N, & € (R?)" such that & =z, En-1 = &,
&k €Uy p(Ki) forallk =1,...,n—2and Sy(&) < e.

Considering the concatenation

C =\x,z,z,...,2, 50/ 51/ ey éan/ énfli 511/], ey é;\}] 1 (A3135)
N . 7
N-—n times

which is a path of length N + N; ; made of x € Cf, then exactly N points

in Uy (i) then N;; — 2 in R4 \Z/lé/z(Cb) and ‘S;\’JJ;]'— € Kj. Moreover, by

1
construction, SN+N,-J-(C) < El] + 3¢. Therefore, if

distn -, (x7,C) < 0'/2, (A.3.136)

with xg = x, then x?,...,x?\, are in Uy (K;) C Cf,5 and, since ¢’ < 0/2,
x?\] R ,an N2 are not in Uy /4(65), and therefore not in C®. Moreover,
X4, -1 Would be inty o (K) © €.

Thus, all the paths x satisfying (A.3.136) with xg = x are started at x and

their N-th point that fall into C° belongs to Cf’.

Therefore, using the definition of Qgé, we have that
QY (x,€9) 2 Py distu s, (47, C) < 8'/2)

Z‘i‘,]‘ +4e
17 7

> exp (A.3.137)

by Corollary A.2.9. n

Lemma A.3.27. Foranyi,j €I,

Bi,j=min{ B, tio=i,in1=j,ij€lforl=1,...,n=2,n 21}

=
N

K-2
= min{ By, iio=i,ixa=j, igelforl=1,...,K —2} . (A3.138)

203



204

WHAT IS THE LONG-RUN DISTRIBUTION OF SGD?

Proof. 1t suffices to show that

n-2
Bi; =min{z ~i,,l~1+1 tig=1i,iy1=j,p€lforl=1,...,n=-2,n>1;.
1=0
(A.3.139)

The statement of the lemma then follows from the fact that 51,1 =0foralll el
and that shortest paths on graphs can be chosen not to visit the same node
twice.

For the inequality (>), notice that any path between K; and K; can be
decomposed into a concatenation of paths between K; and KC;;, K, and Ky, .. .,
Ki,_, and K; for some iy, ...,i,-1 € I that do not enter any other equivalence
class in between. Therefore, the inequality (>) follows from the definition of

Bi,j and B
We now focus on ().

i1d141

Fix e. Taken > 1,ig =14, i1 = j, iy € I forl =1,...,n —2. There are
paths &Y,...,&"2 of lengths Np, ..., N,—2 such that éé € Ki, 55\][_1 € Ki,,,
Sny(EN < By, +e/nforl=0,...,n-2.

By Lemma A.3.10, forall/ =0,...,n -2, 55\[1_1 and 56*1 can be connected
by path of cost at most ¢/n. Therefore concatenating all these paths yield
C of length N with (o € Ki, Cn-1 € Kj and Sn(C) < 2172 By iy, + 2¢. Since
Sn(C) = B;,j, we obtain the desired result. n

Notation 1. We will write, for non-decreasing f: R — R,
axfbtc) & f(b-c)<a<fb+c). (A.3.140)

Proposition A.3.28. For any ¢ > 0 and any small enough neighborhoods C? of K;,
i=1,...,K, there exists N > 0, g > O such that forall i,j, x € C?, 0<n<no,

Bi
QY (x, %) = exp(—TJ + %) . (A.3.141)

Proof. Let us first start with (>).

Let N satisfy the conditions of Lemma A.3.26 and define N’ := (K — 1)N. For
anyi,j € I, by Lemma A.3.27, thereexistip = i,ix-1 = j,ij € [for[ =1,...,K=2
such that

K-2
Bij=> Bii- (A3.142)
1=0

Therefore, we have that the probability of reaching C]‘.5 from x € C? in

N’ = (K - 1)N steps is greater than the probability of reaching sequentially the
CSH from any point x € Cg, ie.,

=
N

: N’ o : N 0
xlé’lcfé ch (x, C]' ) > xlerzjf? ch (x, Cim)
1 1

o

1

giz i1 € ( Bij (K- 1)5)
exp| -——— - -] =exp| — - —— A.3.143
p( n n P n n ( )

=
)

\

I=

o

where we used Lemma A.3.26 to get the second inequality.
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Now for the reverse inequality (<). Take i, € I and denote iy = i, in'—1 = J.
By Lemma A.3.25, we have that

K-2

sub Q (x Cé) = Z l_[ Sup ch(x Cll+1)
XEC i1,...,ix—2€Il =0 XECD

Z 1_[ ( Pip, ity E

i1 rixz€l 1=0 N n

ZI—O Z'I i1 (K - 1)8
< E exp|-———+ . (A.3.144)
p( Y| n

il ..... i](,z el
Using Lemma A.3.27, we obtain that

sup Qco(x Cé) < Z exp(—@ + (K- 1)5)

xeCé i1 ,,,,, l‘K,2€I T] T]

Bi ; _
= KK-2 exp(—% + @) (A.3.145)

which concludes the proof. n
Let us now give our first estimates on the invariant measure.

Definition A.7 ((Freidlin and Wentzell, 1998b, Chap. 6,84)). Define, for every
1€,
Ei = E(K:) = min Z B, (A.3.146)
(]—)l)Et

where 7; denotes the set of trees rooted at i in the complete graph on I.

Proposition A.3.29. For any [ugb invariant probability measure for Qg, the induced
chain on C®, in the setting of Proposition A.3.28, forany i € 1,

E(Ki) —minjer E(K)) e ) (A3.147)
+5). 3.

uls (€)= eXP(— ;

Proof. If [ug s is an invariant measure of Qg, then it is an invariant measure of

be for any N given by Proposition A.3.28.
Freidlin and Wentzell (1998b, Chap .6, Lem. 3.1-3.2) combined with Proposi-
tion A.3.28 then give

exp(—E(K:)/n)

exp(—(z card I + 2)5/17) ZjEI eXp(—E(IC]’)/n)

< ul(C))
exp(—E(K:)/n)

<exp((2cardI +2)¢e/ . A.3.148
P 1S o exp—E() ) (A.5.148)

For 7 small enough, it holds that
> exp(=E(K;)/n) = exp| - min E(K;)/n = ¢/n]|, (A.3.149)

jel

which concludes the proof. n
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We now state a result that links invariant measures of (x), and Qg. Itisa
consequence of Douc et al. (2018, Thm. 3.6.5).

Lemma A.3.30. There is g > 0 such that, for 0 < n < 1o, if (x;}), has an invariant
probability measure ul,, then, for any C® measurable neighborhood of crit f, we have
that ul(C%) > 0 and ), the restriction of ud/ s (C®) to C° is an invariant measure

for the induced chain on C° and, for any measurable set H C RY,

-1

n b
% = /C , dul,(x) Ex Z;) 1{x} € H}|. (A.3.150)

Proof. We invoke the first item of Lemma A.3.22: there exists X ¢ R a compact
set, 19 > 0, such that for any X’ C R4 compact set such that X C &”, there exists
ao > 0 such that,

Vn<no,xe€X’, Eyle T | <+oo. (A.3.151)

Without loss of generality, at the potential expense of expanding X, assume
that C° c X.

By applying Lemma A.3.24 to U « C°® and X « X, we get that there is some
1o, &g, > 0 such that, forany n <19, x € X,

n
aTCb

e

E, < 400, (A.3.152)

In particular, we have that P, (7:2(3 < 00) = 1forany x € X, and a fortiori for any
x €CP.
Let us now show that, for any x € RY, ]PX(TZb < o) = 1. Fix x € R%. By

choosing X" large enough to contain both X and x, (A.3.151) implies that, with

Xo = X, T?Y < oo almost surely. Therefore, by the strong Markov property, it

holds that,
Pr(t; < 00) > inf P,(1); < o0) =1. (A.3.153)
zeX

Therefore the assumptions of Douc et al. (2018, Thm. 3.6.5) are satisfied as
well as its first item which yields the result. [

We reach the next proposition, which is the first part of our main result. It is
an adaptation of Freidlin and Wentzell (1998b, Thm. 4.1) to the discrete time
setting.

Proposition A.3.31. Forany ¢ > 0, for any C?, ..., CY measurable neighborhoods
of K1, ..., Kk small enough, there exists 1o > 0 such that for any 0 < n < 1o, #Zo
invariant probability measure for (x),, for any i € I,
E(]C,‘) - min]-€1 E(/C]) N &€

U )

ulh(C?) = exp| - (A.3.154)
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Proof. Let us first provide estimates for the unnormalized measure defined by,
for any measurable set H,

(H) = /H dul,(x) Ey Z 1{x] € H}|. (A.3.155)
n=0

n
e’

N . . n n n
By definition of 7 ,,, in the sequence of points xy, ..., x "y only x; can be
CO

in C%. Therefore, for anyi,jel, x € C]‘.S,

-1

co e
1 ifi=j,
E| Y ixpech|=1 "7 (A.3.156)
n=0 0 otherwise.
Thus, we have that,
ey = ply ()
E(K;) — minje; E(KC; .
= exp(— (k:) . jet E(K) + %) , (A.3.157)

by Proposition A.3.29. It now remains to estimate the normalization constant
f(R%). On the one hand, we have that

ARY) > maxi(Cy)
1€

E(K;) — minje; E(K;) e) _ exp(_i) (A3.158)

> - - <
2 max exp( . .
On the other hand, by Lemma A.3.24 applied with ¢/ « C° and X' « cIC?
(choosing C? small enough so that is bounded), the quantity

c= sup{]Ex[IZD] cx e 0<n<n) (A.3.159)

is finite. Therefore, we have that
ﬁ(]Rd) = ‘/Rd d#gé(x) E, [Tgé]
< c/d dygé(x) =c, (A.3.160)
R

which, along with choosing 7y small enough so that ¢ < exp(&/n), concludes
the proof. n

We will need the following lemma to prove the second part of our main
result.

Lemma A.3.32. Forany ¢ > 0, for any C?, ... ,CI‘Z measurable neighborhoods of
K1, ..., Kk small enough, D measumble set, Op > 0, there exists ng > 0 such that, for
any 0 <n <o, foranyiel, x EC?,

Bk, D)~ ¢ 8) , (A3.161)

]Px(Tg)ié < Tgé) < exp(— 7
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where
D_s, ={z€D:d(z,R"\D) > 6p}. (A.3.162)

Proof. The requirement on the C? are the same in the proof of Lemma A.3.25
but we restate them here for completeness.

Assume that, without loss of generality, ¢ is small enough so that Lemma A.3.9
with 7 < ¢ can be applied to every K;,i = 1,...,K. Denoteby W;,i =1,...,K
the corresponding neighborhoods of K;. Since these W;’s are neighborhoods of
the Ki’s, there exists 6 > 0 such that Uys(K;) € W foralli =1, ..., K. Require
then that Cf be contained in Us(K;) so that Us(cl les ) W;foralli=1,...,K.
Moreover, assume that 6 > 0 is small enough so that the neighborhoods Us(X;),
i=1,...,K are pairwise disjoint and that 6 < 0p. Define 0 < 6’ < 6 such that
U;(K;) is contained in Cf’ foralli=1,...,K.

Fix i € I and consider & € (R?)N such that & € Ui (cl Cf), ENn-1 € U(D-5p).

By construction, & € Us (Cf) C W;. Therefore, there exists x € K; such that
p(x, &) < €. Moreover, since 6’ < 6 < 6p, U{(D-5,) C D so that En-1 € D.

Define C = (x, &, . .., En-1) which is a path from K; to D so that

Sn(&) =2 Sn+1(0)—€e = B(K;,D)—¢. (A.3.163)

We now follow the same outline as for the proof of Lemma A.3.25. Fix x € C?.
For any N > 0, we have that

n n n n
P, (TD_(SD < ch,) <P, (TD_(SD <T

,T < N)+P (7 > N). (A3.164)
co’ ted oo

For some N large enough, Lemma A.3.24 yields

(A.3.165)

]Px(T25 > N) < exp(—w) .

n

We now bound PP, (Tg b < Tgé , 126 <N ) for this choice of N. For this, it suffices
—°D
to note that TTI:])_éD < Tgb ,Tgé < N implies that disty (xﬂlrx‘}(g - 23)) > %

Then, applying Corollary A.2.9 yields

B(K;,D) -3
P, (Tl”) b < TZO ,Tgb < N) < exp(—%) , (A.3.166)
—°D
which concludes the proof. [

We can use this lemma to upper-bound the u,(D).
Lemma A.3.33. For any ¢ > 0, any bounded measurable set D, there exists g > 0
such that for any 0 < n < 1o, wl, invariant probability measure for (x,}),, forany i € I,

_minieI{E(lCi) + B(/Ci, D)} — miniel E(ICI‘) + i
n

pl(D-sp) < exp , (A.3.167)

where
D_s, ={z€R?:d(z,RY\D) > 6p}. (A.3.168)
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Proof. Using C o ..., Cl‘z measurable neighborhoods of K1, . .., Kk small enough
given by Lemma A.3.32, we provide an estimate for the weight of D for the
unnormalized measure ﬁ defined in the proof of Proposition A.3.31, i.e., for

no_
Tcél

(D_s,) = /C 6 dpl, () Ex Z 1{x! € D_s, }|, (A.3.169)

n=0

and the result will follow from the estimate on the normalization constant z(R¥)
obtained in the proof of Proposition A.3.31.

By Lemma A.3.24 applied with ¢/ « C%® and X « clC® U D (choosing C°
small enough so that is bounded), the quantity

¢ = sup{Ey[7},]: x €C°UD, 0 <7 <o} (A.3.170)
is finite.

-1
Fixieland x € Cl.‘s. It Tg_bD > Tgé, then chjo 1{x] € D_s, } would be 0 so,

we have that

725—1 [ Tgé—1
E, Z 1{x] € D_s,}| = Es n{Tg_BD <} Z 1{x] € D_s,}
n=0 n=0

[ n oy 1
<E, 71{TD_5D < Tcé}’ccé]

=E

=

1 {’[g_(S < Tgb } Tg_é + ]Exlly7 [T25 ] ’
D D TD,L;D

where we used the strong Markov property. Bounding ’cg .. by ’l'g , on the
—°D

event {’L’;]D , < Tg s}, we obtain that
—°D

E, Z 1{x] € D_s,}| < Eq
n=0

]I{T;]loD < TZ,D}(TZO + ]Ex”n [Tgb]ﬂ

Tc(S

< ZC]PX(’(?) b < 7! )
—°D

co
< 2¢ exp(—%) ) (A3.172)
where we invoked Lemma A.3.32 for the last inequality.
Combining this bound and Proposition A.3.29, we obtain that
- B(Ki,D) - ¢
u(D-sp) < 2¢ Z TN (e )eXP(—L)
i€l n
<2 Cardlexp(_mlnieI{E(Ki) + B(Ki, D)} — minjes E(Ki) | 2¢ ,
n n
(A.3.173)

which concludes the proof. n
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A.3.6  Convergence and stability

Let us first begin by showing that, for every initial point, the flow of f converges
to one of the ;.

Lemma A.3.34. Forany x € RY, there is i € I such that

lim d(®(x), ki) = 0. (A.3.174)
—+00

Proof. Fix x € R%. For any t > 0, ©;(x) belongs to {z € R? : f(z) < f(x)},
which is compact by coercivity of f. Therefore, the set of accumulation points
of (©¢(x));s( is non-empty, connected and included in crit f. Therefore, since
the IC;, for i € I, are the connected components of crit f, there is i € I such that
the accumulation points of (0¢(x)), all belong to ;.

If d(©¢(x), ;) did not converge to 0, there would be a subsequence that
would converge to some point out of any C;, which would be a contradiction.
Therefore, d(0;(x), ;) must converge to 0. ]

Let us restate the definition of minimizing component that we introduced in
the main text.

Definition A.8. For any i € I, we say that K; is a minimizing component if there
exists U a neighborhood of K; such that,

argmin f(x) = ;. (A.3.175)
xeu

K; is called non-minimizing otherwise.
We now state a standard definition for asymptotic stability.

Definition A.9. A connected component of the critical points K;, for some i € I,
is said to be asymptotically stable if there exists U a neighborhood of K; such that,
for any x € U, O(x) converges to K;.

The notions of minimizing component and asymptotic stability are equivalent
in our context.

Lemma A.3.35. For any i € 1, K; is a minimizing component if and only if it is
asymptotically stable.

Proof. We start with the direct implication. Assume that ; is a minimizing
component. Therefore, there exists 6 > 0 such that

argmin f(x) = K;. (A.3.176)
xeclUs(Ki)

Moreover, assume that 6 is small enough so that, c1is(K;) N crit f = K;.
Then, for any x € Us(K;) \ K, f(x) > f(K;). By continuity of f, compactness
of clUs(K;) \ Us2(K;) and definition of minimizing component, we have that

f(x) > f(Ki). (A.3.177)

XECIU(S(’C )\Uo/z(’C )
Define &' = § minyeay ey ptc) {f () = £(Ki)} and
C? = {x € Uspp(Ki) : fx) < f(Ki) + 6"} cUs(Ki), (A.3.178)

which is a neighborhood of K; by continuity of f.
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We now show that trajectories of the flow starting in C° converge to K;.
Take x € C°. Since f(©;(x)) is non-increasing, then (©;(x)); remains in
{xeR™: f(x) < f(Ki)+6'}.  (O(x)) also cannot escape from Us»(Ki): if
it were, by continuity of the flow and of the distance to /;, there would be t > 0
such that d(©;(x), ;) = 6/2, whichis a contradiction since f(0;(x)) < f(K;)+9’.
Hence, (©;(x)); remains in Us/>(K;) and so in co. By Lemma A.3.34, (©:(x)):
converges to some component of the critical points, which must be K; since C?
is disjoint from the other components.

We now show the converse implication. Since K; is a connected component of
crit f, f is constant on ;. Denote by f;' this value. Take 6 > 0 small enough such
that Us(KC;) N crit f = K; and such that, for any x € Us(K;), (©:(x)); converges
to KC;. Take x € Us(K;) \ Ki. We show that f(x) > f. Forany ¢ > 0,

t
F@(x) - F(x) = - /O V@, (DI ds , (A3.179)

which must (strictly) negative since x is not a critical point of f. Since f(®:(x))is
non-increasing in t and lower-bounded — because infga f > —oo by coercivity of
f —, itmust converge as t — +oo and its limit satisfies lim;_, o f(®;(x)) < f(x).
Moreover, (©;(x)); converges to K; so that all its accumulation points belong to /C;
and have the same objective value f;". Hence, we have thatlim; . f(©:(x)) = f;

and f < f(x). [

In the following, we will thus use the terms minimizing component and
asymptotically stable interchangeably.

The next lemma shows that if K; is not asymptotically stable, then it is unstable
in the sense of Freidlin and Wentzell (1998b, Chap. 6,§4).

Lemma A.3.36. If K; is not asymptotically stable, then there exists j € I such that
B;;=0.

Proof. If K; is not asymptotically stable, then, for every n > 1, there exists
Xy € Uy, (K;) such that ©;(x,) does not converge to ;. By Lemma A.3.34, there
exists j, € I such that (®;(x,)); converges to K;,. Since I is finite, there exists
j € I such that j, = j for infinitely many n. Replacing (x,).>1 by a subsequence,
we can assume that (©;(x,)); converges to K; for all n > 1.

We now show that B; ; = 0.

Fix ¢ > 0 and consider W;(K;), W:(K;) which are neighborhoods of K;, K;
by Lemma A.3.9. Since (x,),>1 converges to K;, there exists n such that
Xy € We(K;). In turn, since ©;(x,) converges to Kj, there exists T > 0, which we
can choose integer, such that, @r(x,) € We(K;). Therefore, there exists x € K;
and z € K; such that p(x, x,,) < € and p(®r(x,), z) < e. Consider the discrete
path & € (RY)T*3 defined by & = x, & = ©y-1(x) forall1 < n < T + 1 and
&r42 = z. By Lemma A.3.2, we have that

Sr+3(&) = p(x, xn) + p(Or(x), 2) < 2¢, (A.3.180)

and therefore, since &y € K; and 142 € Kj, Bij < 2¢. ]

The following lemma is now a straightforward adaptation of Freidlin and
Wentzell (1998b, Chap. 6, Lemma 4.2).

Lemma A.3.37. If K; is not asymptotically stable, then there exists j € I such that
Bi ; = 0 and such that, for any € I, B > 0.
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Proof. For the sake of contradiction, assume that such a j does not exist. Then
we build an infinite sequence jo = i, j1,... such that B;, ;,,, = 0 forall n > 0.
By definition of equivalence classes, any j cannot appear twice in this sequence.
But since I is finite, this is a contradiction. [ ]

We now reach our final result on unstable equivalence classes: they have
negligible weight in the invariant measure.

Lemma A.3.38. If K; is not asymptotically stable, or, equivalently, non-minimizing,
then there exists j € I such that K; is asymptotically stable, B; ; = 0 and,

Ej <E; (A.3.181)

Proof. By Lemma A.3.37, there exists j € I such that B; ; = 0 and such that,
forany [ € I, Bj; > 0. Lemma A.3.36 implies in particular that C; must be
asymptotically stable

It remains to show that E; < E;. Take t € 7; such that

Ei= > B (A3.182)
(I—=k)et

j has an outgoing edge in t and denote by j’ the other end of that edge. Now,
consider the tree t’ € 7; obtained from ¢ by removing the outgoing edge from j
to i’ and adding an edge from i to j. Then, by definition of E;,

Ej< > By= Y By—Bjy+Bi. (A.3.183)
(I—k)et’ (I—k)et
But, by definition of j, B; ; = 0 and B; ; > 0. Therefore, E; < E;. ]

We now show the second part of our main result: the invariant measure con-
centrates on the ground states, which are asymptotically stable by Lemma A.3.38.
For this, we need the following lemma.

Lemma A.3.39. Forany i € I such that K; is minimizing, there exists 6 > 0 such
that, for any 0 < 0’ <0,
B(Ki, R*\ U}(K;)) > 0. (A.3.184)

Proof. Since K; is minimizing, there exists 6 > 0 such that, for any x € Us(K;),
f(x) > fi where f; is the value of f on K;. Take ¢’ < 6, U = U{(K;) and

A = min{ Ve (x) — aeo(fi) : x € RY, d(x,Ki) = 8'/2} . (A.3.185)

Then, by the continuity of V., and the fact that a is (strictly) increasing, we
have that A > 0. To conclude the proof of this lemma, we now show that
B(K;, R*\U) > %. Consider some T > 0and y € C([0, T], R?) such that yo € K;
and yT € RY\ W. By continuity of y and d(-, K;), there exists t € [0, T] such
that d(y;, K;i) = 8’/2. By the same computation as in Lemma A.3.7, we have that

A < Ve (yt) = Vo (10)
[N
- 2
0 O‘oo(f(‘)/s))
< 28j0,11(7)

Since this is valid for any y, we obtain that B(K;, R? \ ¢/) > %. [
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The next proposition shows that the invariant measure concentrates ex-
ponentially on states that are asymptotically stable (and contain the ground
states).

Proposition A.3.40. Consider | C I such that, for all i € |, K; is minimizing and,
such that, | contains arg min,_; E;. Consider C? small enough neighborhoods of IC; for

i € J. Then, there exists ¢ > 0, 19 > 0 such that, for any n < 1o, for any p, invariant
measure of (X, )0,

ul (]Rd \ Ucf) <en. (A.3.187)

i€

Proof. Take 6 > 0 small enough so that, for any i € J, Us(K;) C Cf and
A(Ki, R\ Us(K;)) > 0. (A.3.188)

This is possible by Lemma A.3.39.
Define
D =R\ U Us o (K7) - (A.3.189)
ie]

With the notations of Lemma A.3.33, we show that

R \ U C>cD_gp. (A.3.190)
i€]
Indeed, take x € RY \ Uies C?. Then, for any i € J, it holds that d(x, ;) > 6 and
so, we have

d(x,R"\ D) =d[x,R?\ Uué/z(ici) > g (A.3.191)

ie]

Hence x € D_s), and, it suffices to bound [JZO(D_(S /2) to show the result.

Moreover, for any i € |,
B(Ki, D) > B(K;, R \ Us/2(K:)) > 0, (A.3.192)

so that the quantity

c:= min(min E; —min E;, min B(K;, D)) (A.3.193)
ig] iel ie]
is positive.
Apply Lemma A.3.33 with 0p < 0/2, ¢ « ¢/2 to get that, for any ) < 1,
min;e {E(K;) + B(Ki, D)} — minje; E(K)) L c

1 21
(A.3.194)

ud(D_sp2) < EXP(—
But, for any i € I, the exponent can be estimated as

E(K;) — minje; E(KC;) ifi¢]
B(Ki, D) ifie],

{E(K) + B(K;, D)} = min E(K;) > (A.3.195)
]E
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which is always positive, even in the first case, since arg min;, E(Kj) c .
Therefore, it holds that
min{E(K;) + B(Ki, D)} —minE(Kj) - e 2 c— e = =, (A.3.196)
iel jel 2
which concludes the proof. u

A.3.7 Main results

In this section, we restate the main results Theorem 4.3, Theorem 4.4, The-
orem 4.6, and Theorem 4.7 and provide their proofs. They are now mostly
corollaries of the results of Appendix A.3.5 and Appendix A.3.6.

Theorem A.3.41. Suppose that i, is invariant under (A.1.15), fix a tolerance level
e >0, and let U; = U;(5), i = 1,...,K, be 6-neighborhoods of the components of
crit f. Then, for all sufficiently small 6,1 > 0, we have

Inlog ul,(U;) + E; — min; Ej| < & (A.3.197)
and
n
oo(Ui
g @) | p, “E|<e. (A.3.198)
oo (U))

More compactly, with notation as above, we have:

(A.3.199)

y;’o(ui) oc exp(——Ei A O(E)).

Proof. Note that if ul, is invariant for (A.1.15), it is a fortiori invariant for
the accelerated process (xg)nzo. This result is then a direct consequence of
Proposition A.3.31 (Appendix A.3.5). L

Theorem A.42. Suppose that ul, is invariant under (A.1.15), and let K be a non-
minimizing component of f. Then, with notation as in Theorem 4.3, there exists a
minimizing component K’ of f and a positive constant ¢ = c(IC, K') > 0 such that

n ’
L) _ exp(_ ok k) +e ) (A.3.200)

ulw) n

for all all sufficiently small n > 0 and all sufficiently small neighborhoods U and U’ of
K and K’ respectively. In particular, in the limit n — 0, we have ul,(U) — 0.

Proof. Let K = K; be a non-minimizing component. By Lemma A.3.38, there
exists j € [ such that E; < E;. The statement then follows from Theorem 4.3. =

Theorem A.43. Suppose that ul, is invariant under (A.1.15), fix a tolerance level
0 > 0, and let U = U(S) be a 5-neighborhood of crit f. Then there exists a constant
¢ = ¢5 > 0 such that, for all sufficiently small n > 0, we have:

ul M) =1—ec/n. (A.3.201)
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Proof. We actually show a slighly stronger result. Define | := { iel:K;is minimizing}.
We prove that there exists I/ neighborhood of | J;c 7 K;, a constant ¢ > 0, such
that, for all  small enough,

uds (]Rd V(e

i€]

<en. (A.3.202)

This is then a consequence of Proposition A.3.40 (Appendix A.3.6) with | « |.
Note | contain the ground states since they are minimizing by Lemma A.3.38. =

Theorem A.44. Suppose that ul, is invariant under (A.1.15), fix a tolerance level
0 > 0, and let Uy = Uy(6) be a d-neighborhood of the system’s ground state Co. Then
there exists a constant ¢ = c5 > 0 such that, for all sufficiently small n > 0, we have:

ul Uo) =1 —e~c/m. (A.3.203)

Proof. It suffices to apply Proposition A.3.40 (Appendix A.3.6) with | as the set of
ground states arg min. _; E;. They are necessarily minimizing by Lemma A.3.38.
[

iel

A.3.8 Extension: the mean occupation measures

We now state and prove analogue of our main resultsfor the mean occupation
measure (.
For this we will need a strengthened version of Assumption A.3, viz.

Assumption A.10. The signal-to-noise ratio of G satisfies
IVf()I2
— L T ®
0o (f (%))

In this section, we will posit that Assumption A.10 holds in addition to
Assumptions A.1 and A.2 and (A.3.121). We then have the following series of
results for the occupation measure p, of (A.1.15).

as ||x|]| = oo. (A.3.204)

Theorem A.45. Fix a tolerance level ¢ > 0, and let U; = U;(0), i = 1,...,K, be
0-neighborhoods of the components of crit f. Then, for all sufficiently small 6,1 > 0
and large enough n, we have

|nlog (i) + E; —minj Ej| < ¢ (A.3.205)
and )
Un Ui
lo +E;—Ei|<e. A.3.206
1798 Hn (uj) J ( )
More compactly, with notation as above, we have:
Un(Ui) o exp(—Ei+—O(€)). (A.3.207)

Theorem A.46. Let KC be a non-minimizing component of f. Then, with notation as
in Theorem 4.3, there exists a minimizing component K’ of f and a positive constant
¢ =c(K,K’) > 0such that

pin(U) (_c(lC, K’ + 8)
') =ep n

(A.3.208)
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for all all sufficiently small 1) > 0, n large enough and all sufficiently small neighborhoods
U and U’ of I and K’ respectively.

Theorem A.47. Fix a tolerance level 6 > 0, and let U = U(0) be a 6-neighborhood
of crit f. Then there exists a constant ¢ = cs > 0 such that, for all sufficiently small
1 > 0 and large enough n, we have:

y(U) =1 —e=c/M, (A.3.209)

Theorem A.48. Fix a tolerance level 6 > 0, and let Uy = Up(0) be a O-neighborhood of
the system’s ground state Co. Then there exists a constant ¢ = cs > 0 such that, for all
sufficiently small 1 > 0 and large enough n, we have:

i (Uo) =1 — e~/ (A.3.210)

We begin with a preliminary lemma which shows that, under Assump-
tion A.10, the sequence of mean occupation measure (1, ), >0 is tight (see e.g.,
Kallenberg (2021, Chap. 23)).

Lemma A.3.49. The sequence of mean occupation measures ({y)nx0 is tight.

The proof of this lemma first follows the proof of Lemma A.3.19 and then
relies on the same reasoning as the proof of Douc et al. (2018, Thm. 12.3.3).

Proof. By Lemma A.3.17, there exists K C R4 compact, 1o > 0, ¢ > 0 such that,
foranyn < 1o, xo=x € K,

2 \VJ 2
Veo(x1) = Vo (x) < n(”uz(x’wO)H - ”2f(x)” ) (A.3.211)
Af@) oA
Passing to the expectation yields that, for any x ¢ IC,
E [lU(x, wo)lI?]  IVF()II?
Eq[Veo(x1)] = Veo() < f = [ - G aolP] | zf(x)” . (A3212)
a5(f(x)) 05(f(x))
A lying Corollary A.3.16 with X « —£%20_ (the conditions of application
ppplying y Wryrs ( PP
are verified from Assumption A.2(c)) yields that
\V/ 2
Ex[Voo(x1)] = Vool(x) < —n”zfﬂ +1nx16dlog6. (A.3.213)
T (f(x))

Hence, for any x € R?, we have

Ey[Voo(x1)] = Vool(x) < 1{x € IC}(sup Ev[Veo(x')] - iIRrbf Voo)

x'ek
IVf ()l

"l 'C}(” Z(F(0)

—1n X 16dlog 6) , (A.3.214)
or, after rearranging,

Ey[Veo(x1)] - 1{x € IC}(sup Ey[Voo(x')] - i]lrgf Voo)
x'elC d

IVf£)II?

e ’C}(” ()

-1 X 16dlog 6) < Vel(x). (A.3.215)
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Since the function

x> —1{xe€ IC}(sup Ev[Veo(x')] - ianoo)
x'ekC RR?

IVf@)lI?
0% (f(x)

is measurable, lower-bounded and goes to infinity as ||x|| — oo by Assump-
tion A.10, one can then apply the same computations as in the proof of Douc
et al. (2018, Thm. 12.3.3) to obtain that the sequence of occupation measures
(4n)n=o is tight. (]

+1{x ¢ IC}(r] —1n % 16dlog 6) (A.3.216)

We now prove Theorem A.45 by adapting the proof of Theorem A.3.41.
Since the process is exactly the same for Theorem A.46, Theorem A.47, and
Theorem A.48, we omit their proofs.

Proof of Theorem A.45. We show that, for sufficiently small 6,1 > 0, forany i € I,
we have that

E; —min; E; + ¢
exp —%) < li}?l)i‘gfyn(?/{i)
< lim sup p, (U;)
n—oo
- Ei—min;E; —¢
<exp —f (A.3.217)

and the results in the statement will follow with 2¢ in place of ¢.

We apply Proposition A.3.31 (Appendix A.3.5): take 6 small enough so
Proposition A.3.31 can be applied with both the neighborhoods U/, . .., Uk and
clify, ..., clUk. One then obtain 179 > 0 such that, for all 0 < 1 < 19 and any yzo
invariant probability measure for (x]!),, for any i € I,

‘11] (U) > eXp(—E(ICi) - minjel E(IC]) _ E)
R U 1

E(K;) — minje; E(KC)) N e) (A.3.218)

L(clt;) < ex (—
H i p 1 1

We now prove that (A.3.217) holds. Fix i € I. By Lemma A.3.49, the sequence
of mean occupation measures (i, ),>o is tight, so that, by Prohorov theorem
(Kallenberg, 2021, Thm. 23.2), it is sequentially compact for the weak topology,
or, in other terms, for the convergence in distribution. Therefore, (t),>0 admits
a weak accumulation point which is a probability distribution and that we
denote by v. Applying Portmanteau theorem (Kallenberg, 2021, Thm. 5.25) to
the open set U/; and the closed set clif; yields that

v(U;) < iminf p, () < imsup p,(clif) < v(clls;). (A.3.219)

n—oo

Since (x5, )0, the sequence of iterates of SGD, is (weak) Feller by Lemma A.3.18,
v is actually invariant for (x,).>0, by, e.g., Douc et al. (2018, Prop. 12.3.1), and a
fortiori invariant for the accelerated process (x>0 Combining (A.3.218) with
(A.3.219) gives the result (A.3.217). |
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A4 POTENTIAL FOR THE INVARIANT MEASURE
A4.1 Gaussian noise

Though it does not formally fit into our setting, let us first begin with the case
where the noise is Gaussian. Since it is unbounded, our assumptions are not
satisfied and our theorems describing the invariant measure do not apply.
However, all the objects we consider are still well-defined, and, in that case,
it is possible to compute the E; explicitely. Moreover, this section serves as a
blueprint for the truncated Gaussian case of the next section.

Assume that, for every x € RY, U(x, w) follows a centered Gaussian distribu-
tion with covariance o%(f(x))I; for some continuous function 62 : R — (0, +0).

Akin to Vi, in Appendix A.3, a key role is played by the function V : R? — R
defined by

V(x) = 2a(f(x)) with a:R—R aprimitiveof 1/0%. (A4.1)

Since the noise is Gaussian, the Lagrangian and Hamiltonian have explicit
expressions: for every x,p,v € R,

Hix,p) = ~(VF(x), p) + 50D eI (A420)
_ o+ V@I
L(x,v) = 27 (A.4.2b)

This expression of £ make it clear that the action function penalizes the deviation
of a path from the flow: for a path y € C([0, T]) for some T > 0,

_ Ty + VEQyll?
Sr(y) —‘/0 —zaz(f(%)) dt . (A.4.3)

The computation of the E; relies on the following observation. Take a path
y € C([0, T]) for some T > 0 and consider ¢ defined by ¢; = yr—; fort € [0, T].
Then, the action cost of ¢ is given by,

T _~
ST((P)=‘/O =7t + Vol it

2027 (1)
T s+ VEOIP T2, V()
Y B P AV P e VAP ASATIAP
/0 227 00) /o 2o "
T
- Sy - / G V) d, (A44)
0

since VV(x) = 2a/(f(x))Vf(x). Therefore, we get that

Str() = Sr(y) = (V(yr) = V() (A4.5)

Take 7, j € I. This equality then translates to a relation between B; ; and B; ;:
considering y € C([0, T]) such that y € K;, yr € K; and taking the infimum
over all such paths, we get that

Bji < Bij+(V; = Vi). (A-4.6)

where, since f is constant on K; and K;, we denote by V; and V; the values of V
on K; and K; respectively.



A.4 POTENTIAL FOR THE INVARIANT MEASURE

Reversing the roles of i and j and applying the same argument shows that
this inequality is an equality:

Bj,i + V] = Bl‘,]‘ +Vi. (A.4.7)

Denote by C; j this common value. Crucially, C; ; is symmetric in i and j.
Consider now t* a minimum weight spanning tree on the complete but now
undirected graph on [ with weights (C; ;); ;. We show that the minima in the E;
are attained t*, or more precisely, a directed version of it.
Fix i and consider t € 7; a spanning tree rooted at i. We have that, since any
node j is the origin of exactly one edge in ¢,

DL Bt ) Vi= Y (ButV)+Vi
(j—l)et jel (j—D)et
Z Cii+Vi. (A.4.8)
(j—)l)Et

But by definition of £*, this sum is at least greater than ;e Cj1 so that we

have
D Bu+ Y Viz > Cu+Vi, (A4.9)

(j—)et jel (jelet

and taking f; an oriented version of t* rooted at i, the equality is attained.

Therefore, we have that
= D Biu= Y Cu- D Vj+Vi, (A.4.10)

(j—Det; (jeDet jel

or, in short, E; = V; + ¢ where ¢ > 0 is independent of i.

Therefore, the mass distribution over critical points is governed by a Gibbs
measure with potential V.

Let us now mention two particular cases.

e If 02 is constant, then V = i—};

e It 02 is linear, i.e., of the form o2(f(x)) = of(f(x) + og), thenV = G% log(f +

0(2)).

a4.2  Truncated Gaussian noise

To fit into our theoretical framework, we consider truncated Gaussian noise
instead. The general outline of the proof but with added steps to handle the
error due to the truncation. In particular, one must show that, without loss
of generality, we can only conider paths whose derivative has the same norm
as the gradient of f. This is done with Freidlin and Wentzell (1998b, Chap. 4,
Lem. 3.1) that we adapt to our setting.

Assume that U (x, w) follows a centered Gaussian distribution with covariance
02(f(x))I4 conditioned on being in B(0, R(x)) for some R(x) > 0.

As in Definition A.3, we define V(x) = 2a(f(x)) with o’ = % and denote by
Vi the value taken by V on K;.

Consider some 0 < 0 < % and assume that

RZ
sup 27H4(d + 1)e 1607 < 9, (A4.11)

xeR4
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so that the error term 2E(02(f(x)), R(x)) in Lemma A.5.2 is bounded by 6.
Moreover, assume that, for any x € R?

R(x)

IVl < —— (A.4.12)

Lemma A.4.1. Considery € C([0, T]). Then, thereexists y € C([0, S]) a reparametriza-
tion of y such that, for any t € [0, 5],

171l = IVF@II.- (A4.13)
and . )
17, + V(75

Sr(y) = /0 20+ )02/ ds . (A4.14)

Proof. By the proof Freidlin and Wentzell (1998b, Chap. 4, Lem. 3.1), there exists
t(s) change of time such that, with Y5 = y.s), |71l = IV (7s)]l.
We have that

til(T) . . .
Sr(y) = /O Es)L(s, (H(s) ' y,) ds, (A4.15)

so it suffices to bound L(ys, )75) from below: by definition, we have

5@ﬁ®ﬂﬂmaﬂ@ﬂ®ﬂ%+WWm—ﬂ%mwms?%%5}
2 SuP{(P (H) Y + VF@s)) — (1 +0) (f(yS))”p”Z pll <
(A4.16)

by Lemma A.5.2. Applying Lemma A.5.3 with v « (£(s))™'y,, w « Vf(¥s) and
A « (#(s))™!, now exactly yields, for almost all s,

(f (7))

L7s, (EHs) ) = () SUP{(P/ Vs V@) = (1+0)—=lpl : lIpll <

17 + V@I
2(1+6)0%(f(ys)

= (i(s)™ (A4.17)

R(ys
since [[7, + Vf (7o)l < 5.
Lemma A.4.2. With this setting, for any i € |

= > Cu-D Vi+Vi, (A.4.18)

(jelet* jel

Proof. Consider y € C([0, T]) such that yg € K;, yr € Kj and Sr(y) < +c0. Then,
by the previous lemma Lemma A.4.1, there exists y € C([0, S]) a reparametriza-
tion of y such that, for any t € [0, S],

Sy, + VEGIR
ST(Y)Z/O 2(1+ 6)a2(f(¥s)) *

_/Swﬁ+W0mF%+Ww%V%)
o 20+ 0)(F(75) 1+o 7

(A.4.19)

R(ys)

20%(f(75))

R(ys)

20%(f(ys))

!

}
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where we performed the same computations as above in Appendix A.4.1. Con-
sidering the path (s—s)se[0,s] and invoking the upper-bound on the Lagrangian
from Lemma A.5.2 with —);75 + V£ (s) which still has norm less than R(y;)/4,
we get that

1-6,  Viyr)-V(o)
SOz 58t =3

The result now follows from the same computations as in Appendix A.4.1. m

(A.4.20)

Aa4.3  Local dependencies

Under local assumptions similar to Mori et al. (2022), we demonstrate how the
modelling of the noise influences the invariant measure.

Lemma A.4.3. Consider K; minimizing, 0%: R — (0, +00) continuous, and take
a: R — Rsuch that o’ = % Assume that H* is a positive definite matrix such that,
locally near IC;, it holds that:

alf)= > g, (A.421)

A€eig H*

where x, denotes the orthogonal projection of x on the eigenspace of the eigenvalue A and
where ¢*: R? — R is continuously differentiable. Define the potential V: R* — R

by

A
V(x) = Z ng(“) . (A.4.22)
Aeeig H*

If we have the anistropic subGaussian bound: for x in a neighborhood of IC;, p €
B(O, IV ()1,
o*(f(x))

H(x,p) < T@/H*zﬂ) / (A.4.23)

then there is 0 > 0 such that, forall j # i, any 0 < 6’ <6,
Ej > min{V(x)-V;:x,d(x,K;)) =06} >0, (A.4.24)

where V; is the value of V on K;.
Moreover, there exists R > 0 such that, if there exists ¢ > 0, s2 > 0, such that, for all
x € B(0,R) \ Us(K;), v € B(Vf(x),0),

L(x,v) < ek (A.4.25)

then there exists C > 0 that depends only on v, R, c, f restricted to R\ U, (K;) such

that
C

Ei<—. (A.4.26)
s

The assumptions on the Hamiltonian and the Lagrangian roughly say that the
noise share some similarities with Gaussian distributions with the prescribed
variances. In particular, they are satisfied in the (truncated) Gaussian case, as
shown in Lemma A.5.2.

Moreover, a takeaway of this lemma is that, if a2 or the eigenvalues of H* are
small enough, then K; must be the ground state even if it may not be the global
minimum of V. This lemma is general enough to handle non-constant variance:
a notable example is when 02(f(x)) is linear in f(x) and where the resulting
potential V then depends logarithmically on the value f.
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Proof. Denote P, € R™ the orthogonal projection on the eigenspace of H*
associated with the eigenvalue A. V can thus be rewritten as

2gMP
V=Y w, (A.4.27)
Aeeig H*
so that its gradient is given by
2P, Vg (P
W= Y %(”). (A.4.28)
Aeeig H*

In particular, we obtain that for x close enough to X;, using the orthogonality of
the projections,

Ai(x, VV(x)) < Oz(f;(x)) (VV(x), H'VV (x))

_ 2 (f(x) 4)|PaVg* (Pax)|I?
A

Aeeig H*

2
=2 (J; () (VV(x),2V(x o f)(x))

=(VV(x), Vf(x)). (A.4.29)

Therefore, for x close enough to K;, we have that
H(x, VV(x)) = —(VV(x), Vf(x)) + H(x, VV(x)) < 0. (A.4.30)
For x close to K;, let us compute (VV(x), V£(x)):
(VV(x), Vf(x)) = *(f(x)(VV(x), V(a o f)(x))

A
=y Yy, BTG (A431)
Aeeig H*

which is (stricly) positive in a small neighborhood of K; (excluding K; itself).
Therefore, V is decreasing on trajectories of the flow in this neighborhood. With
the same proof as in Lemma A.3.35, we deduce that there exists 6 > 0 such that
argmin, ., ) V(x) = K;. Moreover, take 6 > 0 small enough such that (A.4.30)
holds on Us (i), Us(KC;) N crit f = K; and the trajectories of the flow started in
Us(KC;) stay converge to ;. We now proceed as in the proof of Lemma A.3.39.
Take 6’ < 0/2, U = Ui (K;) and A = min{V(x) -Vi:xeRY, d(x,K;) = 6’},
which is positive by definition. Fix j # i: we show that B; ; > A. Consider some
T > 0and y € C([0, T],RY) such that )y € K; and yr € K;. By definition of 6
and by continuity of y and d(-, K;), there exists t € [0, T] such that d(y;, K;) = 9.
Therefore, we have that

t
So,r(y) = Sou(y) = /O L(ys,Vs) ds, (A4.32)

and therefore, by definition of £ as the conjugate of 7, we obtain that

t t
Sor(y) > /0 Ges VV () = e, TV () ds > /0 G YV, (A433)
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where we used (A.4.30) in the last inequality. Thus, we get
Sor(y) 2 V(y) = V(o) 2 A, (A.4.34)

with any ¢’ < §/2 (and therefore 0 in the statement corresponds to 6/2 here).

Finally, it remains to show that, any | # i, E; > A. Consider any tree rooted at
I: it must have an edge of the form i — j for some j € I and therefore the sum
of its weights will be at least B; ; > A. Hence, since it holds for any such tree,
we have that E; > A.

We now prove the second part of the lemma. 6 was chosen small enough so
that it is possible to find R > 6 such that B(0, R) \ Us(K;) contains all the K;
for j # i and not K;. The assumption on the Lagrangian implies that, for any
x € B(0,R) \ Us(K;), v € B(0,c),

£(x,0) < W.

(A.4.35)
Fix j # i and take y € C1([0, T], R%) such that yo € Kj, x = yr € Us(K;) and
y remains in B(0, R) \ Us(K;). Without loss of generality, at the expense of
replacing y by a reparametrization, we can assume that y; in B(0, ¢) for all
t € [0, T]. Then, we have that

T Ty. +V 2
Sor(y) < / L(ys,s) ds < / w ds (A.4.36)
0 0

which depends only on the value of V f outside of U;>(K;). But, by the same
reasoning as in Lemma A.3.37, since the flow started at x converges to KC;, we
have that B({x}, K;) = 0. Therefore, we have that,

T . \V} 2
B,-is/ 175 + V£ (ys)ll ds (A437)
! 0 252

and, taking the maximum of such quantities over all j # i, we obtain C > 0
such, for any j # i,

C
Bj,i <

<= (A.4.38)
S

To conclude on the value of E;, we consider the tree rooted at i made of all the
edges (j, i) for j # i. It has weight at most (K — 1)C/s? and therefore, we have
that E; < (K —1)C/s>. n

A.5 AUXILIARY RESULTS
Ab.1  Truncated Gaussian distribution

Lemma A.5.1. Consider X ~ N(0, X) a multivariate Gaussian distribution . € R¥¢
positive definite. For R > 0, define the truncated Gaussian random variable (r.v.) Xg
by conditioning X to the ball B(0, R). Define

H(p) = log]E[f,’(p’XR)] (A5.1)

and -
. . __R
E(Z,R) = 4= (tr 2 + ||T])29+3 (A5.2)
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Then, for R > 0 such that

R 2 \[Il@d +4)log2,
it holds that, for any p € R such that |Zp|| < R = R,

[H(p) - 1p, =p)| < JEE, R)lIpI?
[VH(p) - Zp|| < E, B)lip
|[Hess H(p) - Z|| < E(Z,R).

Proof. Define, for A a measurable set,

1
Z(A):/e_ix'z iy,
A

(A.5.3)

(A.5.4a)
(A.5.4b)
(A.5.4¢)

(A5.5)

and, for convenience, K = E(O, R). For notational convenience, in this proof,
we will denote the inner product between two vectors x and p with a simple

dot x - p. We have that

1
2PEp 1 ,
E[eXe?] = E’Z(K) i e~ (I (-Tp) g
1.
_ o2V —%x"Z‘lx’ dx’
Z(’C) K-Xp
— e%p-ZpZ(K B ZP) ,
Z(K)

where we performed the change of variable x’ < x — Ip.

Define

flp) =Z(K-Zp) = / o 2OIP I (-Tp) gy
K

so that

Therefore it suffices to bound log % and its derivatives.

Differentiating yields

Vip) = / (x — Tp)e 20T ET0Tp) gy
K

(A.5.6)

(A5.7)

(A5.8)

(A.5.9a)

Hess f(p) = /’C(x -Ip)(x - Zp)Te_%("_Z”)'Z_l("_ZP) dx-Xf(p). (A.5.9b)

Note that, by symmetry of B(0, R), V£(0) = 0.

We first bound Hess f(p). Performing the change of variable x” « x — Zp

again gives us

1 7y =1,
Hess f(p) = / Xx'Te 2 E N dx' — f (p)
K-Zp

as Lesay o,
= (x'x"" = X)e 2’ dx
K-Zp
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1 r.y=1,1
= - / (x'T —L)e 2V gy (A.5.10)
RY\(K-Zp)

_l 7y =1,
where we used that fRd ('x'T = X)e 2V = X dy’ = 0.

By definition of R, K- Tp contains B(0, R). We now bound the operator
norm of Hess f(p):
712 7136'-):’136/ ’
[[Hess f(p)|l < (X117 + IZ1)e ™2 dx
RA\(K-Lp)
1 ry=1.,7
= A e
RY\B(O,R)
_ﬁ 1 7y =1,
el N I e
R4

RZ
e AT (tr T + ||Z]))(4n)*? det(T)V/?, (A.5.11)

We now bound V£ (p). The change of variable x” <~ x — ¥p yields
_lxl.z—lx' ’ ’ _lxl.z—lxl ’
Vfp) = / Xe 2 dx’ = / xe 2 dx',  (A5.12)
K-Zp RI\(K-Lp)

’ —lx'-Z'lx’ ’
where we used that fRd x'e” 2 dx’ = 0.

Therefore, similar computations as above yield that

, _l 7y =1,7
IVl < / I/ lle™ 25
R4\(K-Lp)

1 _
< / ez E gy
RY\BB(0,R)

R2 !
< ¢ Al ”xr”e—zx Ix dx’
R4
R2
< ¢ HETVir £(47m)%/2 det(z)2. (A.5.13)

Let us now lower-bound f(p). In the same fashion as above, we have that

1 /v
f(P)=/ e 2E gy
K-Xp

_l 7.y =1,
2/ e 2" e
B(0,R)

1'2‘2
> (2m)*/? det(2)1/2(1 — 2412 4]T] ) , (A.5.14)

so that, if R > +/[[Z[[(2d + 4)log 2, it holds that
f(p) = 1@2n)"? det(x)'/? (A.5.15)
The Hessian of log f/f(0) is then given by

Hesslog fp) _Hessf(p) Vi(pIVI(p)T (A5.16)

fO  fp) fp)?
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(A.5.11), (A.5.13), and (A.5.15) combined yield that

Taylor-Lagrange inequality now yields the full result since log f(0)/f(0) =
and Vlog f(0) = 0. |

Hesslog —

2
|):|| \/_Zd/ZH)

<e 4IEII tr X+ ||Z|)2%72 + [ %
F0) ( 111

R _
1 (tr T + ||Z])2%*% = E(Z, R) . (A.5.17)

<e 4

Lemma A.5.2. Consider X ~ N(0, 021;) a multivariate Gaussian distribution with
02 > 0. For R > 0, define the truncated Gaussian r.v. Xg by conditioning X to the ball
B(0, R). Define

H(p) = log]E[e<p'XR>] (A.5.18a)
L(p) = H(p), (A.5.18b)
and
RZ
E(0%,R) = e 1662 293(d + 1) (A.5.19)

and assume that R > 0 satisfies

R> 40\/(11 +3)log2 + log(d +1). (A.5.20)
Then, for any p € R¥ such that ||p|| < 5o R, v e R? such that ||v|| < Ii, it holds that

o*pl> o*|lpl®

(1 —E(e?, R)) (A.5.21a)

( —2F(o? R))

<H(p) < (1 + E(d?, R))

|| & ||v||

<Z(v) < (1 + 2E(0? R)) (A.5.21D)
Proof. First, let us show that, for any r > 0, VH (E(O, r)) is an open ball centered

at 0. Since the distribution of X is invariant by rotation, this set can be rewritten
as
Vi (E(o, r)) - {v eRY: ||o|| {||V7It(p)|| . p € B(O, r)}} . (A.5.22)

But, by connectedness of B(0, ) and continuity of V#, {HV’H(p)” :p € B(O, r)}

is an interval. Since V#H(0) =

VH (E(O, r)) being compact and therefore closed, it must be the latter. Hence,

we have shown that

vﬁ(ﬁ(o, r)) -B

0, sup HV?—ZH) . (A5.23)
B(0,r)

We apply Lemma A.5.1 with R « 2. Note that our choice of R implies that

R satisfies the condition of Lemma A.5.1 and, moreover, that E(¢2,R) < %
Lemma A.5.1 directly implies the bound on #H.
Consider p € R such that ||p|| < 3 R Then, by Lemma A.5.1, we have that

_ _RZ
IVFp)| = P lpll = e 16523 (1 021a) + [lo21a] ) I
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= d?[lpll(1 - E(o* R))

a?llp||
> —, (A.5.24)
where we used that E(62, R) < 3. Therefore, we obtain that sup{”V?—L(p)” pE ]B( T 2)} >
2 so that VH (]B(O, o 2)) contains B(0, £).

Take v € B(0, &) which therefore belongs to VH (]B(O, ra )) Therefore, £(v)

can be rewritten as . )
L(v) = sup (v,p)-H(p). (A5.25)
peB(0,555)

Using Lemma A.5.1 again, we obtain that

sup (v, P)——(1+E(0 R)loll? < L(v) < sup. (v, P)——(l E(o%, R))llvll*,

peB(0,555) peB(0,55;)
(A.5.26)
so that, since E(¢%,R) < %, we obtain that
o] 5 o]
< L(v) < . A.5.27
221+ EQLR) ~ Y9 S 30— EeiR) (A.5.27)
Since, for x € [0,1/2], both = H >1-2xand ;= <1+ 2x hold, we get
2 2
ol (1 2E(o? R)) £(w) < 1l (1 +2E(c?, R)) (A.5.28)
202 202
which concludes the proof. m

We will require the following technical lemma.

Lemma A.5.3. Consider v,w € RY such that 0 < ||w|| < %for some R,y > 0.
Define,

fy= sup (pu) = Sipl?, (A5.29)
peRpl|<R
then, with A = H
A f( + w) < fo+w). (A.5.30)

Proof. Define p := i (% + w) which has norm at most R since ||w]|| < 2 . Then,

1
u
we have that

/\f(; +w) —flo+w) < /\(<p,; + w> - g”pHZ) _ (<p,v +w) - §||P||2)
= (=1, w) - 5lpl?)
=(A-1)x %(“’A—”’) + ol - %(zuwnz +2_<U'Aw>))
=0, (A.5.31)

and our proof is complete. [






THE GLOBAL CONVERGENCE TIME OF STOCHASTIC
GRADIENT DESCENT IN NON-CONVEX LANDSCAPES:
SHARP ESTIMATES VIA LARGE DEVIATIONS

This appendix contains the proofs for Chapter 5. It is extracted from Azizian
et al. (2025a).

B.l LARGE DEVIATION ANALYSIS OF SGD
8.1.1 Outline of proof

Before reviewing notations and assumptions, we provide an overview of the
proof of our main results Theorem 5.7 and Theorem 5.10.

Our framework is built on a large deviation principle for SGD (Appendix B.1.4):
it yields precise estimations of the probability that SGD approximately fol-
lows an arbitrary continuous-time path. In particular, this LDP concerns the
accelerated (subsampled) SGD process x1 n=0,1,...,defined as

X4 = Xn|1/n) (B.1.1)

We rely on the LDP from (Azizian et al., 2024b)that we restate in Appendix B.1.4.
Note that this LDP is obtained as a consequence of (Freidlin and Wentzell,
1998b, Chap. 7) by comparing the process (x>0 to its continuous-time linear
interpolation (X (t)):>o defined by

t_
X(t) = xp + —1

(xn+1 - xn) (B.l.Z)

forallm =0,1,...,and all ¢ € [n7n,(n + 1)n]. This is why the action function
(B.1.17) is defined in terms of continuous time.

Our framework also builds on two other key results from (Azizian et al.,
2024b). First, we need Lemma B.1.4 restated in Appendix B.1.5 that provides
a control on the return time of SGD to a neighborhood of the set of critical
points. In particular, it shows that the distribution of this return time is roughly
sub-exponential. Second, we require the careful analysis done in (Azizian et al.,
2024b)that exploits the structure of the set of critical points to obtain regularity
properties on (B.1.17) locally, see Appendix B.1.6.

In Appendix B.2, we study the transitions of SGD, or more precisely the
sequence of (B.1.1), between connected components of critical points. In short,
we characterize the probability that the iterates of (B.1.1) transition from one
component of critical points to another as well as the time it takes to do so.
It is because of this new requirement compared to (Azizian et al., 2024b)that
we have to refine their estimates. For this, we introduce an induced Markov
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chain (z,;)n>0 (Definition B.12) that lives on the set of critical components and
captures the essential global convergence properties.

With the transition probabilities and times in hand, the system can now be
analyzed as a finite state space Markov chain whose states are the components
of the set of critical points. Leveraging the tools of Freidlin and Wentzell
(1998b), restated in Appendix B.3.1, we obtain a characterization of the global
convergence time of (B.1.1) to the set of critical points in Appendix B.3.2.

The only thing left to do is to translate the results obtained for the subsampled
process of (B.1.1) back to the original process of SGD (Appendix B.3.3). The
upper-bound is immediate but the lower-bound needs some care. This is
where the attracting strength defined in Appendix B.1.2 comes into play: if
the attracting strength is large enough, we can show that when SGD reaches a
neighborhood of a global minimum, it will remain there enough time for the
next iterate of the subsampled process of (B.1.1) to still be in that neighborhood.
This in turn allows us to show the global convergence times of SGD and the
subsampled sequence roughly coincide, concluding the proof of Theorem 5.7.

Appendix B.3.4 is then dedicated to obtaining Theorem 5.10 while Ap-
pendix B.3.6 establishes the link between the presence of spurious local minima
and a non-zero energy.

The results of Appendix B.4 are then obtained in Appendix B.4.

For convenience, the main dependencies between sections of the appendix
are summarized in Figure 26.

B.1.2  Setup and assumptions

Before we begin our proof, we introduce here notations and we revisit and
discuss our standing assumptions. In particular, to extend the range of our
results, we provide in the rest of this appendix a weaker version of the blanket
assumptions of Appendix B.1.2 which will be in force throughout the appendix.

We equip RY with the canonical inner product (-,-) and the associated
Euclidean norm ||-||. We denote by B(x, r) (resp. B(x, r)) the open (resp. closed)
ball of radius 7 centered at x.

We also also define, for any A C RY,

Us(A) == {x e R?: d(x,A) < 5}. (B.1.3)

For any T > 0, we denote by C([0, T]) = C([0, T], R) the set of continuous
functions from [0, T] to R¥.

We begin with our assumptions for the objective function f, which are a
weaker version of Assumption B.1.

Assumption B.1. The objective function f: R? — R satisfies the following
conditions:

(a) Coercivity: f(x) — oo as ||x|| — oo.

(b) Smoothness: f is C2-differentiable and its gradient is f-Lipschitz continu-
ous, namely

IVF(x')=Vf(x)| <Bllx’—x||  forallx,x" € RY. (B.1.4)

Assumption B.2 (Critical set regularity). The critical set

crit(f) = {x e R : Vf(x) = 0} (B.1.5)
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Prerequisite Results

B.4 Return to critical points ‘ ’ B.5 Attractors B.3 A LDP for SGD ‘ ’ D.1 MC on finite state spaces
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nalysis Of| Transitions
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v C.1 Setup, C.2 Induced Chai
B N nduce f a C.6 Transition time
C.5 Intial transition C-3 Estimates of
the transition probabilities
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‘ C.4 Accelerated induced chain ‘

L

Finite-Time Analysis

D.2 Hitting time of the
accelerated process

| 7

D.3 Hitting time of SGD

D.4 Basin-dependent
convergence result

Interpretations And Applications

E.1 Noise assumptions

E.2 Potentials and path reversal D.5 Full transition costs
E.3 Graph representation D.6 Link to topological

properties
of the loss landscape

Figure 26: Structure of the proof: arrows represent the main logical implications between
the main parts of the proof. The group “Prerequisite results” gathers the tools
from the literature that we rely on, mostly either from [4, 20, 21]. Our key
technical contributions that lead to Thm. 1-2 are “Analysis Of Transitions”
and “Finite Time Analysis”. The results of §5 come from “Interpretation and
Applications”.

of f consists of a finite number of (compact) connected components. Moreover,
each of these components K is connected by piecewise absolutely continuous
paths, i.e., forany x, x” € K, there exists y € C([0, 1], K) such that yo = x, y1 = ¥’
and such that it is piecewise absolutely continuous, i.e., y is differentiable almost
everywhere and there exists 0 = ) < t; < --- < ty = 1 such that y is integrable
on every closed interval of (f,, f;4+1) forn =0,...,N -1

Note that, since connected components of a closed set are closed, Assump-
tion B.1 automatically ensure that the connected components of crit(f) are
compact.

Unlike in Assumption B.1, we do not require the connected components of
crit f to be smoothly connected but only piecewise absolutely continuous.

Remark 5. The path-connectedness requirement of Assumption B.2 is satisfied
whenever the connected components of crit(f) are isolated critical points,
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smooth manifolds, or finite unions of closed manifolds. More generally,
Assumption B.2 is satisfied whenever f is definable — in which case crit f is
also definable, so each component can be connected by piecewise smooth paths
(Coste, 1999, Van Den Dries and Miller, 1996). The relaxation provided by
Assumption B.2 represents the “minimal” set of hypotheses that are required
for our analysis to go through. (]

Moving forward, to align our notation with standard conventions in large
deviations theory, it will be more convenient to work with — Z(x; w) instead of
Z(x; w) in our proofs. To make this clear, we restate below Assumption B.3 in
terms of the noise process

Ulx, w) = -Z(x; w). (B.1.6)

We also take the chance to relax the definition of the variance proxy of U, which
requires the new assumption Assumption B.4.

Assumption B.3. The error term U: R? x Q — R satisfies the following
properties:
(a) Properness: E[U(x, w)] = 0 and cov(U(x, w)) > 0 for all x € R.

(b) Smooth growth: U(x,w) is C?-differentiable and satisfies the growth

condition
IU(x, )|

< +c0. (B.1.7)
yo 1+ lx]l

(¢) Sub-Gaussian tails: Thereis 02 : R — (0, +o0) continuous, withinfgs 02, >
0, such that U(x, w) satisfies

m(f ()

log]E[e<p’u(""")>] = pll? forall p € R?. (B.1.8)

Assumption B.4. The signal-to-noise ratio of G is bounded as

V@I

> 16log6-d. B.1.9
Ixl—e 02 0f(x) & (B.19)

Furthermore, 02,(t) = 0(t?) ast — +o0 and, Ogﬁ;ﬂgx) is bounded above and below

at infinity for s € [0, 2], i.e.,

2 2
02°f0) 4 tmeup 2 o B110)

||x||—>+oo

0 < liminf
Ixll—+eo |||l

Remark 6. The key distinction between Assumption B.3 and Assumptions B.3-B.4
stems from their differing requirements for the variance proxy o2 of the noise
in (B.1.12). Since f is coercive, allowing o2 to depend on f(x) enables us to
consider noise processes whose variance may grow unbounded as ||x|| — oo;
we specifically choose to express this dependence through f(x) rather than
directly through x as it substantially simplifies both our proofs and calculations.
A version of Assumption B.23 adapted to this generalized setting will be stated
as Assumption B.23 in Appendix B.4.1. (4

We now introduce the notation for the target set Q. In the main text, we

choose Q to be the set of global minima of f but this needs not be the case in
general. In the rest of the appendix, Q will a union of connected components of

crit(f).
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Definition B.5 (Choice of the components of interest). Denote by 9y, ..., ONiarg
the connected components of crit(f) that form the targef set.
Denote by Ky, ..., Kk the remaining connected components of crit(f) and
denote by
(C1, . ,CNmt) = (’Cl, ey KK, Ql, ceey QNtarg) (B.l.ll)

their union with Nerit = K + Niarg.

Since the connected components of crit(f) are pairwise disjoint by definition,
their compactness implies that there exists 6 > 0 such that Us(C;), for i =
1,..., Nuit, are pairwise disjoint.

In this framework, the iterates of (B.1.12), started at x € R?, are defined by
the following recursion:

X0 € ]Rd
(B.1.12)
Xn+1 = Xy —NVf(xn) +nU,, wherelU, = U(x,, wy)

where (w,)y>0 is a sequence of random variables in R™. We will denote by
P, the law of the sequence (w,),>0 when the initial point is x and by E, the
expectation with respect to P,.

Assumption B.1 and Assumption B.3 imply the following growth condition,
that we assume holds with the same constant for the sake of simplicity. There is
M > 0 such that, forall x € RY, w € Q,

IV/(Oll < M1+ [|x[)) and  [[U(x, @)|| < M(1 + [[x]]). (B.1.13)
8.1.3 Hamiltonian and Lagrangian

Following the notation of (Azizian et al., 2024b), we introduce the cumulant
generating functions of the noise U(x, w) and of the drift -V f (x) + U (x, w), that
we denote by H, H to avoid confusion. We also define their convex conjugates,
L, L.

Definition B.6 (Hamiltonian and Lagrangian). Define, for x € R%, v e RY,

H(x,v) = logIE[exp((v, Ul(x, w)))] (B.1.14a)
H(x,v) = —(Vf(x),0) + H(x,0) (B.1.14b)
L(x,v) = H(x, ) (v) (B.1.14c)
L(x,v) = H(x,)(v) = L(x,v + Vf(x)). (B.1.14d)

L is thus equal to the Lagrangian Lg(, -).
We restate (Azizian et al., 2024b, Lem. B.1) that provides basic properties of
the Hamiltonian and Lagrangian functions.

Lemma B.1.1 (Properties of # and £, (Azizian et al., 2024b, Lem. B.1)).
1. H is C? and H(x, -) is convex for any x € R?.

2. L(x,-) is convex for any x € R?, L is Ls.c. on RY x R%.

3. Forany x € R, v € R?, H(x,v) < 2M(1 + ||x|)||v||> and dom L(x,) C
B(0, 2M(1 + ||x][)).

4. Foranyx € R, v € RY, L(x,v) > 0and L(x,v) =0 & v = Vf(x).

The following lemma provides a lower bound on the Lagrangian and is an
immediate consequence of the sub-Gaussian tails assumption ((c)).
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Lemma B.1.2 ((Azizian et al., 2024b, Lem. D.5)). For any x € R?, v € RY,

lo+VF@)I?

L(x,v) > 2000 Fx)

(B.1.15)

B.1.4 A Large Deviations Principle for SGD

In this section, we present and restate the large deviation principles established
in (Azizian et al., 2024b)for SGD. Note that their proof is itself an application
of the general theory of Freidlin and Wentzell (1998b). From the sequences
(Xn)nz0 and (wy)n=0, we define another discrete sequence: a subsampled or,
accelerated, sequence

Xp = X1/ - (B.1.16)

From the Lagrangian defined in (B.1.14d), we define, on C([0, T], RY), the
normalized action functional Sy 7 by

fOT L(y:, y)dt  if y absolutely continuous

Sor(y) = (B.1.17)

+00 otherwise

following Freidlin and Wentzell (1998b, Chap. 3.2), as a manner to quantify
how “probable” a trajectory is.

For some N > 0, we will first equip (R?)N with the distance

disty (&, C) = Osrrflsaﬁ_lllén — Call- (B.1.18)

Now, for N > 0, & = (&,...,&En-1) € (R)N, let us define the normalized
discrete action functional

N-2

Sn(E) = > plEn, Enn) (B.1.19)
n=0

where the cost of moving from one iteration to the next is defined for any
x,x" € RY from the previous continuous normalized action functional (cf.
(B.1.17)) with horizon 1 as

p(x,x") = inf{Sy1(y) : y € C([0,1],RY), yp = x,y1 = x'}. (B.1.20)

We now present the large deviation principle on the discrete accelerated
sequence (X;)o<n<N-1 = (Xpp-1)o<n- In the following result, the functional

1]_18 '~ is thus the action functional in (IRd)N of the process (xZ )o<n<N-1 uniformly
with respect to the starting point xo in any compact set £ ¢ R%, as  — 0.
Proposition B.1.3. Fix N > 0.

e Foranys > 0, the set

Th(s) = {& e RHN : & € K, Sn(é) < s} (B.1.21)

is compact and Sy is Ls.c. on (RN,
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e Foranys,d,& > 0, K c RY compact, there exists ng > 0 such that, for any
n e (0,no], foranyxo e K,n <N, € F;{qx(’}(s), we have that

Su(é) + 8)

P, (dist,(x", &) < 6) = exp(— (B.1.22a)

Py, (distn (x", T (5)) > 6) < exp(—S ; 8) ) (B.1.22b)

B.1.5 Return to critical points

In this section, we restate a key result from (Azizian et al., 2024b): the lemma
below provides a control on the return time to a neighborhood of the set of
critical points. In particular, it shows that the distribution of this return time is
roughly sub-exponential.

Definition B.7 (Stopping times for the accelerated process). For any set A ¢ R,
we define the hitting and exit times of A:

TZ =inf{n >0:x] € A}, (B.1.23a)
0;" =inf{n >0:x] ¢ A}. (B.1.23b)

Lemma B.1.4 ((Azizian et al., 2024b, Lem. D.21)). Consider crit(f) c U c X ¢ R?
with U an open set and X a compact set. Then, there is some 19, ag, a, b > 0 such that,

Vn<no, a<ayxeX, [E;

U(T” aa
ewM] <ot (B.1.24)

B.1.6 Attractors

We again build on the work of (Azizian et al., 2024b) which took inspiration
from the framework of Kifer (1988b).We first need to define the gradient flow of

f.
Definition B.8. Define, for x € R?, the flow © of -V f started at x, i.e.,

Op(x) = x (B.1.25)
Or(x) = —Vf(©4(x)). (B.1.26)

and let F(x) be the value of this flow at time 1, i.e.,
F(x) = ©1(x). (B.1.27)
We first list some basic properties.

Lemma B.1.5 (Properties of the flow (Azizian et al., 2024b, Lem. D.1)). © is well-
defined and continuous in both time and space, and, for any T > 0, v € C([0, T], R?)
such that yo = x,

Sor(y) =0 & y: =0(x) forallt €[0,T]. (B.1.28)

The following lemma translates this for F.
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Lemma B.1.6 (Properties of F,(Azizian et al., 2024b, Lem. D.2)). F is well-defined
and continous and, for any x, x’ € R4,

p(x,x")=0 & x'=F(x). (B.1.29)
The next two lemmas are key regularity results on the connected components
of the critical set.
Lemma B.1.7 ((Azizian et al., 2024b, Lem. D.8)). For any C C crit(f) connected
component of the critical set, there is ro > 0 such that, for any 0 < r < ry,

W, (C) = {x e R*: p(x,C) <r, p(C,x) <r} (B.1.30)

is open and contains C.

Lemma B.1.8 ((Azizian et al., 2024b, Lem. D.9)). Let C C crit(f) be a connected
component of the critical set. Then, for any ¢ > 0, there is some N > 1 such that,
forany x,z € C, there is & € Dy(N) such that &g = x, En-1 = z, SN(E) < e and
maxo<n<N 4(&x,C) < .

B.1.7 Convergence and stability

Lemma B.1.9 ((Azizian et al., 2024b, Lem. D.28)). For any x € X, there exists
ie{l,..., Ngyit} such that

lim d(©,(x),¢;) = 0. (B.1.31)

Definition B.9. A connected component of the critical points C C crit(f) is said
to be asymptotically stable if there exists U a neighborhood of C such that, for any
x € U, B¢(x) converges to C, i.e.,

lim d(©4(x),C) =0. (B.1.32)

The notions of minimizing component and asymptotic stability are equivalent
in our context.

Definition B.10. C connected component of crit(f) is minimizing if there exists
U a neighborhood of C such that

argmin f(x) = C (B.1.33)
xeu

Note that since crit(f) is closed, C is closed as well as a connected component
of a closed set.

Lemma B.1.10 ((Azizian et al., 2024b, Lem. D.29)). For any C C crit(f) connected
component of the set of critical points, C is minimizing if and only if it is asymptotically
stable.

B.2 TRANSITIONS

In this section, we study the transitions of the accelerated sequence of SGD
iterates between the different sets of critical points. As in (Azizian et al., 2024b),
we build on the work of Kifer (1988b) and Freidlin and Wentzell (1998b). More
precisely, Appendix B.2.1, Appendix B.2.2, Appendix B.2.3, Appendix B.2.4, and
Appendix B.2.5 consists in refining the framework of (Azizian et al., 2024b) to
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be able to obtain precise time estimates on the transitions between the different
sets of critical points. Such results are provided in Appendix B.2.6.

B.2.1 Setup

We adapt to our context Kifer (1988b, Lem. 5.4) and simplify it using ideas from
Freidlin and Wentzell (1998b, Chap. 6).

Definition B.11 (Freidlin and Wentzell (1998b, Chap. 6,82)). Fori € {1,...,K},
j€A{l,...,Nait}, 6 >0,

Bij =inf{Sn(E) : N >1,E € Di(N), & €Ci, En-1€Cj, & & UC; foralln=1,...,N -2
1#i,j

B, =infi Sn(&) : N 2 1,& € Dy(N), & € Us(C), En-1 € Us(C)), En & U ¢ foralln=1,... N-2
I#i]
(B.2.1)

While B, ; is the usual definition from Freidlin and Wentzell (1998b, Chap. 6,§2),

B?]. is a variant that will prove helpful.

Let us now first list a few immediate properties.
LemmaB.2.1. Forie{1,...,K},je{l,..., Nt} ij is non-decreasing in O and,
forany 6 >0, Bf/j < Bi;.

Note that the fact that B?j is non-decreasing in 6 implies that the limit
limgs_o Bf j exists.

We now exploit the regularity around the K;, to obtain an alternate expression
for B; ; as the limit of Bf’j as 6 — 0.

Lemma B.2.2. Fori e {1,...,K},j€{1,..., Neit}, the following equality holds:

Bi; = lim B (B.2.2)

Proof. By Lemma B.2.1, we have

B ;< B Y (B.2.3)
and therefore
lim B} < Bi. (B.2.4)

It remains to show the reverse inequality.

Take ¢ > 0. Apply Lemma B.1.7 to C;: at the potential cost of reducing ¢, we
get that W,(C;) is an open neighborhood of C;.

Take 6 > 0 small enough so that Us(C;) € We(C;), Us(C;) does not intersect
with any other C;, [ # j.

Now, take any N > 1 and & € D,(N) such that & € Us(Ci), En-1 € Us(C)),
En ¢ Ul#,]-Cl foralln=1,...,N —2.

By the choice of 9, & cannot be in [y C; and & is inside W,(C;) so that
there exists x € C; such that p(x,&y) < ¢. Similarly, there exists x" € C;
such that p(&n-1,x") < &. Now consider the path C € D,(N + 2) defined as
C=(x,&0,&1,...,ENn-1,x) that satisfies Co € C;, Cny € Cjand C;, ¢ U,#/]- C; forall
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n=1,...,N-2. Furthermore, Sy+2(C) < Sn(&)+2¢ and thus B; ; < Sn(&)+2¢.
Passing to the infimum over such paths & yields

Bf] < 85 +2¢, (B.2.5)

which concludes the proof. u

B.2.2 Induced chain

We now define an important object: the law of the (accelerated) iterated at the
first time they reach some set C° (typically a neighborhood of the critical set).
Due to our interest in the finite-time dynamics, we slightly deviate from the
classical definitions of Douc et al. (2018, Chap. 3.4) and Kifer (1988b, Prop. 5.3)
to follow more closely the one of Freidlin and Wentzell (1998b, Chap. 6,§2).

Definition B.12. Consider Cf, i =1,..., Neit disjoint neighborhoods of C; and
denote by C° := Uf\f{“ C;S their union. We define recursively the sequences of
stopping times (0, ),>0 and (7,)),>0 by

e Forn =0,

ag =0 (B.2.6)
70 =0. (B.2.7)

e Forn >0, if xnn is in Cf , then
Ty n

inf{kZTZiXZiC?n} 1fx eC‘3 for some i, s.t.C;, € {K1,...,Kk},

n — In
Ope1 = w
) otherwise.
(B.2.8)
Ty = inf{k > 0] x €C%). (B2.9)

We denote by z,, = x" E 0,1, ..., the induced Markov chain and by Qc(x )

the corresponding Markov transition probability i.e., the law of z; started at
Zg = X.

A few remarks are in order on (z;);>o0:

e z,eCoforalln > 1.

* If the chain reaches a neighborhood of Qs, ..., Qn,,,it stays there forever.

B.2.3  Estimates of the transition probabilities

Lemma B.2.3. For any ¢ > 0, A > 0, for any small enough neighborhoods C?
of Ci, i = 1,...,Ngit , there is some ng > 0 such that for all i € {1,...,K},
je{l,...,Neieh, x €C2,0 <1 < 1o,

Bij | ¢\ -
exp(—% + ;) ifBjj < +oo,

exp (— % ) otherwise .

ch(x,cj’) < (B.2.10)
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Proof. Following the alternative definition of the B; j’s Lemma B.2.2, choose
0 > 0 small enough so that both ¢/ 8 (Ci),i=1,..., Nait are pairwise disjoints
and the following holds for all i, j € {1, ..., Neit}:

B@ S Bi,]‘—e ifBi/j < +o00,

o> (B.2.11)

A otherwise.

Require then that Cf be contained in U 3 (C))foralli=1,..., Nqi. Note that
the Cf ’s are pairwise disjoint by construction.

Given neighborhoods Cf, i =1,..., Ngit, by compactness of crit(f), there
exists 0’ > 0 such that ¢’ < %, Uy (C;) is contained in C? foralli=1,..., Neit.

Fixi,j € {1,..., Ngit} and consider & € D,(N)such that &g € Llé(Cf) c Us(Cy),
En-1 €UY(CY) C Us(Cj) and &y € Uy (JRd \ Ui, cf) foralln=1,...,N -2 By
the choice of &’, &,, cannot be in Ul#,]- L{é(Cl) foranyn=1,...,N -2.

By construction of £ we thus have that

Sn(&) 2 By

Bi,j —¢ if Bi,j < 400, (B.2.12)

A otherwise.

where the last inequality follows from (B.2.11).
Fix x € C?. Let us now bound the probability

ch(x,cf) =P, (xj,, € c?) , (B.2.13)
co

and start with the case where B, ; < +o0.
We have, for any N > 0,

n n
ch ch

P (x" € cf) <P, (xfl €Cy, i, < N) + ]Px(’[gb > N) . (B.2.14)

We first bound the second probability using Lemma B.1.4 applied to I/ « Cf.
Take N such that ag(a — N) + nob < =B ;. Then, by Markov’s inequality and
Lemma B.1.4, it holds that for all n < 179

n
aOch‘ ((XQN)
ex > exp| —

ag(a — N) +b)
n

]P,C(Tg6 > N) <P,

< exp(

-Bi
< exp T . (B.2.15)

We now bound the term P, (xz,7 € Cf, TZ s <N ) for this choice of N.
co

For this, we show that xz,, € C]fs with TZ s < N implies that
cd

’

disty (x”,rg‘} (Bij - 25)) > % . (B.2.16)
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Indeed, on the event xZW € C]‘.S with TZ s < N, there is some N’ < N such that
oo

Tgb = N’-1. Ifdisty (xrl,l"l{\?}(B,-,j - 25)) > % did nothold, this would mean that
there exists & € (R%)N such that disty/ (x7, &) < &, &o=x and, Sn/(&) < B; j—2e.
In particular, & would also satisfy &ni—1 € L{(y(Cf), &n € Uy (RY\ CP) for all

n=1,...,N' —2and, as a consequence, £ € D,(N’). This would be thus in
direct contradiction of (B.2.12).

Therefore, we have that

c 5/
P, quo €cl, 1), < N) <P, (distw(x”/rxf} (Bij - 25)) ” 5)
C

c
Bi,]- -3¢
<exp|———|, (B.2.17)
n
by Proposition B.1.3.
Combining this bound with (B.2.15) yields
1 5 Bi,]' -3¢ —Bi,]'
P.(x', € Cj) < exp _T + exp T , (B.2.18)
Tes

which concludes the proof when B; ; < +oo.

Let us now examine the case where B; ; = +co. Again, we have, forany N > 0,

]Px(xz,, e cf) <P, (xz,, ect, 7, < N) + Pyt 2 N). (B.2.19)
co

o
co ¢

We first bound the second probability using Lemma B.1.4 applied to ¢/ « C?.
Take N such that ag(a — N) + nob < —A. Then, by Markov’s inequality and
Lemma B.1.4, it holds that for alln < 1

< exp(i) . (B.2.20)

We now bound the term P, (xz,, € C]i.’, Tgé <N ) for this choice of N.
co
For this, we show that xZW € C]‘.S with TZ, s < N implies that
co

’

0
dist (x”,I’x‘}(A - e)) > (B.2.21)
Indeed, on the event xZ,, € C]‘.5 with "[Z s < N, there is some N’ < N such that
co
Tgé =N’ —1. If disty (x’l, F{X}(A — E)) > % did not hold, this would mean that

there exists & € (R?)N' such that disty:(x7, &) < 8, &9 = x and, Sn/(&) < A — e.
In particular, & would also satisfy &ni—1 € L{5/(C]f3), &n € Uy (RY\ CP) for all
n=1,...,N' —2and, as a consequence, £ € D,(N’). This would be thus in
direct contradiction of (B.2.12).
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Therefore, we have that

. o
P, |x" € cj.’, T < N) <P, (chstN(xn,ry}(A - g)) > E)

X Tq
co
A—2¢
< exp(— é) ) (B.2.22)
by Proposition B.1.3.
Combining this bound with (B.2.20) yields
A —2¢ -A
n 6 _ i
IPx(ngé € C].) < exp( . ) +exp( . ), (B.2.23)
which concludes the proof.
|

Lemma B.2.4. For any ¢ > 0,for any neighborhoods Cf ofCi,i=1,..., Nyt small
enough, there exists ng > 0 such that foralli € {1,...,K},j € {1,..., Ngi}, x € les,
0 <n <o,

cd) > Bij _ e B.2.24
Qcé(X,j)_eXP—T—T—]' (B.2.24)

Note that this result is trivially valid if B; ; = +oo.

Proof. For any (i,j) € {1,...,K} x {1,..., Nuit}, there exists N;; > 1, & e
Dy(Nj ;) such that 56’] €C;, 5;\’]]1_]__1 €Cj, & ¢ UigijCi foralln=1,...,Nj;-2
and SNilj(éi’j) < Bi,]' +é&.

Define 61',]‘ = mil’l{d(cf;’], Ulii,j C]) n= 1, ey Ni,j - 2} and 0 = mini,jel 61',]‘.
By construction, it holds that 6 > 0.

Without loss of generality, at the potential cost of reducing ¢, we can assume
that Lemma B.1.7 can be applied toevery C;, i = 1, ..., K with r < ¢ and denote
by Wi the corresponding neighborhoods of C;. Require that C? be contained
in Wi NUsjp(K;) foralli =1, ..., K. Now, given such C? neighborhoods of C;,
i =1,..., Nait, by compactness, there exists 0 < ¢’ < 6/2 such that U{(C;) is
contained in C? foralli =1, ..., Nai.

Apply Lemma B.1.8to C;, i =1, ..., K with ¢ « min(e, §’/2) and denote by
N; the bound on the length of paths obtained.

We are now ready to prove the result. Fix (i,j) € {1,..., K} X {1,..., Nt}
and consider x € Cf. Since Cf C W;, there exists z € K; such that p(x, z) < e.

By Lemma B.1.8, there exists n < N, & € D,(n) such that & = z, En—1 = EZ]’],
&k €EUs jp(Ki) forallk =1,...,n—2and S,(&) < e.

Considering the concatenation

Ci= (S0 &G S &80 (B2.25)

which is a path of length 7 + N; ; + 1 made of x € C? , then exactly n points
in Uy o(K;) then N;;j — 2 in R4 \ué/z(cé) and 5;\’]]1_]__1 € K;. Moreover, by

construction, SN+N,<,/<(C) < El] + 3¢. Therefore, if

disty,,+1(x", 0) < &'/2, (B.2.26)
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. n_ n n : . . o . n n
withx, = x,thenx/, ..., x, areinlUy (K;) C C? and, since &’ < 0/2, Xyyorses xn+NI_J__1
n

0Ny would be in

are not in U /4(65), and therefore not in C°. Moreover, x
u(y/z(lc]') C C]b

Thus, all the paths x" satisfying (B.2.26) with xg = x correspond to exactly
one transition of the induced chain (z,), from x to C]‘.S.

Therefore, using the definition of Q¢s, we have that
Qe (x,€?) 2 Py (distyin, 1 (x7,0) < 8'/2)
Bi,]' +4e )
T] 7

> exp(— (B.2.27)

by Proposition B.1.3. ]

B.2.4 Accelerated induced chain

We will take the following convention, for any i € {1, ..., Nuit}, 0 > 0:
B, =Bii=Bi;=0. (B.2.28)

Recall that Qs is the transition probabilities of the induced chain (z,),x0,
defined in Definition B.12. In other words Qs (x, Cf) is the probability that the
sequence of (B.1.16) starting from x at time 0 enters C° before any other Cl‘S for
I # j. Moreover, K still denotes the number of connected components of the

critical set of f that are not part of the global minimum, see Definition B.5 in
Appendix B.1.2.

Definition B.13. Given the induced chain (z,),;>0, we define the accelerated
induced chain (zX),,>0 as follows:

K=z, (B.2.29)

We denote by Qs the transition probabilities of the accelerated induced chain
which corresponds to the K — th power of Qcs: it satisfies!, for any x € C?,
i €{l,..., Nuit} and any measurable set A C RY,

Q¥es(x, 4) = / / / 1 {zx € A} Qeo(x, dz1) Qe (21, d22) ... Qeo(zi1, d2k)
(B.2.30)

We now define transition costs for the accelerated induced chain, which
correspond the ones introduced in the main text (B.2.31) in Appendix B.2.

Definition B.14 (Inspired by Freidlin and Wentzell (1998b, Chap. 6,§2)). For
ie{l,...,K},je{l,...,Nait}, 6 > 0,

Bij =inf{Sn(€): N 21, € D,N), &0 €Ci, én1€Cp &g | ] Cforalln=1,...,N-2
1#i,], I>K
(B.2.31)

1 This equation is sometimes referred to as the Chapman-Kolmogorov equation.
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Lemma B.2.5. Forany (i,j) € {1,..., K} x{1,..., Neit},

n-2
B, = min{ZBil,iM cig=i,ip1=j,ii€{l,..., Kforl=1,...,n=2,n> 1}
1=0
(B.2.32)

K-1

=mir1{ Biz,im tip=1, ig =j, i] € {1,...,K}f01’l = 1,...,K—1}.
1=

(B.2.33)

Proof. We focus on proving the first equality for B; ;; the proof for B; ; follows
similarly. Let us denote by RHS(i, ) the right-hand side:

n-2
RHS(i, j) := min{ZBi,,im vig=i,ipa=j,i1€{l,...,K}forl=1,...,n-2,n>1
1=0
(B.2.34)

We will prove that B; j = RHS(Z, j).

(2): Let us show that B; ; > RHS(i, j). Fix ¢ > 0. There is a path £ € D;(N)
with & € Ci, En-1 € C; that avoids Ul;&i,j,l>l< C; so that, by definition of B; ;
(Definition B.14),

Bij>Sn(&)—«¢. (B.2.35)
Let1 <ny <np <--- <nj <N be the times when & belongs to some C; with
| < K. Define iy = i, i;\] =jand for 1 < i < N’, let ix be such that &,, € C;,.
Then, by definition of B (Definition B.11),

N’-1
SN(E) 2 D Bigi - (B.2.36)
k=0

Combining (B.2.35) and (B.2.36) and taking yields

N’-1

Bij > ) Biiy — ¢ (B.2.37)
k=0

> RHS(i, j) - ¢, (B.2.38)

since this sequence (ik)sz'o satisfies io = i, iy, = j and iy € {1,...,K} for
1<k<N’.

(2): Let us show that B; ; < RHS(i, j). Take ¢ > 0 and let (ik)szlo be a sequence
achieving the minimum in RHS(, j) up to ¢, i.e.,

N’-1
> Bii, <RHS(,j)+¢. (B.2.39)
k=0

Take 6 > 0small enough such thati/s(C;), I =1, ..., Nt are pairwise disjoint.

For each 0 < k < N’, by definition of B (Definition B.11), there exists
6 € (0,0) and a path &F € D,(Nj) such that: (i) & € C;,, (ii) 5§k_1 € Cj,,,, (iii)
&8 ¢ Ulgi i, Ciforalln =1,...,Ng — 2, and (iv) Sn, (£5) < By, iy, + ¢/N’.

B~y Lemma B.1.8~, foreach 0 < k <~N’ — 1, there exists & e Dr(ZSIk) such that:
@) 5’6 = Elﬁlk_l, (ii) égk_l = &+, (iii) &K € Us)»(Ci,,,) and therefore &F ¢ Uy, Ci
foralln=1,...,N¢ —2,and (iv) SNk(Ek) <¢/N'.
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Concatenating the paths g0 E0 g1 E1 o EN-L yields a path C that: (i) starts
in C;, (ii) ends in Cj, (iii) avoids ;4; j,1>k C1, and (iv) has total cost at most

Zszla ! Biy ix,; +3¢. Therefore, by definition of B; ; (Definition B.14),

N’-1
Bi; < Z Bi, iv., +3¢
k=0
< RHS(G, j) + 4e. (B.2.40)

The second equality in each case follows from the fact that optimal paths
between different components can be chosen without cycles (since all costs are
non-negative), and therefore their length can be bounded by the number of
components K.

Lemma B.2.6 (Upper bound on accelerated induced chain transition probability).
Forany € > 0, A > 0, for any small enough neighborhoods Cf ofCi,i=1,...,Ngit,
there is some g > 0 such that forall i € {1,...,K}, j € {1,...,Neit}, x € Cf,

0<n<no,
Bij | &\
‘ ex (—i+§) if Bij < +oo,
Qs C0) < P\~ +a) B (B.2.41)
exp (— f—]‘ ) otherwise .

Proof. Fixie{1,...,K},je€{l,..., Ngit}. By Lemma B.2.5, we have that

K-1

Bi,jzmin{ Bi i, tio=1,ixk=7j,ii€{l,...,K}forl=1,...,K-1
1=0

(B2.42)

First, let us consider the case where B; j < +oo. Take ¢ > 0 and let (lk)K be a
sequence achieving the minimum in (B.2.42) up to ¢, i.e,,

~

-1
B
0

i < Bijt+e. (B.2.43)

=~
Il

By definition of the accelerated induced chain (Definition B.13), we have that
forany x € C?,

o= Y [ [ ] Qs ) Qentxe, ),
L cb c?
11,00, ZK,1€{1,...,K} iK-1 k=0
(B.2.44)

where we define xg = x.

Therefore, combining (B.2.44) with Lemma B.2.3 and (B.2.43), we obtain that
for any x € Cf,

QKco(x,C]‘»s) < Z I—[exp( ke ng )

1,0, iK— 16{1 ..... K} k=0

< K& lexp( 77 — +—. (B.2.45)
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For the case where B; j = +00, by the same reasoning but using the alternative
bound from Lemma B.2.3, we get

QKcé(x,cf) < KK-1 exp(—%) . (B.2.46)

Taking 1o small enough so that KX=! < exp(e/1n) for all 1 < np, the result
follows from (B.2.45) and (B.2.46). ]

Lemma B.2.7 (Lower bound on accelerated induced chain transition probability).
For any € > 0, for any small enough neighborhoods C? ofCi,i=1,...,Ngyi, there is
some 19 > 0 such that foralli € {1,...,K},j€{1,..., Neit}, x € Cf, 0<n<no,

Bij e
Q¥co(x,C?) > ex (——' - —) . (B.2.47)
C i P 1 1

The proof of Lemma B.2.7 is very similar to the proof of Lemma B.2.6 and is
therefore omitted.

We end this section by restating a result from (Azizian et al., 2024b)that
provides sufficient conditions for B; ; to be finite for any (7,j) € {1,...,K} X
{1/ ey Ncrit}-

Lemma B.2.8 ((Azizian et al., 2024b, Lem. D.12)). Consider x,x’ € R? and
assume that there exists T € N, y € CY([0, T1, R?) such that Yo =X, yr = X,
Yn € Ulzij, sk Ciforalln =1,...,T = 1and, for every t € [0, T], Vf(y1) is in the
interior of the closed convex hull of the support of U(y:, w), i.e.,

Vf(y:) € intconvsupp U(y, w) . (B.2.48)

Then, B(x, x") < +oo.

B.2.5 Initial transition

Definition B.15 (Inspired by Freidlin and Wentzell (1998b, Chap. 6,§2)). For
je{l,...,Nait}, >0, x € RY,

Byj=infiSn(&): N = 1,& € Di(N), & € X, En-1 €Cj, En ¢ U ¢ foralln=1,... N-2
1#i,]
(B.2.49)

B =inf{Sy(&): N 2 1,& € DN), & = x, En1 €Us(C)), & ¢ U ¢ foralln=1,... N-2
I#i,
(B.2.50)

The proof of the following lemmas are very similar to the ones of Lemma B.2.2,
Lemma B.2.3, and Lemma B.2.4 and are therefore omitted.

Lemma B.2.9. Foranyj € {1,..., Ny}, 6 >0, x € R?,

Byj=limBy . (B.2.51)
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LemmaB.2.10. Foranye > 0,x € R, for any neighborhoods Cf ofCi,i=1,..., Ngit
small enough, there exists ng > 0 such that forall j € {1, ..., Ngit}, 0 <1 < 1o,

By ¢
Qes(x,CP) 2 exp(— ;J - ﬁ). (B.2.52)

Lemma B.2.11. Forany ¢ >0, A > 0, x € R, for any small enough neighborhoods
les of Ci,i =1,...,Neit , there is some ng > 0 such that forall j € {1,..., Ngit},
0 <1 <o,

exp(—@ + £) if By,j < +o0,

n n

Qco(x,C)) < (B.2.53)

exp (— % ) otherwise .

Following the same methodology as for transitions between critical compo-
nents, we now establish similar results for transitions starting from an arbitrary
initial state.

Definition B.16 (Inspired by Freidlin and Wentzell (1998b, Chap. 6,§2)). For
xeR%je{l,...,Neit}, 6 >0,

By, =inf{Sn(&): N 2 1,& € D,(N), & = x, En-1 €Cj, &n ¢ U ¢, foralln
1#j,1>K
(B.2.54)

This definition mirrors the one of Definition B.14, adapting it to account for
an arbitrary initial state rather than starting from a critical component. We can
then establish the following decomposition result, analogous to Lemma B.2.5.

Lemma B.2.12. Forany x € IRd,j €{1,...,Nyit},

n-=2

Bx,]' = min{BX,il + ZBililﬂ tipo1 =], 11 € {1, .. .,K}forl =1,....n-2,n>1
1=1

(B.2.55)

K-1

= mm{rsx,,»1 + > By ik =j ire {1, Ky forl=1,... K~ 1}
1=1

(B.2.56)

The proof follows the same arguments as in Lemma B.2.5, replacing the initial
component with the given initial state.

These structural results allow us to establish bounds on the transition prob-
abilities from an arbitrary initial state, paralleling those of Lemma B.2.6 and
Lemma B.2.7.

Lemma B.2.13 (Upper bound on accelerated induced chain initial transition
probability). For any x € RY, for any ¢ > 0, A > 0, for any small enough
neighborhoods Cf of Ci, i = 1,..., Neit, there is some ng > 0 such that for all
j € {1/ '-/Ncrit}ro <1 <Tno,

By, ) .
eXP(— :]f + %) if By,j < +o0,

QKCf’ (xr Cb) <
] .
exp (— ) otherwise .

(B.2.57)

=

|

1,...

,N -2
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Lemma B.2.14 (Lower bound on accelerated induced chain initial transition
probability). For any x € RY, for any e > 0, for any small enough neighborhoods
Cl.‘S of Ci, i =1,..., Neit, there is some ng > 0 such that for all j € {1,..., Nerit},
0 <n <,

Qer(x,C) 2 exp(— Brj _ f) . (B.2.58)
non
The proofs of these last two lemmas follow very closely those of Lemma B.2.6
and Lemma B.2.7, with the main modification being the treatment of the
initial state instead of an initial component. The key arguments involving
the Chapman-Kolmogorov equation and the handling of the intermediate
transitions remain essentially unchanged.

B.2.6 Transition time

Let us begin with a preliminary escape result.

Lemma B.2.15. Given C a connected components of Ky, for any € > 0, forn > 0
small enough and C® a small enough neighborhood of C, it holds that, for any x € C°,

Ex|ol | < exp(%). (B.2.59)

Proof. Fix ¢ > 1. By Lemma B.1.7, W,(C) is an open neighborhood of C.
Since C is closed, W,(C) \ C is not empty and open. Therefore, there exists
x3 € W(C) \ C and 6 > 0 such that B(x3,6) € W,(C) \ C. By construction,
there exists x; € C such that p(x, x3) < €.

Let us now apply Lemma B.1.8 to obtain that there exists N > 2 such that,
for any x; € C, there exists n < N, & € D,(N) such that &y = x1, Eny—1 = x2,
Sn(é) < e.

Require then that C? be contained in W,(C) \ B(x3,6/2) which is an open
neighborhood of C.

Take x € C?. Since C? is in particular contained in W, (C), there exists x1 € C
such that p(x, x1) < €. By our application of Lemma B.1.8 above, there exists
n < N, & € D,(n) such that & = x1, &,-1 = x2, Si(&) < &. Now consider the
path C € D,(n + 2) defined by

C = (x/ EO/ 51/ cecy én—lz x3) 7 (B260)

which satisfies

Sn+3(0) = plx, x1) + Sy (&) + p(x2, x3) < 3e. (B.2.61)

If a trajectory of SGD x7 with x", = x satisfies dist,2(x", C) < 6/2, then xZ )
is inside B(x3, 6/2) and therefore not in C°.
Hence, we have, for 7 > 0 small enough,

]Px(agé <N +3)> ]Px(agé <n+3)
> Py (dist,42(x", C) < 6/2)
Sn+2(0) + 5)
n

> exp(—%) , (B.2.62)

2 exp(—
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where we invoked Proposition B.1.3 and used (B.2.61).
For any x € C?, for n > 2, the (weak) Markov property yields that

IPx(agb > n(N + 2)) - E, [n{ogé >N +2}E []1{0 >N +2}..
N+2

(n 2)(N+1)
4e\\"
< (2 - exp(—?)) , (B.2.63)

with (B.2.62).
We can now finally estimate the expectation of GZ, .o forx € C°,

< (N+2) ) Pu(a], > n(N+1))
n=0

C 4¢\\"
<(N+2 1- -=
<ov2 31 expl )
=(N+2) exP(%) , (B.2.64)

where we used (B.2.63).

Finally, taking 1 > 0 small enough so that N +1 < exp( ) yields that

s
E, [agé] < exp(5—€) , (B.2.65)

n
which concludes the proof. n

Lemma B.2.16. For any Xy C RY compact, for any ¢ > 0, for any small enough
neighborhoods 65 of Ci,i=1,...,Ngit, there is some 19 > 0 such for all 0 < n < 1o,

N,
forany x € X\ U; ‘;&’H h

I3

1<Eit]]<en.

(B.2.66)

Proof. Let us begln with the LHS 1nequahty There are two cases: either x
belongs to U C? or not. If x belongs to Ul =1 C?, then by defmltlon a >1and
therefore T > 1 If x does not belong to X, C?, then o =0 but necessarlly
17 > 1 Hence in all cases, T > 1 so that the LHS 1nequahty holds.
We now turn to the RHS mequahty As before, we will separate the proof
into two cases: either x belongs to Ul L C? or not. If x belongs to some Cb for
somei € {1,...,K} then, by Lemma B.2. 15 we have that

=|m

E.[0]] = ]Ex[agﬁ] <e (B.2.67)

In particular, 0117 is finite almost surely. Therefore, the strong Markov property
implies that
Ex[t]] = Exlo]] + Ex[E, [7),]]. (B.2.68)
1

1{o!, > N+2}] ]
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Applying Lemma B.1.4 with U « (J,[] Neri C? and R? « A, and using Jensen’s
inequality, we obtain that

bio _.
]E’l [Co]<a+a—0:.c. (B269)

Plugging this bound into (B.2.68) and using (B.2.67) yields
Ellt'] <ei +c, (B.2.70)

which concludes the proof of this case.

Finally, if x does not belong to U;K:1 C?, then one only needs to apply
Lemma B.1.4 as above to obtain the result. |

Corollary B.2.17. For any Xy C R? compact, forany N > 1, for any € > 0, for any
small enough neighborhoods C‘s’ of Ci,i=1,..., Neit, there is some g > 0 such that

forall 0 <n <o, forany x € Ap \ Ul f;gﬂ 2,

1<Etl]<en. (B.2.71)

Proof. The lower bound follows directly from the definition of TZ, since TZ >k
for all k > 1 by construction.

For the upper bound, first note that we can write TKI as a telescoping sum:
= (T, -1, (B.2.72)

with the convention that Tg = 0. Therefore,

N-1
E,[7
k=0

T - (B.2.73)

By the strong Markov property applied at time TZ for each term, we have

]Ex[’cz+1 - TZ] = ]Ex[]Ean [T? ]
Tk

Sim

<er, (B.2.74)

where the inequality follows from Lemma B.2.16 since x, belongs to UNC“‘ Cé
k

by definition of TZ for all k > 1 (and for k = 0, we can apply Lemma B.2.16
directly to the initial point x).

Summing over k from 0 to N — 1 yields
E, [’l’ ]<N el

2
[

e, (B.2.75)

IA

for n small enough. n
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B.3 FINITE-TIME ANALYSIS
B.3.1 Markov Chains on finite state spaces

In this subsection, we introduce the necessary notation and then restate a key
lemma from Freidlin and Wentzell (1998b, Chap. 6,83).

Consider a finite set V and Q € V. Denote by r := card V' \ Q.

Givenp : (V\ Q) xV — [0, 1], we define the probability of a g with edges in
Y\ Q)xVas

n(g,p) =[] pl— ). (B3.1)
I=jeg

A graph g consisting of arrows j — kwithj € V\ Q, k €V, j # kis called a

Q-graph on V if

(i) Every vertexin V' \ Q has exactly one outgoing arrow.

(ii) There are no cycles, or, equivalently, from every vertex in V' \ Q there is
a directed path to a vertex in Q.

The set of O-graphs is denoted by G(Q).

We denote by G(i 4> Q) the set of graphs with exactly card(V \ Q) — 1 edges
from V'\ Q to V, no cycles and no path from i to Q. Note that, equivalently, this
set is made of all Q-graphs from which a single edge from the path from i to Q
has been removed.

Lemma B.3.1 (Freidlin and Wentzell (1998b, Chap. 6,§3,Lem. 3.4)). Consider a
Markov Chain on state space X = ;e Xi with X;,i € V disjoint and non-empty,
with transition probabilities that satisfy: fori € V\ Q, j € Vwithi # j,

Vx € X;, a‘lpij < P(x, X)) < apij, (B.3.2)

forsomea > 1, pij >0. Fori €V \ O, the expected time to reach Q when starting at x
denoted by mg(x) satisfies: for all x € X;,

sy 28EG(4Q) ”(g P )

e 2geg(iz-0) T8, P)

Speon(gp) S e se

(B.3.3)
2geg T (Sr B)

8.3.2 Hitting time of the accelerated process

We will instantiate the lemmas of the previous section Appendix B.3.1 with
V=A{1,...,Nait}), @={K+1,...,Nait} and X; = C? fori € {1,..., Nerit}. We
have r = Nt — K. Note that the notation Q is in line with the notation of the

main text where we denote by Q both the set of indices {K+1, ..., Ngit} and the

Ntarg

set of union of the corresponding components ;o Cj = szl Qj = argmin f.

Define by qu = the hitting time of Ujco C]‘.S for the accelerated SGD

7!

Ujeo C?
process. We also consider the induced chain (z,),>0 on Uﬁ“{“ Cf defined in
Definition B.12 as well as its accelerated version defined in Definition B.13 and
denote by ?Ié the hitting time of U;co C]‘? for this accelerated induced chain.
These two hitting times are related by the following lemma, which is a key
consequence of Lemma B.2.16.
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Lemma B.3.2. For any ¢ > O, for any small enough neighborhoods 65 of Ci, i =
1,..., Ngit , there is some 19 > 0 such for all 0 < n < 1y, for any x € UN‘”’ 6’5

E[75] < Bx[r] < Bl[Tg] X et (B.3.4)
Proof. First, if x belongs to UZ CI‘<“+1 : U]eg C?, then T =0and T, T =0so the

statement holds trivially.

We now consider the case where x belongs to Ull-i 1 Cl.‘s. Since Cq, ...,Ck are
compact, we can require that Uf 1 C‘S be relatively compact. We can now apply
Corollary B.2.17 to the accelerated process to obtain that with Xy « cl Ul 1 C,
for any small enough neighborhoods Cf of C;,i=1,...,Nguit , there is some
1o > 0 such for all 0 < 1 < g, for any x € Uﬁic{“ C?, we have,

1<E.t]]<e’. (B.3.5)

We now have that, by Definition B.12,

=Ex| 3 ¢ U6 (e =)
n=0 Tnk j€eQ |
:iIEX 1, ¢UC‘3}( -7
n=0 | jeQ |
- i E, |1 U CP}E \ 141 (B.3.6)
n=0 jeQ

n

where we used the strong Markov property in the last equality, since 7, is
always finite almost surely by (B.3.5).

Combining (B.3.6) with (B.3.5), we obtain the bound:

[T”Q]=i]ExIl ¢UC‘5} <E,[ Q]<Z]E IL{x ¢UC‘5} xel = E[TQ]X€’7,
n=0

jeQ jeQ
(B.3.7)
which yields the result. u
Assumption B.17. Foranyi € {1,...,K},j € {1,..., Nait},
Bi,]' < +o00. (B38)
From now on, we will assume that Assumption B.17 holds.
Definition B.18. Fori € V' \ Q, we define the following quantities:
E(i 4 Q) := min Z Bri:g €G(i4 Q) (B.3.9)
k—leg
E(Q) := min Z Bii: g €G(Q) (B.3.10)
k—leg

E(Qi) = E(Q)— E(i - Q). (B3.11)
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Note that Assumption B.17 ensures that all these quantities are finite.

Lemma B.3.3. Foranyi € V\ Q, forany ¢ >0, forC?,..., lelw neighborhoods of
Ci,...,Cxn

crit

small enough, there is g > 0 such that for all 0 < n < no, forany x € Cf,

E(Qli)-¢ E(Qli)+e

e 1 <Etg]l<e m . (B.3.12)

Proof. Fixi € V'\ Q. We will apply Lemma B.3.1 to the accelerated induced
chain.

Let us first verify the assumptions of these lemmas. By Lemma B.2.6 and
Lemma B.2.7, for any ¢ > 0, for small enough neighborhoods Cf of C;, i =
1,..., Ngit, there exists 79 > O such that foralli € {1,...,K},j € {1,..., Nait},
x€C,0<n<ne

: B;

Q¥co(x,C?) < exp(——'] + f) , (B.3.13)
! non

Qch(x,C]‘f’) > exp(—% - %) : (B.3.14)

Note that Assumption B.17 ensures that both B; j and B; ; are finite.
We define, forany i € V\ Q,j € V withi # j:
Bi,j Bi,]'
pij = exp _T and, pjj = exp _T . (B.3.15)

Let us verify the conditions of Lemma B.3.1 with a := e¢/":
By (B.3.13) and (B.3.14), foralli € V\ Q, j € V with i # j, x € C:

apij < Qco(x,CP) < apy;. (B.3.16)

Now we can apply Lemma B.3.1 to obtain that for x € C?:

Caugr EQID _ . E@li)
AP e <E TR <a¥*e . (B.3.17)

Recalling that a = ¢/7, the bounds in (B.3.17) become:

E(Q|i)-3x4" ¢ ~K E(Q|i)+3x4” ¢
e m <Eitgl<e n , (B.3.18)
which concludes the proof since ¢ > 0 was arbitrary.
[
Definition B.19. Let us now define, for x € R,
E(Q|x)=| max (E(Q|i)— Bxi)| . (B.3.19)
ieV\Q

+
with the convention that these quantities are zero if x € Jjeq Cf or equal to the

quantities defined in Definition B.18 if x € U,K: 1 CO.

Note that these quantities defined in Definition B.19 are non-negative and
finite by Assumption B.17.
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Lemma B.3.4. For any xo € RY, for any ¢ > 0, for Cf, e ,CI‘E,M neighborhoods of
Ci,...,CN,,; small enough, there is ng > 0 such that for all 0 < n < 1o,

crit

E(Qlxp)-¢ E(Q]xp)+e

e T <E(ftg]<e 1. (B.3.20)

Proof. If xo € UK, C?, then Lemma B.3.3 applies and yields the result. if

X € Uf\lclrgﬂ ?, then the result holds trivially. Let us now consider the general

case where xp € R \ UN““ C‘5 and let us first prove the upper bound, the lower
bound follows snmlarly

By Lemma B.3.3 and Lemma B.2.13: for small enough neighborhoods Cf of
Ci,i=1,..., Nuit, there exists 79 > O such that forall0 <7 <n9,i € {1,...,K},
x’ € C?, both

—~ E(Qli)+¢
]Ex/[’[g] < exp(%) (B.3.21)
and,
5 BXO, €
QX cs(x0,C;’) < exp| - + = (B.3.22)
n n
hold.

Using the strong Markov property at time T?( (which is finite almost surely
by Corollary B.2.17), we have:

N, crit

xg TQ] = Z ]Exo

(1+IE [ ])11{ qucfH

[]E 1 [TQ {xz,, eCf}
K

(E(le)—Bx01+25)
T} 7

cnt
Z Ox]l{x 0 er}

i=K+1

<1

(B.3.23)

where we used (B.3.21) and (B.3.22) in the last inequality. Bounding the sum as
follows

1+ZK:exp(E(Q|i) —ano,i+2€) < (K+1)exp(0\/maxie{1 ..... K}(E17(Q|i)_Bx0,i+25)

i=1

(B.3.24)

= (K + 1) exp(w) ,
n
yields the upper bound.

The lower bound follows similarly using Lemma B.2.14 and the lower bound
from Lemma B.3.3.

Theorem B.5. For any xo € RY, for any ¢ > 0, for C°,..., Cl‘flm_[ neighborhoods of
Ci,...,Cn,, small enough, there is ng > 0 such that for all 0 < n < o,

E(Qlxg)-¢ E(Qlxp)+e

e 1 <Eylty]<e T . (B.3.25)

Proof. The result follows directly by combining Lemma B.3.2 and Lemma B.3.4.
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Specifically, by Lemma B.3.4, for any ¢ > 0, for small enough neighborhoods
Cf of C;,i =1,..., Nait, there exists g > 0 such that for all 0 < 1 < no:

E(Q|x0)+£ E(Q\xo)ﬂ‘

e 1 SB[t <e T (B.3.26)
Then by Lemma B.3.2, potentially reducing o, we have:

Eq[7X] < Ey [1h] < By [T8] X . (B.3.27)

Combining these inequalities and using the fact that ¢ > 0 was arbitrary
concludes the proof. n

The following lemma, though looking at first weaker than Theorem B.5, will
be useful later due to its uniformity in the initial condition in neighborhoods of
the components.

Lemma B.3.6. Under Assumption B.17, for any i € V \ Q, for any ¢ > 0, for
Cf, - ’Cl(zfm neighborhoods of C1, . .., Cn,,;, small enough, there is 1o > 0 such that

forall 0 < n < no, forany x € Cf,

E(Qli)-¢ EQRli+e

e 1 <Eyfth]<e . (B.3.28)
Proof. The result follows directly by combining Lemma B.3.2 and Lemma B.3.3.
Specifically, by Lemma B.3.3, for any ¢ > 0, for small enough neighborhoods
C? of C;,i =1, ..., Nait, there exists ng > 0 such that for all 0 < 1 < 19, for any
X € Cf:
E(Q|i)+e E(Q|i)+e

e 1 <Eftg]<e 7. (B.3.29)

Then by Lemma B.3.2, potentially reducing 19, we have:

E.[75] < Ex[rh] < By [T x el (B.3.30)

Combining these inequalities and using the fact that ¢ > 0 was arbitrary
concludes the proof. [

Another technical lemma that will be useful later is the following.

Lemma B.3.7. For any xo € R?, for any ¢ > 0, for C?, ... ,CI‘EJM neighborhoods of
C1,...,CN,, small enough, there is 1o > 0 such that for all 0 < 1 < 1o,

E(Qlxp)-e

e 1 <Eylto] (B.3.31)

Proof. This result follows directly from Lemma B.3.4 and the fact that Tg <
=K

TS m
Q

B.3.3 Hitting time of SGD

Leveraging the bounds on the hitting time of the accelerated process, we can
now derive bounds on the hitting time of SGD. Denote by 7 the hitting time of
o= ico Cj‘? for the SGD sequence:

R . o
Ti=infdn >0:x, € Ugc]. . (B.3.32)
]E
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It corresponds to the hitting time of SGD defined in the main text (B.3.32) in the
simpler case where each C? is of the form C]‘? =Us(C)) for j € Q. We now state
our first main results on the actual SGD sequence (B.1.12). The theorem below
is a corollary of Theorem B.5 which concerned the subsampled process (B.1.16).

Theorem B.8. For any xo € ]Rd,for any € > 0, for co,. .., CI‘E]C ) neighborhoods of
C1,...,Cn,,;, small enough, there is 1o > 0 such that for all 0 < n < 1o,

E(Q\x0)+é

Eylt]<e 7 . (B.3.33)
Proof. This result follows from Theorem B.5 and the fact that, by construction,

t<toln™], (B.3.34)

with [n71] < e for small enough 7. [

Corollary B.3.9. Forany xo € R, forany A > 0, for C2, ..., C;E]M neighborhoods of
Ci,...,Cn,, small enough, there is g > 0 such that for all 0 < n < o,

M)) <eh (B.3.35)

]Px(T < exp( 0

Proof. By Markov’s inequality and Theorem B.8, forany xo € R?, forC?,...,C ;Elcm

neighborhoods of Cy, .. ., Cn,,;, small enough, there exists 19 > 0 such that for
all0 <n < no:

E(Q|xo) + A)) . Eiq] (B.3.36)

n - exp(E<Q |,;Co)+A)

eXp(E(Q | xT;))+A/2)

(E(Q|x0)+A)
n

P, (T = exp(

=exp(-A/2n). (B.3.37)
exp

Let us now focus on the lower-bound which requires more care. We will
require the following additional assumption:

Assumption B.20. Assume that there exist u > 0, 5(2)0 < 400, R > 0, such that,

1. cdUr(Q)), j =1,..., Nurg are pairwise disjoint.

2. forallj=1,..., Niarg, x € clUr(Q)), U(x, ) is a Eio-sub—Gaussian:
EZ
Vp e RY, log]E[e<p'u(x'w)>] < Z2plP. (B.3.38)

3. forallj =1,..., N, x € clUr(Qj), there exists x” € pron], (x) a projection
of x on Q; such that:
u

(Vf(x),x —x')y > E||x - x|? (B.3.39)
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Note that, by Assumption B.3 and compactness of crit(f), such a % always
exists since one can take

N targ

G2, = supq o2 (f(x)) 1 x € U clUr(Q)) ¢ - (B.3.40)
=1

2

00"

In particular, if 02, is constant, then one can simply take G =0

Lemma B.3.10. Under Assumption B.20, for any j € Q, there exists ng > 0 such
that for all 0 < 1 < 1o, for any xo € R? satisfying d(xo, Q;) < £, we have, for SGD
started at xg:

(B.3.41)

uR?
P, (Vn >0, d(x,, Qj) <R)>1-exp|-

1152527
Proof. Let us denote by K := clUr(Q;) Given xq € K, we define the projected

SGD sequence as

{p 0= (B.3.42)

Pn+1 € Proj(pn —nVf(pn) +ny), where U, = U(py, wn) .

By Assumption B.20, for any n > 0, there exists v, € proj Q; (pn) such that:

VE () pu = ) 2 Sllpa =yl (B3.43)
Define the martingale sequence (M,,),>0 by:
n
My, = > (1= pn)" (Ui, pr = i) (B.3.44)
k=0

We recursively compute the moment generating function of M;: for a > 0,
n > 0, by the tower property of conditional expectation and Assumption B.20:

2122 1- 2 2=2 1-— 2n o, 2=2
E[eaMn] < exp a RZGOO)QXP(( [’”}2) a O-oo)“'exp(( ,UT])Z o aoo)

a?R%G% y 1-(1- [Jn)z(n+1))

= eXp > 1= (1 _ #0)2
2R252
< exp & 2;11;700) , (B.3.45)

provided that 71 is small enough so that un < 1. Note that we used that the
iterates of (B.3.42) are at distance at most R from Q; by construction.

Since (e®Mn ) 150 1S @ convex function of the martingale sequence (M,,),,, it is
a sub-martingale. We can apply Doob’s maximal inequality to the non-negative
sub-martingale (M},), >0 to obtain that for any A > 0, N > 0:

]P( sup M, > A) < IP( sup e*Mr > e"‘A)
n<N-1 n<N-1
2R252
< exp T2 % A , (B.3.46)
2un
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where we used (B.3.45) in the last inequality. Optimizing the right-hand side of

(B.3.46) with respect to a and setting o = RHZ”EAZ , we obtain:
pnA*
P| sup M, > A| < exp|- . (B.3.47)
n<N-1 2R2G2,

Taking A <~ A/ and N — +0co, we obtain that, by monotone continuity of
probability measures, for any A > 0:

]P( M, > A) < u? (B.3.48)
su = < ex - . 0.
vy P\ e

Denote by G := sup, i ,cqll-Vf(x) + U(x, w)|| the bound on the gradient
and on the noise on K, which is finite by Assumption B.1 and Assumption B.3.

Let us now derive a recursive inequality for the distance to Q;. For any iterate
n > 0, by non-expansiveness of the projection, we have:

A (pua1, Qi) < llpn+1 — Yall?
< lpn = V£ (pn) + Ny = yall*
= llpn = yuI? + IV f (p2) = Un|?
=20V f(pu), Pu = Yn) + 20U, P = Yu)
< (= llpn = yul? +*G* + 20(Un, pu — yu),  (B.349)

where we used (B.3.43) in the last inequality.
Iterating this inequality and using that d(p,, Qj) = |lpn — yxl|, we obtain:

n-1
(pa, Q)) < (1 - pn)"d*(xo, Q) + *G* > (1 - un)’
i=0
n-1

+20 ) (= )" (Ui, pi - )

i=0
1—(1-un)"
= (1 - un)"d*(xo, Qj) + q2G2(T“’7) +2nM, -1

2nG?
< (1— )" d(xo, Q) + =L

+2n0M,_ . (B.3.50)

Using that d(xo, Q) < & by assumption, requiring that7 > 0 be small enough
so that ¥ < If—; and taking A « I;—Z in (B.3.48), we obtain that for any n > 0,

with probability at least 1 — exp (— 11521;22 . ):

2 R?
d*(pn, Q) < - (B.3.51)

In addition, take 1 > 0 small enough so that § + nG < £: this implies that
if x € R? so that d(x, Qj) < %, then x — nVf(x) + nU(x, w) € K. Combining
this remark with (B.3.51), we can show recursively that the sequences (xy).>0

uR?
1152521

and (py)n>0 coincide with probability at least 1 — exp(— ), yielding the

desired result.
]

257
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Define by 7g the hitting time of Uco Cf by the induced chain (z,),30 (see
Definition B.12).

Lemma B.3.11. Define
B = max minB; j + 1. (B.3.52)
ieV\Q jeQ
Forany xo € ]Rd,for co,. .., Cgﬂ” neighborhoods of C1, . .. ,CN,
is 1o > 0 such that for all 0 < n < ng, for any n > 0,

small enough, there

rit

Bo \ 1
Py, (To > 1) < (1 - e‘T) . (B.3.53)
Note that Assumption B.17 ensures that B, is finite.

Proof. Fix some xo € R¥. By definition of B, for any vertex i € V' \ Q, there
exists j € Q such that:
Bij<Bo-1. (B.3.54)

Fix ¢ < 1. By Lemma B.2.4, for small enough neighborhoods Cf of C;,
i=1,..., Nuit, there exists g > O such thatforalli e V\ Q, x € C?, 0<n<no

Qes | x, U ¢% | > max Qcs(x,C%)
\ ] icO ]
jeQ !

> exP(_.mlnfj]Q Bij %)
> exp(—Bn—oo) . (B.3.55)

Therefore, for any n > 1, by the strong Markov property, we have:
~ _ = 6
P (Tg > n) = Ex | 1{tg > n -1} 1{z, ¢ U Cj }

j€Q

=By [1{To > n -1} E,,  [1{z, ¢ | ]}
jeQ

< (1 - exp(—BTm)) P, (tg >n-1), (B.3.56)

where we used the (B.3.55) in the last inequality. Iterating (B.3.56), we obtain
the desired result.

[
Theorem B.12. Fix xo € RY. Under Assumption B.20 and assuming that,
pR?
— > Boo — E(Qx0), (B.3.57)
115257,

forany e > 0, for C?,..., Cﬁ,mt neighborhoods of C1, . .. ,Cn,,, small enough, there is
1o > 0 such that for all 0 < n < no:

E(Qlxp)-¢

Ey[t]>e 7 . (B.3.58)
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Remark 7. Note that the condition (B.3.57) is implied by the stronger condition

S
115252,

> Beo . (B.3.59)

In particular, B, does not depend on f nor on the noise distribution on the
interior of the basins of attraction of Q1, ..., ONiarg - Indeed, by definition, B is
equal to
B = max minB; ; +1, (B.3.60)
iev\Q jeQ

and, fori e V\ Q, j € Q, thanks to Lemma B.1.7, we have that

key

Bi= inf{ST(y) 2y €C([0,T])yo € Ci, yr € Attr(C)), yn € U CeVnel,..., T-1

(B.3.61)
since for any x € Attr(C;), the gradient flow started at x converges to C; and has
zero action cost (Lemma B.1.5).

Hence, this condition assumption will be satisfied for functions with a
sufficiently sharp profile near Qs, ..., On,,, and a given profile away from it.

Proof. Let us first begin by invoking Lemma B.3.7: for 65 CN _neighbor-
hoods of Cy, ..., Cn,, small enough, there is 9 > 0 such that for all 0 < n <o,

E(Q]xp)-¢ _
e 1 <Ey[Tol. (B.3.62)

Also require that, for all j € Q, C]‘.S c {xeR¥:d(x,Qj) < £} with R as in
Assumption B.20.
If xo € Ujeo C]‘?, then the result is trivial so let us assume that xo ¢ U;co C;’.

Let us denote by
- {Vn > 0, d(xuse, Qj) < R with x; € cf} (B.3.63)

the event that, after SGD hits ( Jyco C ,‘? at C]‘?, it stays at distance at most R from Q;

for all subsequent iterates. Note that Theorem B.8 ensures that 7 is finite almost
surely. By the strong Markov property, we thus obtain from Lemma B.3.10 that

uR?
Py (H) 21 -exp|-—————|- (B.3.64)
115251

Let us now start from E,[Tg] where Tg is the hitting time of | co C]fs by the

induced chain (z,), >0 (see Definition B.12), for which we have a lower-bound
from Lemma B.3.7. We write

E,, [F’EQ] = E,, [F’EQ 1]+ E,, [?Q Tyc]. (B.3.65)

We begin with the first term of the RHS of (B.3.65). With the notations from
Definition B.12, let us consider k > 0 such that TZ 7' <1< TZ “ 7] (which
is is possible since these hitting times are finite almost surely and 7 > 0). But,

259
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on the event H, zy41 = x",, =X ] must be in Cf. This means that, on H,
k+1 +1
Tgo = k + 1. Moreover, T < k|n~!] so that, on H

To < T
= ]

+1. (B.3.66)

and,

Ey[To 1x] < Ey, [L +1]. (B.3.67)

Ln~1]

Let us now focus on the second term of the RHS of (B.3.65). By Fubini’s
theorem for non-negative integrands, we can rewrite the expectation as:

+00
Ey,[To 1gc] = Ey, [/ 1{Tg > t}1ycdt
0

+00
_ / Py, (%Q > t,HC)dt. (B.3.68)
0
Let us now split the integral into two parts. For T > 0, we have:
T +00
E. [To Lyc] = / P,, (?Q > t,HC)dt +/ JPXO(?Q > t,HC)dt
0 T

T +00
< / ]PXO<HC)dt+ / Py, (T > t)dt . (B.3.69)
0 T

By (B.3.64), the first term of the RHS of (B.3.69) is upper-bounded as:
T RZ
/ Py, (HC )dt < Texp|-———|. (B.3.70)
0 115205,
By (B.3.57), take € > 0 small enough so that

uR?

5 = Boo — E(Q[ x0) + 3¢, (B.3.71)
115257,
and define
R? -
T :=exp e — + E(Qlx) - 2¢ . (B.3.72)
11525%7 n
(B.3.70) now becomes:
T E(Q]xg)-2
/ Py, (HC )dt <e (B.3.73)
0

By Lemma B.3.11, the second term of the RHS of (B.3.69) can be upper-

bounded as:
+00 +00 Beo \
/ IPxO(?Q>t)dts/ (1—e‘7)dt
T T

< /+OO exp(e_%mt)dt
T

Beo

=en exp(—i—mT) , (B.3.74)
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where we used 1 — x < e7* for any x € R in the last inequality. Injecting the
definition of T (B.3.72), this bound becomes

+o00 RZ —_ o —
/ P, (Tg > t)dt < exp(Bn—oo - exp( H + EQlx0) - B 28))
T

1152551 U

< exp(%"" - exp(%)) , (B.3.75)

where we used (B.3.71) in the last inequality. With n > 0 small enough, we
finally obtain

+00
/ P, (Tg > t)dt < 1. (B.3.76)
T
Combining (B.3.73) and (B.3.76) in (B.3.69), we obtain:
. E(Q|x0)72e
Eyl[tolpyc] <e 7 +1, (B.3.77)

and, combining (B.3.67) and (B.3.77) above in (B.3.65), we get:

. T E(Q|xp)-2¢
E, [to] £ Ey, [T +1{+e +1. (B.3.78)
L~
Plugging in (B.3.62) yields:
E(Q]xp)-¢ T E(Q|xp)-2¢
e n < ]EX() [ﬁ +1| +e n +1 , (B379)
P

which yields the desired result by taking n > 0 small enough.

Let us state a variant of Theorem B.12 that will be useful later.
Lemma B.3.13. Fixi € {1,..., Nyit}. Under Assumption B.20 and assuming that,

pR?

— > Bs — E(Q]1), (B.3.80)
115202,
forany e > 0, for co,. .. ,Cl‘z]cm neighborhoods of C1, ... ,CN

. small enough, there is
no > 0 such that forall 0 <1 <mo, x € Cf:

Elft]=e 7 . (B.3.81)

The only difference with Theorem B.12 is that the result is uniform over the
initial state in Cf instead of being specific to a given initial point. Its proof is
identical to the proof of Theorem B.12: it simply uses Lemma B.3.6 to obtain
the necessary variant of Lemma B.3.7 and then follows the same steps. It is
therefore omitted.

B.3.4 Basin-dependent convergence result

Let us recall the potential function from (Azizian et al., 2024b).

Definition B.21 (Potential, (Azizian et al., 2024b, Def. 4)). Define, for x € R?

Veo(x) = 20000 © f(x) (B.3.82)
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where @ : RY — R is a twice continuously differentiable primitive of 1/02.
Lemma B.3.14. Forany y € C([0,T]), t € [0, T], we have
Vea(7(1) = Ve (y(0)) < Sor(y) - (B.3.83)

Proof. We have that, with V., defined in Definition B.21, by Young's inequality,

Veo(74) = Veol0) = 2 M
O-oo Of()/s

! ”75”2 ' ||Vf(7/s)||2 <7/S/ Vf(Vs»
S/o 202, 0 f(ys) ds+/o %0 flys) / %0 f(ys)

/t ll7s + Vf()/s)ll2
0

20% © f(ys)
< /Ot L(ys,Vs) ds
<Sor(y). (B.3.84)
where we used Lemma B.1.2 in the last inequality. L

Lemma B.3.15. V., is coercive i.e., Voo(x) — +00 as ||x|| — +co.

Proof. By Assumption B.4, 02,(s) = 0(s?) as s — oo and therefore @ a primitive
of 1/02, must be coercive. By coercivity of f (Assumption B.1), Voo = 2 0 f is
also coercive. =

Lemma B.3.16. For any K C RY compact, for any ¢ > 0, the set
{V(t) ite [O/ T]/ Y € C([O/ T])/T € ]N/ Yo € K:/ St,T(V) < C} (8385)

is included in the set
{x eRY:Vo(x)<c+ sup Vm} , (B.3.86)
K

which is compact.

Proof. Consider such a path y € C([0,T]) with T € N. By Lemma B.3.14, we
have, for any ¢ € [0, T],

Veo(y(1)) = Voo (y(0)) < Sor(y) < c. (B.3.87)

Hence the set from (B.3.85) is included in
{x eRY: Vo(x) <c+ sup Voo} . (B.3.88)
K

Now, by Lemma B.3.15, the set of (B.3.88) is compact, so that the set of (B.3.85)
is bounded. [

The following lemma is a slight refinement of (Azizian et al., 2024b, Lem. D.33).
For any C C crit(f) connected component of the set of critical points, we define
its basin of attraction as the set of points from which the gradient flow converges
toC:

Attr(C) = {x eR': lim d(©(x),C) = o}. (B.3.89)
—+00

ds
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Lemma B.3.17. For any C C crit(f) connected component which is minimizing, for
6 > 0 small enough, for &’ € [0, 8) small enough,

BU(C), R\ Us(C)) > 0. (B.3.90)

Moreover, Us(C) can be assumed to be contained in Attr(C).

Proof. Since C is minimizing, there exists o9 > 0 such that, for any x € Us,(C)\C,
f(x) > fc where fc is the value of f on C. Moreover, by Lemma B.1.10, taking
0 > 0 small enough also ensures that i;,(C) C Attr(C).

Take 6 < 6o, U = Us(C)and A := min{Vw(x) —aw(fc):x eRY, d(x,C) = 6/2}.

By the continuity of V., and the fact that a is (strictly) increasing, we have that
A> 0.

Finally, take ¢’ € [0, 9/2) small enough so that, for any x € Uy (C), f(x) <
awl(fc) + A/2. To conclude the proof of this lemma, we now show that
BU;(C),R? \ Us(C)) > 0. Consider some T > 0 and y € C([0, T],R?) such
that yo € U (C), yr € R\ Us(C). By continuity of y and d(:, C), there exists
t € [0, T] such that d(y;, C) = 6/2. By Lemma B.3.14, we have that

A < Vo(yr) — ao(fc)
= Veo(yt) = Voo (0) + Vo (y0) — o fc)
< Sor(y) + % . (B.3.91)

Since this is valid for any y, we obtain that B(l/;(C), R\ Us(C)) > A/2>0. m
We now proceed to the key result of this section.

Lemma B.3.18. For any C C crit(f) connected component which is minimizing, for
any x € Attr(C),
B(x,R%\ Attr(C)) > 0. (B.3.92)

Proof. First, let us invoke Lemma B.3.17 to obtain some 0 < 6" < 6 such that
BU(C), R\ Us(C)) > 0. (B.3.93)

and Us(C) c Attr(C).
Then, by Lemma B.3.16 and continuity of f and ¢2,, the set

{oZ(f(y(t)) : t€[0,T], y €C(0,T]), T €N, yo=x, S;r(y) <1} (B.3.94)

is bounded by some finite constant a € (0, +c0).
With (O (x))s»0 the gradient flow starting from x (Definition B.8), by definition
of Attr(C), there exists S > 0 such that

Os(x) € Uso(C). (B.3.95)

Now, consider some T € N and y € C([0,T]) such that yo = x, yr €
R?\ Attr(C) and Sr(y) < 1.
We now define

1
gt = 5lyr = @@)IP. (B.3.96)

In particular, y must be differentiable almost everywhere and so we have

&t = (It — Op(x), yt — O(x))
=(VF(©O:(x)) = Vf(y1), yi = ©:(x)) + (7t + V1), vt — Or(x))
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< By = @I + 3170 + VLGOI + 3l ~ @I
= (ﬁ + %) g+ %II% +VEol, (B.3.97)

where in the last inequality we used the smoothness of f (Assumption B.1) and
Young's inequality.
Rewriting (B.3.97), we have

d _ 1 —(8 1 .
E(e (ﬁ*’z)tgt) <e ([+l)t§”7/t+vf()/t)“2
1.
< §||7/t +VEl?, (B.3.98)

so that integrating yields, for any ¢ € [0, T],

eB+t pt )
gs o [+ ViR ds (B3.99)
0

where we used that @y(x) = x = yo.
Furthermore, introducing a, we have

t o~ 2
gtSae<ﬁ+§>t/ 17s + VFQI®
0

o%(f(ys))
< aeP*218) (y), (B.3.100)
by Lemma B.1.2.
Hence, we have that, for any ¢ € [0, T],
lye = ©(x)]1% < 2ae®+2' Sy (). (B.3.101)
BB sn

Therefore, if we consider y such that, in addition, Sr(y) < &5~ X &, we
have that, for t = min(T, S),

6/
Iyt = @)l < = (B.3.102)

We now distinguish two cases:

e Ift = Sie., S < T, then (B.3.102) combined with (B.3.95) yields that
ys € Uy (C). But yr must be in R? \ Attr(C) and so in R? \ Us(C), so that
one must have

Sr(y) = By (C), R\ Attr(C)). (B.3.103)

e Ift =Tie, T < S, we extend the path y to ¢ € C([0, S]) such that
@ = yr for t € [0,T] and @ = O(x) for t € [T,S]. In particular,

BT . .
Ss(p) = Sr(y) < ¢ 2;2 X ‘STZ so that the same computations leading to

(B.3.102) can be applied to ¢ to yield that

’

)
lps — Os(x)|| < 5 (B.3.104)

This means that ¢@g € Uy (C) which is included in Attr(C). This is contra-
diction since this means that y7 is in Attr(C). Therefore, this case cannot
happen.
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Therefore, we have shown that, for any y € C([0, T]) such that yy = x and
yr € R?\ Attr(C), it holds that

e—(ﬁ+%)T 572
St(y) = min|1, 5 — x 2, B (uél(C),le \ué(c:)) , (B.3.105)
which is positive by (B.3.93). n

We are now ready to prove the main result of this section.

Theorem B.19. Consider xo € R? that belongs to Attr(C;) for somei € {1,..., Nt}
such that C; is minimizing. Then, for any ¢ > 0, for C?, ... ’Cl(ilcrit neighborhoods of
C1,...,Cn,,;, small enough, there is 9 > 0, an event H and a positive constant A such
that for all 0 < 1 < 1o,

P,,(H) >1—e 4/ (B.3.106)

and
’ E(Qli)-¢ E(Qli)+e

e 1 g]ExO[TUQ|H]§e rl

(B.3.107)

Proof. First, Lemma B.3.18 ensures that B(xp, R? \ Attr(C;)) > 0 so that, for any
j €V, ]j#1i,itholds B(xo,C;) > 0. Define

A= min B(xo,Cj) > 0. (B.3.108)
JEV, j#i

Let us now apply Lemma B.2.11 to obtain that, for any small enough neigh-
borhoods Cf of Ci, i = 1,..., Ngit , there is some gy > 0 such that for all
j € {1/--~rNcrit}10 < n < 1o,

Qer(x,C0) < 4. (B.3.109)

Now define the event H as

1

H = {xz,, € cf} (B.3.110)
with the notation of Definition B.12. (B.3.109) then ensures that
Py, (H)>1-¢ i, (B.3.111)

provided that 7 is small enough so that e_%Ncrit <1. Ifi € Q, the result is
immediate. In the following, we assume that i ¢ Q.

Let us now invoke Lemma B.3.6 to obtain that, at the potential cost of requiring
smaller Cf P Cl‘f]mt neighborhoods of Cy, . .., Cn,,, or of reducing 7, it holds
that, for any 0 < n < 19, x € xo,

E(Qli)-¢ E(Qli)+e

e 1 <Eylth]<e (B.3.112)
To conclude the proof, write, by the strong Markov property,

]EX() []lH TUQ]

Py, (H)

Ex, []lH(l + Eng [T”Q])]

- P, (H)

Ey |14 | H]| =
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E(Q|i)+2¢

IExo [Tgle
- Py, (H)

E(Q|i)+2¢
I

=e 1, (B.3.113)

where we used (B.3.112) in the last inequality and taking 1) small enough so that
e’ > 2. We have thus shown the RHS of the inequality of the statement, and
the LHS is obtained by the same argument.

u

Similarly to how Theorem B.8 was obtained from Theorem B.5, we immedi-
ately obtain the following corollary.

Theorem B.20. Consider xo € R? that belongs to Attr(C;) for somei € {1,..., Neit}
such that C; is minimizing. Then, for any ¢ > 0, for C?, ..., Cz(zlc,,», neighborhoods of
C1,...,CN,, small enough, there is g > 0, an event H and a positive constant A such
that for all 0 < 1 < 1o,
P,,(H) >1—e 4/ (B.3.114)
and,
E(Qli)+e

Ey[t|H]<e 7 . (B.3.115)

We now turn our attention to the lower-bound counterpart of Theorem B.20.

Theorem B.21. Consider xo € R? that belongs to Attr(C;) for somei € {1, ..., Neit}
such that C; is minimizing. Under Assumption B.20 and assuming that,

pR?

115257,

> Bo —E(Q]17), (B.3.116)
forany e > 0, for C?,..., Cz(zlm neighborhoods of C1, ..., Cn,,, small enough, there is
1o > 0, an event H and a positive constant A such that for all 0 < 1 < 1o,

P, (H) > 1—e 4/ (B.3.117)

and,
E(Q]i)-¢

Ey[t]>e 7 . (B.3.118)

Theorem B.21 is obtained by combining Lemma B.3.13 with Lemma B.3.18 in
the same way as Theorem B.19 was obtained from Lemma B.3.6.

B.3.5 Full transition costs

Definition B.22. We define, fori,j € {1,..., Nuit},

Cij = inf{Sn(&) : N 2 1,& € Dy(N), & € C;, én-1 € Cj}
=inf{Sr(y): T € N,y € D,(T), yo € Ci, yr € Cj}. (B.3.119)

With the same arguments as Lemma B.2.2, we can show the alternate expres-
sion for C; ;.

Lemma B.3.22. Foranyi,j € {1,..., Ng}, it holds that

Cij= yg}) c? Iy (B.3.120)
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where

CP; = inf{Sn(&) : N 2 1,& € Di(N), & € Us(Ci), En-1 € Us(C))}
=inf{Sr(y): T € N,y € Di(T), yo € Us(Ci), yr €Us(Cj)}.  (B.3.121)

We can also relate C; j in terms B; ;.
Lemma B.3.23. Foranyie {1,...,K},je{1,..., Ny}, it holds that
Cij<Bij, (B.3.122)
and, if C;; < B; j, then there must exist | € Q such that B;; < C; ;j < B; ;.

This lemma is a direct consequence of the definitions of C; ; (Definition B.22)
and B; ; (Definition B.14) and is therefore omitted.

Lemma B.3.24. Foranyi € {1,..., Ngit},

E(Q]i) < min Z Cri:g €G(Q)} —min Z Cri:g€G(it Q)

k—leg k—leg
(B.3.123)

Proof. By Definition B.18, we have that
E(Q|i) =E(Q) - E(i £ Q). (B.3.124)

Let us begin by lower-bounding the second term. By Lemma B.3.23, it holds
that

E(i 4+ Q) = min Z Bri:8€G(id Q)

k—leg

> min Z Cri:g€G(it Q). (B.3.125)

k—leg

Now, let us turn our attention to the first term: by Lemma B.3.23, we have
that

E(Q) := min Z By : g €G(Q)

k—leg

> min Z Cri:g€G(Q)}. (B.3.126)
k—leg

But, for any ¢ € G(Q) which reaches that minimum, all its edges k — I must be
such By, = Ci,; by Lemma B.3.23 (otherwise we would replace it by an edge to
Q with a lower cost). Therefore, we must also have that

min Z Cri:g €G(Q)t > min Z Bii:g€G(Q},  (B3.127)

k—leg k—leg
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which shows that

E(Q) = min Z Cri:g€G(Q}. (B.3.128)

k—leg

This concludes the proof. u

Finally, let us restate a result from (Azizian et al., 2024b)that will be relevant
in the following.

Lemma B.3.25 ((Azizian et al., 2024b, Lem. D.31)). IfC; is not asymptotically stable,
then there exists j € V such that B; ; = 0 and such that C; is asymptotically stable.

B.3.6 Link to topological properties of the loss landscape

The goal of this section is to prove the following result.

Proposition B.3.26. The following properties are equivalent:
(i) Forallx € RY, E(Q|x) =0.

(ii) Forallie {1,...,K}, E(Q]|i)=0.
(iii) Foralli € {1,...,K}, K; is not locally minimizing.

Proof. Items (i) and (i) are equivalent by definition of E(Q | x) (Definition B.19).
We thus focus on the equivalence of (i) and (ii7).

First, let us consider the case where there is some i € {1, ..., K} such that K;
is locally minimizing. By Lemma B.3.17, there exists 6 > 0 small enough such
that

B(K;, R\ Us(K;) > 0. (B.3.129)

As a consequence, for any j # i, B; ; > 0.
Consider g € G(V) such that

E(Q= ) B (B.3.130)

k—leg

Consider the graph g’ obtained by removing the edge in graph that exits i. This
edge must have positive cost and therefore

Z By, > Z Bx; > E(i 4 Q). (B.3.131)

k—leg k—leg’

Combining (B.3.130) and (B.3.131), we obtain that E(Q| i) > 0.

Let us now turn to the case where there is no i € {1,...,K} such that
Ki is locally minimizing. Take any i € {1,...,K}. We bound E(Q|i) with
Lemma B.3.24:

E(Qli)<min{ > Criiged(Q)f-mini > Criigedlit Q)
k—leg k—leg
(B.3.132)
Take any g € G(i & Q). By Lemma B.3.25, there exists j € V such that B; ; = 0
and K; is asymptotically stable. By assumption, j must thus belong to Q.
Consider ¢’ € G(Q) obtained by adding the edge i — j to g. (B.3.132) then
yields that E(Q | i) = 0. |
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B4 POTENTIAL-BASED BOUNDS
B.4.1 Noise assumptions

Assumption B.23 introduces key requirements for the noise behavior through
bounds on H and £ around the gradient Vf(x). Intuitively, the bound on H
controls how large the noise can be (upper bound), while the bound on £
ensures the noise maintains sufficient variance in all directions (lower bound)
around the gradient. We then present two ways to satisfy these requirements:

GAUssIAN NoOISE. The first approach, detailed in Lemma B.4.2, considers
the case when the noise follows a truncated Gaussian distribution. This is a
standard Gaussian with variance o2(f(x)), but restricted to stay within a ball of
radius R(f(x)).

SUPPORT AND COVARIANCE CONDITIONS. Lemma B.4.1 provides a more
general approach with two main requirements:
¢ Asupport condition ensuring the noise can be large enough in any direction
around V f (x) with some positive probability

¢ A lower bound on the covariance matrix of the noise

This second approach is more flexible as it allows for non-Gaussian noise
distributions. A key example is discrete noise distributions, where U(x, @)
takes values in a finite set. The support condition then requires that some points
in the support are sufficiently far from V f(x) in every direction.

Assumption B.23. For some X C RY, there exist 52, gz : R — (0, +00) continu-
ous functions such that, for all x € X, it holds that

2VFIl - G(f()llpll?
\'4 RY s.t. < —, Hxp<——7—0-
p R st [pll < 20 (x,p) < >
Vo e R?sit. lo— V@) < IVF()Il, L(x,0) < —Zg!?]llsx)) : (B.4.1)

Remark 8. Assumption B.23 is a generalized and detailed version of Assump-
tion B.23. Indeed, our blanket assumptions on the noise Assumption B.3 already
imply an upper-bound on #(x, p) with 5% = o2 for any x,p € R?. Assump-
tion B.23 allows for refined results when a tighter upper-bound on #(x, p) is
available for a restricted set of x and p.

Note that, in general, we will have 7> gz, hence the notation.

Lemma B.4.1. Assume that, for some X C R relatively compact,
o there exists a > 0 such that,

b= inf{]P((U(x,w) -Vix),q)y za+||Vfx)|):xe X, g€ Sd_l} >0,
(B.4.2)
o there exists C* : R — (0, +o0) continuous function such that, for all x € X, it
holds that
covlU(x, w) > C(f(x)4, (B.4.3)

Then, for any x € X, v € R such that || — Vf(x)|| < [[Vf(x)||, it holds that

log b_l) lol?

|20 (B.4.4)

L(x,v) < max(l,
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where ¢ > 0 is a constant small enough such that
Vx € X,p € B(0,c), ||Hessp H(x,p) — cov U(x, a))” < %Cz(f(x)) , (B4.5)
for the matrix norm associated with the Euclidean norm.
Note that ¢ always exists by the relative compactness of X and the fact that
Hess, H(x,0) = cov U(x, w). (B.4.6)
Proof. The first part of the proof consists in showing that, for x € X, p € RY, it

holds that
- C3(f (x)) min(e, [lpIDIp |l
< 1 .

Let us first consider the case where ||p|| < c. Since both #(x,0) = 0 and
V,H(x,0) = E[U(x, w)] = 0, we have that

H(x,p) (B.4.7)

_ 1 [t _
H(x,p) = E/ (p,Hess, H(x, tp)p)dt
0

1
> %(/0 (p,covU(x,w)p)dt — %Cz(f(x))“PH2

S CE)Ipl ,

; (BA.8)

where we successively used Cauchy-Schwarz inequality, (B.4.5) and (B.4.3).
(B.4.8) readily yields (B.4.7) when ||p|| < c.

Let us now consider the case where ||p|| > ¢. By concavity of the function
s > s¢/lIPlls on R, and Jensen’s inequality, we have that

] Il ( p )
H(x,p) > —H|x,c—
Pz = ol
p

Il YN 2reelpl

- ; ; (B.4.9)

where we used (B.4.8) in the last inequality. This concludes the proof of (B.4.7).
The second step of this proof now consists in showing that, for x € X, v € R?
such that ||[v = Vf(x)|| < ||[Vf(x)]|, it holds that

_ _ —( logb7!
argmax{(p,v) — H(x,p)} = argmin{H(x,p) - (p,v)} C ]B(O, o8 ) .
peR4 peR4 a
(B.4.10)

ForxeX,pe R¥, we can lower-bound H(x, p) using (B.4.2):

7:[(3(', P) = log]E[eXP«Pf Ul(x, CU)>)]
= (p, Vf(x)) +log E[exp({p, U(x, ®) = Vf(x)))]

> (9,90 +1og B[40 1 {U(r,0) - V50, ) = 0+ pepon |

lIpll
2 (p, V() +llpli(a+ IV )ll) +logb. (B.4.11)

As a consequence, for v € R such that ||o — Vf(x)|| < ||[Vf(x)||, we obtain that

H(x,p) = (p,v) 2 (p,Vf(x) = v) + Ipll(a + IVF(x)])) + log b
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> |lplla +logb, (B.4.12)

where we used Cauchy-Schwarz inequality and the condition on .
In particular, (B.4.12) implies that p — H(x, p) — (p, v) is coercive on R? and
therefore arg min,, 4 {fl(x,p) - (p,v)} is well-defined.

Remarking that 7(x, 0)—(0, v) = 0, we can now conclude thatarg min,, g {f(x,p) - (p,v)}
must be included in

—( logh™!
{pe]Rd:||p||a+10gb§0}=lB(0, Oga ),

(B.4.13)

which completes the proof of (B.4.10).

To conclude the proof of this lemma, we now use (B.4.10) to obtain that, for
x € X,v € R¥ such that |lv = V£ (x)|| < [IVFf(x)]],

L(x,v) = sup{(p,v) - H(x,p)}
peR4

= sup{<v/v> ~H(x,p):p e E(o, 1"%;"1 )}
< suP{@,v) () miz(c, Pl E(o, logub_l)}l

(B.4.14)

where we used (B.4.7) in the last inequality.
Now, we note that, for any p € E(O, logabil ), it holds that

2 2 .
C(f ) min(e, Iplipll | = if Ipll < c
= 2 2
4 logﬂb—l C (f(xi)6\|P|| if ”P” > C
2 2
> min(1, 2| SYIPIE (B.4.15)
logb~1 4

Plugging (B.4.15) into (B.4.14), we obtain that

; ’ 2 _( logh!
L(x,0) < suP{@,U) _ mm(l, . )c VD, B( o s )}
2 2
< SUP{(P/U) —min(l, 1og21)c (f(’;))””” e ]Rd}
logb_l) [[o]f?
= max{1, : (B.4.16)
( C(f(x)
which concludes the proof of this lemma. -

The following lemma is an immediate consequence of Lemma B.5.1.

Lemma B.4.2. Consider ¢ > 0. Assume that U (x, w) follows a Gaussian distribution
N0, 0%(f(x))1) conditioned on being in B(0, R(f(x)) for all x € R? and some
continuous function 02, R : R — (0, +00). Assume that 8||V f(x)|| < R(f(x)) for all

x € R? and that inf . ga % > O(log1/¢). Then Assumption B.23 holds with

X = R%,G(f(x) = (1+ )oX(f(x)) and 0*(F(x)) = (1 - ©)o*(f(x)) for all x € RY.
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B.4.2 Potentials and path reversal

Let us now define the potentials associated to the variance functions 5% and g2
introduced in Assumption B.23.

Definition B.24. Given 52, gz : R — (0, +o0) continuous functions, we define
the potentials V,V : R — R as

Vi(x) = 2a(f(x)) wherea: R — Ris a primitive of 1/g> (B.4.17)
V(x) :=2a(f(x)) wherea:R — Risa primitive of 1/32. (B.4.18)

We begin by adapting (Azizian et al., 2024b, Lem .E.1) to the current setting.

LemmaB.4.3. Considery € C([0, T]). Then, thereexists y € C([0, S]) a reparametriza-
tion of y such that, for any t € [0, S],

17l = IVF @Il (B.4.19)
and, under Assumption B.23,
SIS + V£ 2
Sr(y) = / Mtis. (B.4.20)
o 20°(f(ys)

Proof. By the proof Freidlin and Wentzell (1998b, Chap. 4, Lem. 3.1), there exists
t(s) change of time such that, with ys = y(), |71l = IVf(7s)]l-
We have that

t‘l(T)‘ . N
Si(y) = /O H6)L G, (s)'5,) ds, (B421)

so it suffices to bound L(ys, );75) from below: by definition, we have

£ (6)717,) > sup{<p,<t'<s)>-175 FVFG - AT p) - lpll < DT Ws)”}

G (f(75))

0~ —~
L1 . (f () 2[[VF )l
> supd 9, ()7, + VG - T e ||s—~},
SUP{ e T =TTy

(B.4.22)

by Assumption B.23. Applying Lemma B.5.2 with v « (i(s))™'y,, w < Vf(7%s)
and A « (£(s))"!, now exactly yields, for almost all s,

—2 - _
s, (i)Y i(s))™ = ~w_ 0 (f()) 2IVFFH)II
LG ()17 = (6) 1sup{<p,ys G - LI oy < A0
o (f(7s))
. Y +VF()?
= (i) s VIO (B4.23)
20°(f(ys))
since p > (p, 775 +VF(ys) - wﬂpﬂ2 reaches it maximum at p* = —);5;(;{77(77)5))
whose norm satisfies ||p*|| < AVl u

7))
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An important consequence of Assumption B.23 is that the action cost of going
from x to x” can be related to the action cost of going from x’ to x. This is
formalized in Lemma B.4.4.

Lemma B.4.4. Forany T > 0, x,x’ € RY, y € C([0,T]) such that yo = x and
yr = x’, under Assumption B.23, if y is contained in X, it holds that,

A (f(x)
inf
02 S o)

x (B(x, )+ V(x') - V(x)) ) (B.4.24)

Proof. Letus first invoke Lemma B.4.3: there exists y € C([0, S]) a reparametriza-
tion of y such that, for any t € [0, S],

17l = IVFFII.- (B.4.25)

and,

. /OS 17+ VFGOE

257 (f(75))
_d(f(x) Sy, + VFGI?
f —_— " _ds]. 4.
b =rrene (/0 277 (7) S) (5420

It now sulffices to lower-bound the integral on the RHS of (B.4.26). We have

[V TG (200,
0 0 0

20%(f(ys)) 20%(f(7s)) a*(f(ys))
(B.4.27)
By definition of V (Definition B.24) the second integral is equal to
* 2y, VIG) S o
——————ds = ,VV(ys)) d
il AR
=V(x')-V(x). (B.4.28)

For the first integral in (B.4.27), define the path (¢s)se[o,s] by @s = Vs—s. We
have that

S -5, + VG S s + V(o)
— ds = — —d
/o 202(f(G0) /0 20%f(ps)

S
> /0 L(ps, ps + V(@) ds

= Ss(p)
> B(x,x'), (B.4.29)

where we used Assumption B.23 in the first inequality with v « ¢; + Vf(p;)
whose norm satisfies the condition of Assumption B.23 by (B.4.25). Plugging
(B.4.28) and (B.4.29) into (B.4.27) and then into (B.4.26) yields the desired
result. n
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B.4.3 Graph representation

Let us reuse the notation of Appendix B.3. In Appendix B.3, we consider graphs
over the set of vertices V = {1, ..., Ngit} and the set of edges (V \ Q) X V where
Q={1,..., Nurg}-

Let us consider a set of particular edges £ c (V\ Q) xV such that

E={i>jeW\QxV:i#j, cdAttr(C)NclAtr(C;) #0}.  (B.4.30)

Note that by Lemma B.1.9, we have that Attr(C;), i € {1, ..., Nuit} is a partition
of R?. Therefore, (V, €) still satisfies that, from every i € V there is a path that
leads to Q.

Lemma B.4.5. Foranyi — j € &, let us define

Xij € arg min f(x). (B.4.31)
xecl Attr(C;)Ncl Attr(C;)

Then, under Assumption B.23, if X is large enough so that it contains the bounded set

xeRY: f(x) < xii)+1y, B.4.32
frerisms | ma s +] (B4.32)

forany i — j € &, it holds that
Cij < V(xij) = V(C). (B.4.33)

Proof. Note that the coercivity of f (Assumption B.1) ensure that x;; is well-
defined and the set of (B.4.32) is bounded.

Takei € V\ Q,j €V, i # j. We first consider the case where Vf(x; ;) # 0. Fix
e > 0.

By Lemma B.3.22, we have that there exists 69 > 0 such that, forany 6 € (0, &),

Cij < cjj te. (B.4.34)

At the potential cost of reducing 6o > 0, assume that, for any x € B(x;,j, 60/2),
it holds that
a<|[VFx)| <b and Ga(f(x))>c, (B.4.35)

for some 0 < a < b and ¢ > 0. Moreover, by continuity of f and V, also assume
that 6¢ is small enough so that, for any x € B(x; j, 00/2), it holds that

V(x) < V(xij)+e (B.4.36)

and,
flx) < flxij)+1. (B.4.37)

Finally, also assume that 0 is small enough such that, for any x € Us(C;), it
holds that i _
Vix) > V() —e¢. (B.4.38)

Fix 6 € (0, 89) such that 6 < . Now, since x; ; € cl Attr(C;) N cl Attr(C;), there
exist x; € Attr(C;) N\B(x;j, 6/2) and x; € Attr(C;) NB(x; j, 6/2). By construction,
the gradient flows started at x; and X;j converge respectively to C; and Cj. Hence,
there exists T > 1 integer such that ©r_,2(x;) € Us(C;) and Or_u2(x;) € Us(C))
forall @ := 6/a.
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Let us now estimates the action costs of the paths (@7_u/2-+(Xi))tej0,7-a/2]
and (01 (x}))tef0,T-a/2)- By (B.4.37) and definition of the flow, the whole path
(Or-a/2-t(Xi))te[0,7-a /2] is contained in (B.4.32) and therefore in X. Therefore,
by Assumption B.23, we have that

T-a/2
Stoap(©r_aja.(x1)) = /0 LOr—a2-1(x1), V(O _ajps(x1))) dit

T-a/2 B
- /O L1 jot(x:), 2 F(@r_a s (x1)))

</T‘“/2 4V (Or—ajo—t(xi)? it
—Jo 267 (f(Or—_aj2-(x1)))

where we used Assumption B.23 in the last inequality. Rewriting this integral
we obtain,

, (B.4.39)

T=a/2 2V f(Or—n/2-+(xi)), Or_a -t (xi)) "
T (f(Or_aja-t(x1)))

T-a/2 _ .
- / 2V (Or_a jai (1)), Or_aai(x1)) dt
0

= V(xi) = V(Or_a/a(x))
<V(xij) - V(C)+2e, (B.4.40)

ST-a)2(Or—_a/2-.(xi)) S/O

by (B.4.36) and (B.4.38).

For the path (©;(x));c[0,7-a/2), Since it is a trajectory of the gradient flow, we
have that
S1-a2(©.(xj)) =0. (B.4.41)

Finally, let us consider the path (y¢)ie[0,] defined by y; = x; + a™'t(x; — x;).
We have y; = a~!(xj — x;) so that ||74]| < 6/a = a < [[Vf(y:)ll by (B.4.35).
Moreover, (B.4.37) ensures that y; € X for all t € [0, a].

Therefore, by Assumption B.23, we have that

Suly) = /O " LG ) di

:./o Lo, V(y)y) dt

iy + Vf(Vt)”2
< —_—qt
/0 25°(f (1))
- a(a +b)?
- 2c
_8(a+b)?
~ 2ac
_ela+ b)? .
- 2ac

(B.4.42)

Putting the three paths (O7_q/2—.(Xi))se[0,7-a/2], (Vi)te[0,a] AN (O (X}))ref0,T-a /2]
together, we obtain a path that goes from /;(C;) to Us(C;) in integer time 2T and
whose action cost is upper-bounded by

e(a+b)?

V(xl-,j) -V(C;)+2¢ + e

(B.4.43)
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Combined with (B.4.34), this yields

ela +b)?

Cij < V(xij) = V(C;)+3e + 5

) (B.4.44)

which yields the result.

Let us now briefly discuss the case where Vf(x;;) = 0. In this case, x;;
belongs to some C;, I € V. To adapt the proof above, it suffices to require
that x; and x; are close enough to x;; so that they belong to W,(C;) (give by
Lemma B.1.7) and to use Lemma B.1.8 to build a path from x; to x; with cost at
most &. ]

We provide an iterated version of Lemma B.4.5 that will be convenient in the
following,.

Corollary B.4.6. Foranyi e V\ Q,j €V, define
Cij= min{z V(X i) = V(Ci) i jo=1, N =], ju = jus1 € 5} . (B.4.45)
n=0
Then, under the same assumptions as Lemma B.4.5, it holds that

Cij<Cij. (B.4.46)

Let us now specify how big enough we will need the set X from Assump-
tion B.23 to be.

Lemma B.4.7. Define

Ceo = max C;;+1< +o0. (B.4.47)
i,jeV\Q

Then, if X is large enough so that it contains the bounded set
xeR":Vo(x)< sup V(x)+Cof, (B.4.48)
ieV\Q,xeC;
then, forany i,j € V' \ Q, it holds that C; ; is equal to

inf{Sr(y):y €C([0,T]), TeEN, yo €Ci, yr €Cj, {y(t):t €[0, T} c X}.
(B.4.49)

Proof. Note that C is finite by Assumption B.17. The rest of the result is then a
direct consequence of Lemma B.3.16. n

We can now combine Lemma B.4.4 with Lemma B.4.7 to obtain the following
result.

Lemma B.4.8. Under Assumption B.23, if X is large enough so that it satisfies the
requirement of Lemma B.4.7, then for any i,j € V' \ Q, i # j, it holds that

Cji—Cij <ACji+(1-A)(V;=V)), (B.4.50)
where A € [0, 1] satisfies

2
Az sup1— U (B.4.51)

Caex T(f(x)
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Proof. Lemma B.4.7 allows us to consider only paths that are contained in X to
compute C; ;. Taking the infimum over such paths in Lemma B.4.4 yields:

Cij > (1= A)Cji +(Vj - V). (B.4.52)

Rearranging the terms, we obtain the result. [
To simplify the notation for the following lemma, let us define, fori € V \ Q,

JEV,i#],
Vi,]' = V(xi,]-) and V]' = V(C]) . (B.4.53)

Lemma B.4.9. Assume that Assumption B.23 holds with X satisfying the assumptions
of Lemma B.4.5 and Lemma B.4.7.

Foranyip e V\ Q, g € G(ig » Q), there exists i € V' \ Q such that there is a path
from ig to i in g and there is g’ € G such that the cost difference between g and g’

Z Ck,1 — Z Cr,1 (B.4.54)

k—leg’ k—leg

is upper-bounded by
min { max max (ij,jm - Vj,,V,-l,,-m - V,-) +2A(Ngii> +1)sup V :
= X

jOzirjpEQ/jlEV\Q/jl_)jl+1eg/l=01”-/p_1}/
(B.4.55)

where A € [0, 1] satisfies

2
A supl-— gz(f(x)) '
wx (f(x)
Proof. By definition of G(ip + Q) (Appendix B.3.1), there existsi € V\ Q,j €V,

i # j such that if we were to add the edge i — j to g, it would be a Q-graph. In
other words, i — j is not in g and there are paths from ip - iand j — Qin g.

(B.4.56)

Now, take consider a path that goes from i to j with only edges from E: jo=1,
jp=jandjieV\Q,ji—=jin €& 1=0,...,p-1
Define k > 0 to be the smallest integer such that there is a path from ji to Q
in g. Such a k exists since there is a path from j to Q in g, and k > 1 since there
is no path from i to Q in g. In particular, there is no path from jx_; to Q in g.
From the definition of the graphs G(ip + Q), this implies either there is a path
from i to jx—1 in g or a path from jx_; to i in g.
¢ If there is a path from i to jx_1 in g, then we consider the graph ¢’ € G(Q)
obtained by adding the edge jx_1 — ji to . Since jx_1 — ji is in &, by
Lemma B.4.5, the cost of adding that edge is bounded as

Cjk—lljk = ij_l,jk - ij—l ’ (B.4.57)
in which case (B.4.55) is immediately satisfied.

e If there is a path from jx_; to i in g, then we consider the graph ¢’ € G(Q)
obtained by reversing the path from j;_; to i in ¢ and adding the edge
jk-1 = jk. Let us denote by mg = jx-1, my = iand m; € V\ Q, m; —
miz € §,1=0,...,9 — 1 the path from ji_; to i. By Lemma B.4.8 and
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Lemma B.4.5 the cost of reversing that path and adding the edge ji-1 — ji

is upper-bounded by
9-1 p-1 q-1
Z(Cﬂmwm - Cmm%m) + Cjk—lrjk < (Acmm,m/ + 1=V — sz+1)) + ij—lrjk - ij—l
1=0 1=0 1=0
q-1
= Acmm,mz +(1- A)(Vik—l -Vi)+ ij-l,jk - ij-l .
1=0

(B.4.58)

Now, Corollary B.4.6 ensures that the sum Z?z_ol ACy,,,,m; is upper-bounded
by 2Nerit? A supy V so we obtain that the RHS of (B.4.58) is upper-bounded
by

2Nei?Asup V + Vi, = Vi+2AsupV, (B.4.59)
X X

which concludes the proof.

To obtain the main result, we will require the following lemma.

Lemma B.4.10. Under Assumption B.23, if X is large enough so that it satisfies the
assumptions of Lemma B.4.7, then for any i,j € V \ Q, i # j, it holds that For any
i€V\Q,jeV,i#j,itholds that

Cij> gi,]. = inf{sg}t)(Z(yt) -V(ys)) iy €C(0,T]), TeEN, yo€Ci, yr € C]-} .
S
(B.4.60)

Proof. This lemma follows the same proof as Lemma B.3.14 with the additional
use of Lemma B.4.7 to be able to leverage Assumption B.23. |

We are now finally ready to prove the main result.

Theorem B.11. Assume that Assumption B.23 holds with X satisfying the assumptions
of Lemma B.4.5 and Lemma B.4.7.
Forany ig € V \ Q, define

7 = min Z Cri:g€Gliot Q)F. (B.4.61)

k—leg
there exists i € V' \ Q such that C i ST such that E(Q | ig) is upper-bounded by

min { max  max (ij,jm Vi, Vi — Vi) +2A(Ngrii> + 1) sup V :
0, X

j0=i,]'p€Q,j1EV\Q,jl—>]'l+1€§,l=0,--~,]0—1},
(B.4.62)

where A € [0, 1] satisfies
2
A s sup1 - 20

> . (B.4.63)
e (f()
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Proof. By Lemma B.3.23, E(Q | ip) is upper-bounded as

E(Qlig) <min{ > Cxi:g€G(Q-miny > Cyi:gedlios Q)

k—leg k—leg

(B.4.64)
By Corollary B.4.6, we have that

mind 3 Cri:ig€Gligr Qp <miny Y CirigeGliot Qf =r.

k—leg k—leg
(B.4.65)

Hence, take g € argmin{zk_,leg Cri:8€G(Q—» Q)} and it must satisfy

Z Cri<r. (B.4.66)
k—leg

Apply Lemma B.4.9 to obtain that there exists i € V' \ Q such that there is a path
from ip to i in ¢ and there is ¢’ € G such that the cost difference between g and
g’ is bounded by (B.4.62). Combined with (B.4.64), this yields that E(Q | ip) is
upper-bounded by (B.4.62).

Finally, denote by jo = io, j, =iand j; € V\ Q,ji = jis1€ ¢, 1=0,...,p -1
the path from ip to i in g. (B.4.66) ensures that

p-1
rz Z Cijin 2 Qio,i ’ (B.4.67)
1=0
which, combined with Lemma B.4.10, implies that C i ST -

B.5 AUXILIARY RESULTS
B.5.1 Truncated Gaussian distribution

Let us restate two technical lemmas from (Azizian et al., 2024b)on which we
rely. The first one provides bounds on the Hamiltonian and Lagrangian of a
truncated Gaussian distribution.

Lemma B.5.1 ((Azizian et al., 2024b, Lem. E.2)). Consider X ~ N(0,0%14) a
multivariate Gaussian distribution with ¢ > 0. For R > 0, define the truncated
Gaussian r.v. Xg by conditioning X to the ball B(0, R). Define

H(p) = log]E[e<p'XR>] (B.5.1)
L(p) =H(p), (B.5.2)

and @
E(6% R) := e 1652243(d + 1) (B.5.3)

and assume that R > 0 satisfies

R > 40,/(d +3)log2 + log(d + 1). (B.5.4)
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Then, for any p € R? such that lIpll < R, v e R such that ||v|| < &, it holds that

= ﬁ/ = 4
2 2 2 2
(1 - E(GZ,R))% <H(p) < (1 + E(GZ,R)) g ||2p I (B.5.5)
(1 ~2E(e?, R)) ”27;”22 <Z(v) < (1 +2E(0?, R)) ”22;”22 . (B.5.6)

We will also require the following technical lemma.

Lemma B.5.2 ((Azizian et al., 2024b, Lem. E.3)). Consider v,w € R such that
0<|lw| < %for some R, u > 0. Define,

fuy = sup (puy-Sipl?, B57)
pER%||p||<R

then, with A = %

|o
llell”

/\f(;+w) < flv+w). (B.5.8)



REGULARIZATION FOR WASSERSTEIN DISTRIBUTIONALLY
ROBUST OPTIMIZATION

This appendix reproduces Azizian et al. (2023a) in full. Compared to the entropic
regularization treated in § 6.4, this paper covers two additional aspects: (i)
general doubly-regularized WDRO with arbitrary convex regularizers (beyond
the entropic case), and (ii) unbounded sample spaces (beyond the compact
setting of Assumption 6.1).

c.l INTRODUCTION

OT has a long history and exciting recent developments, notably around
applications in machine learning and data science; we refer to the monographs
Villani (2003), Santambrogio (2015), Peyré et al. (2019), and Merigot and Thibert
(2021). One of the key technical properties at the core of recent success of
OT in these applications is the use of regularization, and specifically entropic
regularization, opening the way to efficient computational schemes (see e.g.,
Cuturi (2013)) to get theoretically-grounded approximations of the Wasserstein
distances.

DRO has recently been formulated using OT metrics and has proven to be
useful in machine learning (see e.g., Kuhn et al. (2019)). But regularization has
still to be studied and used in this context. In this paper, we propose a study
of regularization in WDRO, inspired from several recent developments in OT,
namely Genevay et al. (2016), Carlier et al. (2017), Genevay et al. (2019), and
Paty and Cuturi (2020b).

c.1.1 Distributionally robust optimization with Wasserstein neighborhoods

DRO is a popular approach in optimization under uncertainty. We briefly
present here the ideas and the notation that we will use; we refer to the
celebrated paper Esfahani and Kuhn (2018) and the survey paper Kuhn et al.
(2019) for more details and for applications in machine learning.

Standard approaches in stochastic optimization consider minimizing the
expectation of a random loss with respect to some input distribution or available
data points: For an objective fg : £ — R defined on a sample space E and
depending on parameters 0 € ©, this consists in considering

min Ee.rlfo(S)]. (C.11)

Here P is a fixed probability distribution on E; in practice, it is typically an
empirical distribution P = % Yimq 0¢; stemming from data samples (&), .
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A DRO counterpart of this problem is to minimize the expectation of the loss
with respect to a set of probability distributions close to P. More precisely, we
choose a neighborhood /(P) of P (called the ambiguity set or the distributional
uncertainty region) in the set of probabilities measures on E, denoted by P(E)
and consider the worst possible expectation of the objective in this neighborhood.
The resulting problem is thus of the form

min F(0) where F(0) := sup E:q[fo(E)]. (C1.2)
0cO® QeuU(P)

A natural way to define the ambiguity set /(P) is to consider a ball centered at
P with radius p > 0 controlling the required level of robustness. When using
the Wassertein distance to define the ball, this gives so-called Wasserstein DRO
problems (WDRO).

For a cost function ¢ : & X E — R, the Wasserstein distance between two
probability distributions P, Q € P(E) is defined as

We(P,Q) = inf {E(s,c)or c(&,0) :m € PEXE), 1 =P,y =Q}, (C.1.3)

where 711 and 71, denote the first and second marginals of the coupling proba-
bility, or transport plan, 7t defined on E X E. A WDRO problem thus has the
form (C.1.2) with the ambiguity set

UP) = {QeP(E): WEP,Q) < p} . (C.1.4)

When the the objective fg exhibits a simple structure, this problem reformu-
lates as a tractable convex optimization problem; see e.g., Kuhn et al. (2019).
This is exploited in several applications, for instance: logistic regression (see
e.g., Yu et al. (2022)), support vector machines (see e.g., Shafieezadeh-Abadeh
et al. (2019a)), or ﬁl—regression (see e.g., (Chen and Paschalidis, 2020)). Another
argument supporting a WDRO approach for machine learning applications is
that it provides generalization guarantees, see e.g., Esfahani and Kuhn (2018),
An and Gao (2021).

c.1.2  Contributions, related works, and outline

In this paper we study regularization in the context of Wasserstein distribu-
tionally robust optimization. First, we propose a unified framework for double
regularization of the WDRO objective function (both in the objective and in
the constraint). We then provide a strong duality result with general convex
regularization functions. This result can be seen as the analogue for WDRO
of the general result of Paty and Cuturi (2020b) for OT. Second, we refine
our analysis in the case of the entropic regularization and obtain an explicit
expression for the dual problem. Furthermore, we provide approximation
guarantees when the regularization parameters are driven to 0, adapting the
reasoning from Carlier et al. (2017). These results can be seen as analogues
for WDRO of results of Genevay et al. (2019) for the entropic-regularized OT.
Note however, that the reasoning and results used OT do not directly apply in
the context of WDRO. Indeed, in OT, the entropic regularization depends on
(the product of) the two marginal distributions whereas, in WDRO, the second
marginal is not fixed but rather an optimization variable, which makes the
analysis different and more involved. This distinction is further discussed in
the beginning of Appendix C.3.
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C.1 INTRODUCTION

Up to our knowledge, regularization in the context of WDRO has not been
investigated on its own, as we do in this paper.! Nevertheless, let us mention
the two recent papers related to our developments: Blanchet and Kang (2020)
and Wang et al. (2021). In Blanchet and Kang (2020), an entropic smoothing
of a specific WDRO dual function is introduced and used for computational
purposes. Such dual smoothing implicitly corresponds to a regularization of
the associated primal problem, but this link is not formally made. In contrast,
the preprint Wang et al. (2021) (which appeared while we were preparing this
manuscript) shares similar spirit as our work. The entropic regularization
of WDRO is proposed and analyzed, with a special focus on computational
aspects. This is complementary to our work which provides a theoretical study
of general regularizations as well as approximation guarantees for the entropic
regularization. We will come back more precisely on the connections between
our results and those of Blanchet and Kang (2020) and Wang et al. (2021) in
Remark 9.

The outline of this paper is the following. The introduction ends below
with the definition of the framework of this paper. In Appendix C.2, we
provide a duality result for a general double regularization, together with an
illustration in the case when the transport cost is used a regularization function.
In Appendix C.3, we focus our analysis to the entropic regularization to get
refined expressions and an explicit control of the quality of the approximation
of the underlying WDRO problem.

c.1.3  Set-up, notation, and assumptions

The framework of this paper is the following. With E a subset of R, P a reference
probability distribution over £, and f: & — R the underlying objective function
(we drop the dependence in 0 to simplify the notation), we consider the sup
problem in the objective function of (C.1.2) with the Wasserstein ball of radius
p as an ambiguity set (C.1.4). Our objective thus writes:

sup{E¢-qf (£) : Q € P(E), W(P,Q) < p}. (C.1.5)
We reformulate the above problem, in a concise way, using only couplings as

sup E, f (WDRO)

nePp(EXE): Exc<p

where Pp(E X E) is the set of probability distributions on E X E having P as a
first marginal
Pp(EXE) ={nePEXE):m =P}. (C.1.6)

When the space E is compact, we have that the topological dual of C(Z?), the
set of continuous functions on E X E, is exactly M(E?), the set of finite signed
measures over Z X E by the Riesz representation (Rudin, 1987, Th. 2.14). We
denote by (:, -) the duality pairing between C(E X E) and M(E X E):

EXE EXE R
MEXE)XCEXE) — C17)

(1, ¢) — () = [@dn.

Let us mention that studying “regularization for WDRO” as we propose here should not be confused
with studying “the regularizing effect of WDRO on learning problems”, which is a separate field of
study (see e.g., Blanchet et al. (2019), Shafieezadeh-Abadeh et al. (2019a))
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When establishing general duality results, we will also make a constant use
of the convex conjugate of a function F: C(E X E) — R U {+00} defined as

ExE RU
oy JMEXE) — RU (oo} (C.18)

L L sup(pEC(E) <T[/ (P> - F((P) ’

as well as the preconjugate of a function G: M(E x E) — R U {+co} defined as

.- C(ExXE) — RU {+oc0} (C.1.9)

@ P Supc ) (L @) — G(1D).

In presence of convexity, these two operations are dual one another; see e.g.,
Clason and Valkonen (2020, Rem. 5.2). More precisely, we have that (F*), = F
when F is ls.c., convex, and proper, and (G.)* = G when G is weakly-x
Ls.c., convex, and proper. Furthermore, the following duality result will be
instrumental in our developments; it is a reformulation (Bot et al., 2009, Th. 3.2.6),
adapted to our purposes.

Lemma C.1.1 (General Fenchel duality). Consider a compact subset X c R¥, a
function h € C(X), and two functions F, G: M(X) — R U {+00} convex weakly-*
Ls.c. proper. If there exists ¢ € dom F. N (h — dom G.) such that F. is continuous at
@, then

su i, h) — F(n) — G(n) = inf F. + G.(Y). C.1.10
s () -Fm -G = it E()+Gp). (€110

Proof. First, the RHS can be rewritten as

inf F@)+ G.(¥) = inf F.(@)+ G.(h - @). C111
PYEC(X)p+y=h () +Cy) pec(X) (@) + G-~ @) ( )

Then, since F is convex weakly-x L.s.c., we get that F = (F.)* and that F. is proper,
convex, and l.s.c.; see (Clason and Valkonen, 2020, Rem. 5.2). The same holds
for G.

We can thus apply the duality result from (Bot et al., 2009, Th. 3.2.6) with F.
and G.(h — -) as primal functions that are proper convex functions, and C(X) as
primal space. Indeed, the regularity assumption of the lemma exactly gives the
regularity condition (RCI?) of this result. Hence,

inf F.@)+Gi(h—¢@)= sup —(F.)(-n)—(G.(h—"-))(n) (C1.12)
QeC(X)

neM(X)
= sup —F(-m)-G(-mn)—-(m, h). (C.1.13)
neM(X)
Carrying out the change of variable 7= «— —m then concludes the proof. u

C.2 REGULARIZATION OF THE WDRO OBJECTIVE FUNCTION

In this section, we study (WDRO) objectives with additional regularization
functions both in the constraints E;c < p and in the objective E,, f. For two



C.2 REGULARIZATION OF THE WDRO OBJECTIVE FUNCTION

arbitrary convex functions R, S : M(E2?) — R U {+oco}, the regularized objective
we consider is

sup En,f — R(n). (R-WDRO)

nePp(EXE): Erc+S(n)<p

We give in Appendix C.2.1 the expression of the dual of this problem, under
some compactness assumptions. We specialize in Appendix C.2.2 the obtained
expression for two specific regularizations, namely the cost regularization and
the entropic one. Finally, we present in Appendix C.2.3 a general framework,
beyond any compactness assumption, where the dual expression still holds.

c.2.1  Duality for regularized WDRO

In this section, we give the expression of the dual of (R-WDRO). This result is
the analogue for WDRO of the main result of Paty and Cuturi (2020b) which
gives the dual of the OT problem regularized by a general convex function.
We get this dual expression under the following assumptions, providing a nice
duality between objects.

Assumption C.1.

(i) E c R?is convex and compact;
(ii) f: 2 > Randc: ExE — Ry are both continuous;
(iii) Forall £in E, ¢(&,&) = 0.

This formulation of the dual problem can also be seen as a generalization of
the existing one for the non-regularized case (R = S = 0), see e.g., Blanchet and
Murthy (2019), Gao and Kleywegt (2022). Note however that the duality results
in these papers rely on weaker assumptions; in particular, Z is not assumed to be
compact and f, ¢ are only upper- and lower-semicontinuous respectively. In the
following result, these assumptions are needed to handle general regularizations.
We discuss how to alleviate them for particular regularization functions in the
next section.

Theorem C.1 (Strong duality for doubly-regularized WDRO). Let Assumption C.1
hold and take two convex, proper, and weakly-x Ls.c. functions R,S: M(E?) —
R U {+00}, such that R + S is also proper. If the primal problem (R-WDRO) is strictly
feasible (i.e., if there exists 1 € Pp(E X E) N dom R such that Exc + S(nt) < p), then
we have

val R-WDRO) = inf inf )/\p+]Eé~P sup £(C) = Ac(&, Q) = (&, O) |[+(R+AS).(9),
CeE

A20 peC(E2
(C21)
and there exists a primal optimal solution m* € Pp(E X E) and an optimal dual
parameter A* > 0.

We prove this theorem by carefully combining two standard duality results
(the Lagrangian duality theorem in Banach spaces Peypouquet (2015) and the
Fenchel duality theorem recalled in Lemma C.1.1) with a powerful theorem for
exchanging minimization/integration Rockafellar and Wets (1998). The latter
is rarely considered in similar contexts; see Sinha et al. (2018, Thm. 5) for an
exception.

Proof. The first step consists in applying the Lagrangian duality theorem of
Peypouquet (2015, Thm. 3.68); let us check its assumptions. First note that

285



286 REGULARIZATION FOR WDRO

Slater’s condition holds by assumption, so we only need to check that the
primal problem has at least a solution. This is the case by the following
arguments: (i) the problem is feasible by assumption; (ii) P(E x E) is weakly-x
sequentially compact (see e.g., Brezis (2010, Cor. 3.30)); (iii) the constraint set
{n € Pp(E X E) : Exc + S(n) < p} is weakly-x closed (since S is weakly-x
Ls.c. and the constraint 11 = P is weakly-x closed); and (iv) the objective
1 = Eg o)l f(C) = Ac(&, O)] = R(m) is weakly-x u.s.c. by assumption. As a
result, we have Lagrangian duality and existence of a dual solution

val (R-WDRO) = }n(f) sup E,0)r[f(C) = Ac(&, O] = (R+ AS)(m) + Ap
20 ep(ExE):my =P

(C.2.2)

The next step is to write the inner sup as an inf. For concision, let us introduce
Tp == R+ ASand Fi(&, Q) == f(C) — Ac(&, ). The sup over m, for a fixed A > 0,
thus writes

sup  Eg,n[f(Q) —Ac(E, O] —Ta(m) = sup (7, Fa) — tppaxe)(n) — Ta(n)

neEP(EXE):m1=P ne M(E2)

(C.2.3)

where 1p,(zxz) is the indicator function in the sense of convex analysis, i.e., for
e M(E?), tpp(Exz)(m) = 0if m € P(E X E) and 711 = P, and +oo otherwise.
Now, we want to apply the duality result of Lemma C.1.1 with F « 1p,=xz),
G <« T),and h « F,. To do so, we need to derive the (pre)conjugates of
Lpp(xz) and Ty. By the disintegration theorem, any coupling t(d&, dC) can be
written as P(d&) Q(dC|&) with Q a conditional probability on E. Therefore,

(1pp(Exe))s(@) = sup {E(s,0)onp(&, ) : m € P(EX E), 1y = P}
= sup {Es-pEc-q(16)@(&, C) : Q(|) conditional probability on £}

< Ecop

sup (&, C)l . (C24)

CeE

We now proceed to the reverse inequality, noting that a measurable map
C: E — E induces a conditional probability Q(-|£) = 0¢(s). Hence,

(tpp(Exz))<(@) = sup {]E(ENP]ECNQ(.|§)(p(CS, C) : Q(:]-) conditional probability on E}
> sup {Es-p@(&, C(&)) : C: E — E measurable} . (C.2.5)

The sup is finite since Z is compact and ¢ continuous. Let us defineN: ExR? —
R U {400} defined as N(&, C) = —@(&, Q) if C € E and +oo otherwise. Since ¢
is continuous and E is closed, N is jointly l.s.c., and, as a consequence, it is a
normal integrand by (Rockafellar and Wets, 1998, Ex. 14.31). So we can apply
(Rockafellar and Wets, 1998, Thm. 14.60) to get that

inf{Esp — @(&, C(&)) : C: E — E measurable} = E¢..p [érelg -p(&, C)} . (C.2.6)

Inverting the signs, we have showed both upper and lower-inequalities, which
means that

(tpp(Exa)) (@) = Ecop

sup ¢(¢&, C)] for any @ € C(2?), (C.2.7)
CeE
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and thus dom(ip,zxz))- = C(E?). Also, ¢ € C(E?) sup;cz (-, C) € C(E)
is 1-Lipschitz w.r.t. the norm of the uniform convergence so (ip,@Exz))- is
continuous on its domain.

Finally, since T, is convex, proper and weakly-x Ls.c., Tj. is proper and
therefore domT. # (. Thus, Lemma C.1.1 can be used and gives that

P Egp0pnlf(Q) = A€, O1=T(0) = int Beopsup £(0) = 16(€,0) = 9(&, 0 + Tulg),

neP(EXE):m;=P CeE

(C.2.8)

which, combined with (C.2.2), leads to the claimed result. |

c.2.2  Examples of reqularized WDRO

As an illustration of the duality result, let us consider two cases: first, when the
regularization is the transport cost itself and, second, when it is a ¢-divergence.

When the transport cost itself is used a regularization, the expression of the
dual simplifies as follow. This expression will be used in the analysis of the
next section.

Corollary C.2.2 (Duality for cost-regularized WDRO). Let Assumption C.1 hold
and take €,6 > 0. Then we have

sup Enf —¢Eqc = gg/\p +Esp sCuB {f(Q=(e+(1+8)A)c(&, O} .

nePp(EXE) : Erc+0Erc<p

(C.2.9)

Proof. Define R : m € M(Z2) > &(m,c), S : © € M(E?) — &(m, c) which are
convex, proper and weakly-x continuous by construction. The preconjugate
of their sum is (R + AS). = t{(¢4+15)c}- Moreover, the primal is strictly feasible
thanks to the transport plan n(d&, dC) = P(d&) 6:(dC). Thus, we can apply
Theorem C.1 to get the expression. |

When ¢-divergences are used as regularizations, the expression of the dual
problem of (C.2.1) simplifies as follows. We will come back in more details in
Appendix C.3 on the KL-divergence, which is a popular ¢-divergence.

Corollary C.2.3 (Duality for ¢-divergence-regularized WDRO). Let Assump-
tion C.1 hold and take ¢,6 > 0. Consider g € P(E X E), a convex l.s.c. function
¢ : R — R U {+0c0} such that ¢(1) = 0 and ¢’(+00) = *oo and define the associated
divergence for all m € P(E X E) as

d—”)dno if 1 is absolutely continuous w.r.t. T

Dy (n|mo) = e o(a%

+00 otherwise .

(C.2.10)

Then, with R <= €Dy (- |mg) and S « 6D - |mo), if the primal (R-WDRO) is strictly
feasible, its value is equal to

P(&, Q)
YT )dﬂo(é, Q).

(C.2.11)

inf inf Ap+E:.p
A20 peC(E?)

scug f(O) = Ace(E, Q) = ¢(&, 0)

+ (e + A0) : qb"(
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Proof. R and S are convex and proper by construction. Furthermore, D, admits
the following variational formula, see e.g., Agrawal and Horel (2021, Prop. 4.2.8)
applied with the pair (L* (1), M(E?)),

Ve M(E?), Dy(rt|mo) = sup{(rc)z,b - ¢ oypdny:ip e L“(no)} .

(C.2.12)

X

By Lusin’s theorem, see e.g., Rudin (1987, Thm. 2.24), the maximization over
L*(rtp) can be replaced by maximization over C(22), which guarantees that
Dy is indeed weak-* l.s.c.. Then, we can apply Theorem C.1, using that the

preconjugate of Dy is exactly ¢ /32 ¢* o dmg by Agrawal and Horel (2021,
Prop. 4.2.6). n

c.2.3  Duality under weaker assumptions

In this section, we present a generalization of Theorem C.1 with weaker
assumptions. The main change is that the compactness of E is no longer required
at the expense of a growth condition on f. Specifically, Assumption C.1 is
replaced by the following set of assumptions.

Assumption C.2.
(i) E c R%is a closed set;

(ii) f: E — Ris measurable w.r.t. the Borel g-algebra on &;
(iii) ¢ : 2 x E — R, is continuous and, forall £ in &, ¢(&, &) = 0;

(iv) There is some &y € E such that f satisfies the growth condition?:

Ja>0, st.VE,CeE,  [f(Q)] < all+c(& &) +c(&0), (C213)

and the integrability condition E¢..p[c(&, &)] < 400 holds.

For the sake of readability, we only state here an informal version of our
result, where we omit some technical assumptions on the regularizers and the
construction of the spaces involved. The formal statement (Theorem C.6), along
with its proof, is provided in Appendix C.5.

Theorem C.4 (Strong duality for general doubly-regularized WDRO, informal).
Let Assumption C.2 hold and take two convex, proper extended-valued functions R, S
which satisfy some reqularity conditions. If the primal problem (R-WDRO) is strictly
feasible, then we have

val (RWDRO) = inf inf Ap+Ec.resssup f(0)-Ac(&, O)=¢(S, QM (R]x-+AS|x-)(p),
20 pe CeB

(C.2.14)
where X is a Banach function space built from c, R and S, and the essential supremum
is taken w.r.t. the Lebesgue measure on E.

The gist of the proof consists in carefully crafting X from ¢, R and S and
then taking advantage of the duality structure of the pair (X, A*). Up to the

2 In the case when c is a power of a distance ¢ = d”, the growth condition is equivalent to
[f(&)] < a(l +d(&, &)P), which is standard in unregularized WDRO, see e.g., Gao and Kleywegt
(2022), Blanchet et al. (2021b)
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function spaces involved, the dual expression of (C.2.14) corresponds to the one
of (C.2.1). Also, the regularity conditions on R and S encompass the examples
of Appendix C.2.2, i.e., the cost regularization and ¢-divergences. Note also
that the continuity assumption on the cost function ¢ can be removed in the
case of ¢-divergences; see Appendix C.5.

C.3 ENTROPIC REGULARIZATION

In this section, we specialize and refine the study of the previous section in the
case entropic regularization, i.e., when the KL divergence is used a regularizing
function. This regularization is defined for two signed measures with finite
variations y, v as

/ log % dp if y and v are non-negative and y < v

+00 otherwise

This kind of regularization is very popular in computational OT, where it
enables the derivation useful approximations of the Wasserstein distance, as,
for example the so-called Sinkhorn distance:

inf Erc+ ¢KL(|P®Q) forP,Q € P(E) given. (C.3.2)

neP(EXE):m1=P,m=Q

When E is compact, the dual of this problem is given in Genevay et al. (2016,
Prop. 2.1)

sup Epf — eEcop log(]EQQef(g) a‘C(L'L)) . (C3.3)
fec@®)
In Appendix C.3.1, we establish a similar result for WDRO. But let us point
out here a technical difficulty arising from the WDRO framework compared
to OT. The KL divergence (C.3.2) is taken w.r.t. the measure P®Q, which
does not restrict the set of feasible transport plans (if 7 € P(E X E) satisfies
11 = P and 1 = Q, m is indeed absolutely continuous w.r.t. P® Q). In WDRO
however, only one marginal of the transport plans 7 is fixed and the support
of the optimal coupling can be arbitrary, so that the same regularization as in
(C.3.2) cannot directly be used.
We thus propose to regularize (WDRO) with KL using a base coupling
with first marginal (19); = P and consider

sup Er, f — ¢ KL(mt|mo). (E-WDRO)
nePp(EXE): Erc+6 KL(n|mg)<p

The choice of 71 restricts the set of transport plans to those that are absolutely
continuous w.r.t. mp. We see in Appendix C.3.2 that this restriction has a very
limited impact since a natural choice of 7 still provides a good approximations
of the original problem (WDRO) when the regularization parameters ¢, 6 vanish.

c.3.1 Duality for the entropy-regularized problem

We derive here a duality theorem for (E-WDRO) involving the KL regularization
with an arbitrary base coupling 7y € Pp(E X E). The result naturally involves
the same features as in (C.3.3).

289
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Theorem C.1 (Strong duality for entropy-regularized problems). Let Assump-
tion C.1 hold, take €, 6 > 0, and fix an arbitrary o € Pp(E X E). If the primal problem
(E-WDRO) is strictly feasible (i.e., if there exists 1 such that Exc + 6 KL(nt|mg) < p),
then

val (E-WDRO) = inf Ap + (¢ + 16)Ecr log (ECNHO(MJ “)Efff’o) . (C34)
n :

and there exists a primal optimal solution m* € Pp(E X E) and an optimal dual
parameter A* > 0.

The interest of using the entropy as a regularization appears when comparing

(C.3.4) to the general dual (C.2.1). We see that there is no inf on ¢ and moreover
the inner sup is replaced by a smoothed approximation (of the log-sum-exp
type).
Remark 9 (Two related results and weaker assumptions). The expression (C.3.4)
already appeared, for special cases, in recent articles/preprints. First, the dual
problem in (C.3.4) is proposed in Blanchet and Kang (2020) as a smoothing
technique (independently from duality and KL-regularization) in a specific
context of semi-supervised learning over a finite set E. Second, a very similar
duality result (in the case of the KL-regularization in constraints only) appears
in (Wang et al., 2021, Thm. 1). We note that this duality result holds under
weaker assumptions: their proof is based on arguments specific to the KL
divergence, whereas the one of Theorem C.1 is based on Corollary C.2.3 for
¢-divergences and thus on Theorem C.1 for generic regularizations.

It is possible to weaken the assumptions of Theorem C.1 by using the general
Theorem C.4 instead of Theorem C.1, which essentially replaces Assumption C.1
by Assumption C.2. We could also weaken the assumptions by using an
alternative proof from duality formulas in variational inference; see (Lee, 2021,
Thm. 2.1) which is itself inspired by Boucheron et al. (2005, Lem. 1). We
do not provide the details of these two refinements here. Indeed, obtaining
duality under weaker assumptions is not what matters most here since the
approximation result of the next section requires a combination of compactness
and continuity. m

Proof. We start by applying Corollary C.2.3 with ¢ : x € Ry = xlogx —x + 1
(whose conjugate is ¢*(y) = e¥ — 1), to get

sup f(0) = Ac(&,0) — (&, O) | + (e + A6)(mg, e 51 — 1) .

Ce&

val (E-WDRO) = inf Ap + inf [Eg.p
A=0 @eC(B?)

(@)
(C.3.5)

For a fixed A > 0, we can simplify the expression of the term (a) above by
introducing 7 = ¢ + A6, defining Fy: (£, C) — f(0) — Ac(&, Q) € C(2?), and
carrying out the change of variable ¢ < F) — ¢. We thus obtain

sup f(C) = Ac(&, Q) — (&, O) | + T Eng [e%’—1] (C3.6)

a)= inf Eg.
(a) ponf, Ee-r

CeE
Fy—¢
= inf Bep |sup (&, O)| + Ty, 7 1] (C37)
peC(E?) CeE
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The rest of the proof is devoted to the reformulation of the term (a) expressed
as (C.3.7). In order to get rid of the supremum in this expression, we restrict the
minimization to C(E) instead of C(Z2), i.e., we consider functions ¢ € C(Z2) of
the form (¢, C) = g(&) with g € C(&):

FAE,0)-8(8)

val(C37) < inf Eeor [g(é)]+T]E(5,C)~no[e =] (C3.8)
geC(B

Let us prove that the inequality above is actually an equality. Fix a bivariate
function ¢ € C(E?) and consider the univariate function g% := sup cez (-, 0).
Then, since —p(&, ) = —g% (&), we have

Ec-p |sup ¢(&, Q)

CeE

Fr-g FAE0-5%()
+ 7B, [eAT - 1] > Eep [g7(E)] + B0 om, [eA e 1]

(C.3.9)

However, g% is not continuous in general but only ls.c., hence we cannot
lower bound the RHS of (C.3.9) by the RHS of (C.3.8). To remedy this issue,
we approximate ¢ with continuous functions defined for k > 1 by g](f(é) =
infrez g9(0) + k||E - C|| . Since g7 is Ls.c., the functions (g;f) converge pointwise
to ¢ when k goes to +c0, see e.g., (Rockafellar and Wets, 1998, Ex. 9.11).
Moreover, these functions are uniformly bounded by sup .z |g¥(&)|, thus
Lebesgue’s dominated convergence implies that

Ec-p [sup ¢(&, 0)

CeE

Fo-e FA£0-57(9)
+ TEq, [e T = 1] > Ec.p [g(P(cf)] + T]E(E,C)~710 [e T - 1]

(C.3.10)

FA&0-g](©)

= Am Eep [87(E)] + TEe o, [’3 . 1]

(C.3.11)

]EéNP[g(é)]—’_T]E(é,C%no[e : —1].

(C.3.12)

> inf
g€C(E)

Combining (C.3.8) and (C.3.12) gives that

FA(£,0-g(&)
i 1]

(@)= inf Eep[g()] + TB(e,c)on, [e ; (C3.13)
g<C(®)

The final step of the proof consists in solving the above minimum over g.
Indeed, the objective

g Eep [8(E)] + TE (g 0)om |67 T (C.3.14)

FAEO-8()

_ 1]
is convex and differentiable on C(E). As a consequence, the critical points are
minimizers. The gradient at a continuous function g € C(E) lives in M(E) and
is given by

FA(E,0)-g(&)

P(dé¢) - ([ e/fﬂo(délé)) P(d&). (C.3.15)

=
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Thus the continuous function
* F)(&,0)
gFié Tlog(/e T no(dC|E)) (C.3.16)

is a solution of (C.3.13). We get

(@) = Eep [Tlog([ewno(dc|g)) + TEE~p[[eWno(dc|g)—1

=0 (by nullity of the gradient in (C.3.15) for g*)
(C.3.17)

which in turn gives the desired expression (C.3.4). n

Remark 10 (Optimal transport plan). In the setting of Theorem C.1, the primal
optimal solution * € Pp(E X E) can be built explicitly from A* by taking for

any £ € B
FO-2*e(6,0)

*(dC|&) e = mp(dC|E). (C.3.18)

Indeed, since the dual function

f(é)*)\C(é,C)) (C319)

A+ Ap + (& + A8)Eg-p log (]EC~710(»|§)€ -2l

is differentiable at A*, the optimality condition for (C.3.4) implies that E.+[c] +
O KL(n*|mg) < p (with equality if and only if A* > 0), i.e., that ™ is feasible in
(E-WDRO). Then, one can check that

[O=-A*e(&,0)

]En; [f] —€ KL(R*|T60) = /\*p +(e+ A*é)]E(g~p log (]ECNHO(.E)E e+A*S ) (C.3.20)

so that, by strong duality (Theorem C.1), * is optimal for (E-WDRO).

c.3.2  Approximation error of entropy-regularized problems

In this section, we study the behavior of the approximation error of (E-WDRO)
as the regularization parameters vanish to 0. To quantify this approximation,
we specify the cost c and the reference measure mg. Specifically, we consider
that the cost ¢ is a norm to some power p > 1

c(&, Q) =llE=C|F (C.3.21)

and that the reference measure 7y € Pp(E X E) is taken, for some ¢ > 0, as

no(d&,dQ) o« P(d&) lcex e‘% dc. (C.3.22)

For example, when ¢(&,0) = ||& — Cllg with p € {1,2}, mp(:|€) is a Laplace or a
Gaussian distribution (which is easy to sample from for any & € E). We also
slightly strengthen Assumption C.1 by assuming that Z is a convex body and
that the functions are Lipschitz continuous.

Theorem C.2 (Approximation for entropic regularization). Let the following
conditions hold:

(i) the objective f: E — Rand the cost c: EXE — R are Lipschitz continuous;
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(ii) the cost c and the coupling g are taken as (C.3.21) and (C.3.22) with o > 0
such that Ex,c < p;

(i) the set & c RY is compact, convex, with nonempty interior.

Then, as the regularization parameters €, 0 > 0 go to zero, we have

0 < val (WDRO) — val (E-WDRO) < O[d (¢ + A6) log

— (C.3.23)
e+ A

2sups |f]

where A = P Eoc

is an explicit dual bound.

This result is the analogue for (WDRO) of quantitative bounds for (C.3.2)
established in Genevay et al. (2019) in the context of OT. The core of the
proof consists in introducing a block approximation of the optimal transport
plan, following Carlier et al. (2017). In our situation, the second marginal
of the transport plan 7t is not fixed, and it is the variable of the optimization
problem. Moreover we have an additional variable A to take into account. So we
have to be careful to modify the approximation scheme of Carlier et al. (2017),
Genevay et al. (2019) and we introduce an auxiliary regularized problem, that
can be better handled that the entropy-regularized problem. Thus the proof of
Theorem C.2 requires several original steps, as described in the next section.

c.3.3 Proof of the approximation theorem

This section is devoted to the proof of Theorem C.2. In fact, we state and prove
a slightly more detailed result, formalized in the next theorem, and we show
afterwards how Theorem C.2 can be derived as a consequence. The following
theorem can indeed be seen as a global version of Theorem C.2, with explicit
constants and slightly more general assumptions. To simplify the reading, we
denote by the optimal solution of the entropy-regularized problem.

FSO(f,P) = sup E,, f — ¢ KL(rt|mp) . (C.3.24)
nePp(EXE): Erc+6 KL(n|mp)<p

Theorem C.3 (Extended approximation theorem). Take a radius p > 0, regular-
ization parameters €, > 0, and suppose that the following conditions hold:

(i) The objective f: E — Rand the cost c: EXE — R, are Lipschitz continuous,
and that their respective Lipschitz constants satisfy € < Lip(f)and 6 <
Lip(c);

(if) The cost ¢ and the coupling g are taken as (C.3.21) and (C.3.22) with o > 0
such that Ex,c < p;

(iii) Theset E c R? is compact, convex, and satisfies (for B(&, A) the ball for || -1])

Vol(E N E(é,A))
V= inf >0. (C.3.25)
E€E,0<A<d Al
Then, we have,
- p
- 1[(e+Ad0)d ep
FO% (f)—(e+Ad)|d+dlo (—_)+ +— -
e / & (e +Ad)d o L oc+06
(C.3.26)

<FY(F) < FY°(f). (C.3.27)
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where A = zpsflgiolfl, L = Lip(f) + ALip(c), and C = min {log VO%}E),log Iv“} with

4 _lap
I, =av f]Rd e »1dC.

The proof of this result requires a few preliminary steps. First, we provide in
Lemma C.3.4 a simple approximation result for the cost-regularized problem

Gy(f) = sup En,f — ¢Brc. (C.3.28)
nePp(EXE): Erc+0Eqc<p

Next, we bound in Lemma C.3.5 the dual optimal solution of the entropy-
regularized problem F ;’5( f,P). Finally, for a fixed dual variable, we compare in
Lemma C.3.6 the values of the Lagrangians of the entropy-regularized problem
and the cost-regularized one, which is the most technical part of the proof. After
these three lemmas, we prove the approximation result in the extended version
(Theorem C.3), and show how the initial version (Theorem C.2) can be derived
from it.

Lemma C.3.4 (Approximation for cost-regularization). Let Assumption C.1 hold
and take €,6 > 0. Then, the following bound hold

G% (f)- == < 65(f) < &Y. (C3.29)

Proof. Since the cost function is non-negative, we directly have G;’é (f) < Gg’o( f).

From Corollary C.2.2, we write the cost-regularized function G;’b( f) of (C.3.28)
as follows

G (f) = inf Ap + Ee-p |sup f(C) = (¢ + (1 + 0)A)c(E, C)] (C.3.30)
> [4=C)
. '—e¢ ’ . r_ .
= j%ﬂ 5P+ Eep f;‘iff(C) Ne(E, Q)| (withA = e+ (1+06)A)
(C.3.31)
. "—¢ ,
2 Inf ———p+Ecp Sclelgf ()= Ace(E,0) (C3.32)
> Py fA'L +Eeop [sup f(Q) = Vc(&, ©) (C3.33)
- 1 + 6 /V>0 6 CeB
= sup  Enf - = G% (f) - (C3.34)
n€Pp(EXE)Erc< 155 e
where the last line follows again from Corollary C.2.2 with ¢ = 6 = 0. m

Lemma C.3.5 (Upper-bound on dual solutions). Under the assumptions of The-
orem C.1, the optimal solution A* of the dual problem of F; “O(f,P) is bounded as
follows

_  2sup.
<o 2l (C.3.35)
p— ]Eﬂoc

Proof. Theorem C.1 gives the existence of A*, which, by definition, minimizes

FQ=Ac(&,0) ) ) (C336)

g A Ap+ (e + A8)Eeoplog (IEMO(AE)e e
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On the one hand, g(A*) is upper bounded as

f(©)
2(A*) < g(0) = ¢ Ee.plog (JECNnO(.‘é)eT) < sup|fl. (C.337)

On the other hand, thanks to Jensen’s inequality, g(1*) is lower-bounded as

§A%) 2 A%p + E(g 0)omy [ f(Q) = A*e(&, Q)] 2 A*(p — Enye) —sup |f]. (C.3.38)

Combining the two inequalities gives (C.3.35). n

Lemma C.3.6 (Approximation bound for the Lagrangians). Under the assumptions
of Theorem C.3, consider

FSP(A, f)= sup  Eopenlf(Q) = Ac(E, Q)] - (e + A8) KL(r|mo),

nePp(EXE)
(C.3.39)
£ A
id Gy P )= sup  Bieoalf(0) - Ac(&, 01 - (S ete 0
nePp(EXE)
(C.3.40)

_ &0
Then we have, for a fixed A € (0, d] and with [;(&) = fs e ¥ lad(,

ale

G5/ (A, f) < F5°(A, £) + (Lip(f) +ALip(c)A + (¢ + Aé)(%p—log(VAd) + Ecplog 16(5)).

(C.3.41)

Proof. We start by reformulating G E 3 (A, f). By continuity and compactness, the
function C — f(C)—(A+(e+A08)/0)c(&, ) has a maximizer on E for every &. By
(Rockafellar and Wets, 1998, Thm. 14.37), we get that there exists a measurable
map C*: E — E such that C*(&) € argmax .z f(C) — (A + (¢ + A0)/0)c(&, ) for
any & € E. Then,

is an optimal solution, and therefore

Sl

e+ Ad

G5'" (A, f) = EysFy — Epsc. (C.3.43)

Now define EA(é) = B(C*(&), A) and 7® € Pp(8 x E) such that

o 1 no(dé&, dl). (C.3.44)

CeB (&)
Note first that we have

E+F) — EnFa = EepEr ) [FA(E, CN(&)) = Fa(&, Q)] < (Lip(f) + ALip(c)A,
(C.3.45)
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since Fy is (Lip(f) + ALip(c))-Lipschitz continuous and the support of 7(-|&)
is EA(é ). Now, we proceed to bound KL(rt®|r) by first noticing that

dr®(ClE
KL(T(A|T(0) = EcPEc ) log(ﬁ) (C.3.46)
_E0 _ &0
= -E¢.p log(/ L ¢ ZVIUdC) + Ec.p log(/e 2Pladc)
ENB" (&) B
(C.3.47)

_ &9
ABA ) e »7'odC. First, note that by the trian-

gular inequality (and since p > 1), for any &, C € E,

c(£,0) _ cl&, T (&) +c(C*(€), O)
20 = 2 ‘

We focus on lower-bounding f:

(C.3.48)

—A
If, in addition, C is in B (£), this bound becomes Cz(fi? < c(&, T* (&) + AP,
Hence, we have

_cEn) C(£,C* () +AP —A c(£,C* () +AP
/ e 7 dl > e VOlEN B (8) 2 e VAT, (C.3.49)

where V is defined in (C.3.25). Plugging the above lower and upper bounds
into (C.3.47) yields

Ec-pc(E, C¥(E) +A7
o

* p
- ]E”CTJFA - log(VAd) + Eeplog,(£). (C.3.51)

KL(7%|mg) <

log(VAd) +Eeplogl,(§)  (C.3.50)

Finally, putting (C.3.43), (C.3.45), and (C.3.51) together gives,

e o
Gy " (A, f) = EnsFp — £ AélEn*c (C.3.52)
=EsF) — (e + A8) KL(t®|m) + (ExxFj — E,aFy) + ((e + A6) KL(1t® o) —
(C.3.53)

£,0 ; ; AP d
< FEP(A, £) + (Lip(f) + ALip(c))A + (e + /\6)(? - log(VA ) + Ecplog 10(5))

(C.3.54)

which is the claimed inequality. u

We have now all the ingredients to establish the extended version of the
approximation result.

Proof of Theorem C.3. First, notice that by Lemma C.3.4, we have that

€p 0,0 ep £,
% (f,P)- =G” - <GS’
1+§/a (f ) o+ 6 l+’;/6 (f) o+ 6 - p

(f). (C.3.55)

Thus, using the bound at A fixed, given by Lemma C.3.6 and the upper-bound
(C.3.35), we get

(f) < inf_G3'"(A, f) (C.3.56)

e+ Ad

]En*C)
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< inf Fg °a, f)+ (Lip(f) + ALip(c))A + (e + )\6)(— - log(VAd) + Es.plog IG(E))

0<A<
(C357)
£,0 . - - AP d
<FSO(f) + (sz(f) + )\sz(c)) A+ (e + A(S)(F - log(VA ) + Ee-p loglg(é)).
(C.3.58)

Minimizing the above bound over A > 0, we get that the optimal value A* is of
the form A* = (HM’ +O((e +A8)P*1), with L = Lip(f)+ /\sz(c) as introduced

in the statement of the theorem. As a consequence, we set A = %b)d in the
bound above, which becomes

Slo

£
J
P

(f) SFSO(f) + (e +/\6)(d+dlog(

)HE“PlOgI (€)+logv+— @) )

(e +A6)d
(C.3.59)
There is only left to bound the term in Es.plogl;(£). On one hand, we

_ &0
have e 2»-1¢ <1 so that

_ <9
/e ¥ lodC < vol(E).

On the other hand, we also have (using the change of variable (' = a_% (C-¢&)

0 get IU) (£,0) lle=cy®
/ 2;1 dc < / e ;HJ dc =1,
= R4

This makes the constant C appear in the bound and thus ends the proof. =

We finish by explaining how the main theorem, Theorem C.2, stems from
Theorem C.3. On the LHS of the inequality in Theorem C.3, the unregularized
objective has radius 15— b Tro/5 instead of simply pin F(p)’o( f,P) = val (WDRO). Thus,
we compare in the next lemma the optimal values for these two parameters.

Lemma C.3.7 (Comparing optimal values). Under the assumptions of Theorem C.3,

Fo°(f,P) < F%) (f,P)+0O(5). (C.3.60)

1+0/0

Proof. We first apply (Santambrogio, 2015, Theorem 5.27) to get a constant-
speed geodesic for the p-Wasserstein distance connecting P and Q, which is

W(P, Q)% with our notation. This means that there exists a family of probability
distributions (Q;);e[o,1] such that Q) = Q, Q; =P and, forany ¢ € [0,1],

W(P,Q)F =(1-HW(P,QF  and  W(Q, Q) = tW(P,Q7. (C3.61)

We apply these equations with Q such that W(P,Q) < pand t =1—-(1+0/ 0)7%
to obtain

p
W(P,Q,) < 13570

570 and W(Q,Q;) < tPp = O(0). (C.3.62)

Note that the first inequality above yields

Eo f < sup Enf =F") (f,P), (C.3.63)

nePp(EXE)Erc< 7 1+ofo
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We now use the Kantorovich-Rubinstein inequality (e.g., Villani (2003, Thm. 1.14))
to write

Eof —Eo f < Wi(Q Q)Lip(f) < W(Q Q)7 Lip(f), (C.3.64)

where for the second inequality we used that the p-Wasserstein distance is
always greater than or equal to the 1-Wasserstein distance (e.g., Villani (2003,
§7.1.2)). Together with (C.3.63), this yields:

Eqf < Eq,f +0(5) < F* (f,P)+0(s). (C.3.65)

1+6/0

Taking the supremum over all Q such that W(P, Q) < p allows us to conclude. m

With the help of the previous lemma, the proof of Theorem C.2 comes easily
from Theorem C.3.

Proof of Theorem C.2. We start with checking that the fact that E is a compact

convex body (condition (iv) in Theorem C.2) implies that V' > 0 (condition (iv)

in Theorem C.3). Introduce, for & € E, the function

Vol(E nB(, A))
Ad

1 —
ve A =V01(K(E—E)QIB(0,1) .
Since E is convex, we easily get that v¢ is non-increasing. Thus we can lower-
bound the constant V' as follows, using diam(E) := sup; .z||& —C|| the diameter
of E.

V= inf A) > inf (A .3.66
5GE}(1)’1<Asd ve(d) =z EEE,0<ASr1112x(d,diam(E)) ve(8) (€ )
VOI(E N B(&, max(d, diam(E))) vol(E)
= inf - > — > 0. (C.3.67)
EeE (max(d, diam(E))4 (max(d, diam(Z))4

So we get V > 0 which is condition (iv) in Theorem C.3. Thus we can apply
Theorem C.3 and Lemma C.3.7. Noting that F;’é( f) = val (E-WDRO) and

F(p)’o( f,P) = val (WDRO), and combining the obtained bound with Lemma C.3.7
gives the result. u

c4 CONCLUSION, PERSPECTIVES

Inspired by the success of regularization in OT, we proposed and studied a
regularization scheme for WDRO problems. We derived the expression of
the dual objective function in the general case as well as a refined one in the
particular setting of the entropic regularization. In addition, we showed that
the difference between the original WDRO problem and the entropic one is
properly controlled by the regularization parameters.

Since regularization in OT has shown attractive computational advantages
and statistical benefits, an exciting research direction is to investigate whether
similar gains hold for regularization in WDRO. Itis also worth studying possible
extensions of the results of this paper, including the approximation errors with
general regularizations, beyond the entropic case.
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C.5 DUALITY UNDER WEAKER ASSUMPTIONS

In Theorem C.1, we derive the expression of the dual of the regularized WDRO
problem, with arbitrary regularizations. In this situation, the primal is not
completely explicit, and then compactness and continuity are crucial, as we
leverage the duality between continuous functions and measures on a compact
space.

In this appendix, we provide a generalization of the duality result that does
away with the compactness and the continuity assumptions. This is achieved
by carefully designing the spaces in which duality arguments are made. The
general duality result was informally given in Appendix C.2.3. Here, we
provide the mathematical developments, as follows: Appendix C.5.1 presents
the setting; Appendix C.5.2 provides the theorem; Appendix C.5.3 states some
basic results used in the the proof of Appendix C.5.4; Appendix C.5.5 finishes
with two examples.

c.5.1 Setting: assumptions, recalls, and construction of the spaces

In the appendix, we consider the following set of blanket assumptions.

Assumption C.3.

(i) & c R%is a closed set.
(if) f: E — R is measurable w.r.t. the Borel o-algebra on E;
(iii) ¢ : E X & — R, is measurable as well and, forall £ in &, ¢(&, &) = 0;

(iv) Thereissome &y € E such that the integrability condition Esp[c(&, &g)] <
+00 holds.

For convenience, we denote by ¢y the function (&, C) +— c(&, &). We work in
this appendix with the probability space (22, F % 119) where 7 is a measure
satisfying the following assumption.

Assumption C4. 7y € Pp(E X E) is a reference measure such that 1 + ¢ + ¢ is
integrable w.r.t. .

As a consequence of (ii), we consider L%(7) the set of measurable functions
on E? (where functions which agree almost everywhere w.r.t. 7 are identified),
equipped with the topology which metrizes the convergence in probability, see
e.g., Kalton et al. (1984, Chap. 2, §2) or Bogachev (2007, 4.7.60). For simplicity,
we identify L%(r), and more generally the spaces L?(m), as subsets of M(Z2)
through the map g — gdmo. In turn, M(E?) is itself seen as a subspace of
(Lt (E2))*, the topological dual of the space of bounded (everywhere) measurable
functions.

Recalls in modular spaces

The upcoming results are built over modular spaces Musielak (2006), i.e., subsets
of L1(mg) defined for some H: L(rtg) — R U {+o0} as

LH = {g € L'(no) : 3p > 0, H(g/P) < +oo} . (C.5.1)

Under suitable assumptions, the following lemma states that L? equipped with
the norm ||g||x := inf{8 > 0: H(g/B) < 1} is a Banach space.
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Lemma C.5.1. Consider H : L%(my) — Ry U {+00} convex, symmetric, with
H(0) = 0. If H is LO(mg)-Ls.c. and {g € L°(mo) : H(g) < 1} is bounded in L°(rtp),
then (LY, ||| ) is a Banach space.

Proof. The proof follows the second paragraph of the proof of Pennanen and
Perkki6 (2022, Thm. 22), which consists in applying Pennanen and Perkkit
(2022, Rmk. 9). For this, one needs to show that the topology on L is no
weaker than the L°(rg) topology. First note that the L%(1p)-Ls.c. of H implies
the L%(mg)-Ls.c. of ||| #. Indeed, take a sequence g; of L which converges to
g: forany a > [|g¢||;#, it holds that H(g¢/a) < 1.

Now, take U/ C LH an L(rp)-neighborhood of the origin. By the boundedness
assumption, there is @ > 0 such that {g € L :||¢||g < 1} ={g € L%(n0): H(g) <
1} Ca U so that i N L is a neighborhood of 0 in L. Applying Pennanen and
Perkkio (2022, Rmk. 9) yields the result. |

We also consider a special subspace of LH named the Orlicz heart, denoted
by LY and defined by

Ll ={gel":V8>0,H(g/p) < +oo}. (C5.2)

Our motivation for introducing such spaces was guided by Agrawal and
Horel (2021), which explores the link between ¢-divergences and associated
Orlicz spaces. Note though that our construction is more general and slightly
different than theirs.

Construction of the function space for duality

We first introduce two modular spaces, LHe and LHR  used later to build our
function space X.

Lemma C.5.2. Define H. : L°(ip) — R U {+c0} as

H. =
<1

L (1)

8
T+cg+e

L{geLO(nO): } : (C5.3)

Then (LY, ||-||1,) is @ Banach space.

Proof. We check that H, satisfies the assumptions of Lemma C.5.1, and in partic-
ular thatitis L%(rg)-L.s.c. and that {g € L%(rg) : H.(g) < 1} is bounded in proba-

bility, which comes down to showing that {g € L%mo) : ||1g/(1 +co + Lo (rg) < 1}

)
is closed in L%(7g) and bounded in L%(rg).

To show that it is closed, consider a sequence of functions g; fort =1,2,...
belonging to this set which converges in probability to some g € L%(rp). Then,
for any n > 0,

18l |8 — &l Ed
ﬂo(m>1+ﬂ < T m>n T m>1 (C54)

< mo(lg - g1l > M) > 0. (C5.5)

Hence, by continuity of probability,

Il o Il ~
n0(1+co+c>1 _}’11)1(1)710 1+c0+c>1+n =0, (C5.6)

which shows that [|g/(1 + co + ¢)|l () < 1.
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We now show that {g € L%mo) : ||1g/(1 +co + ooz < 1} is bounded in

L(mp) i.e.,
vn>0,3IM >0,V¥g e %ng) st H(g) <1, mo(lgl >M)<n. (C57)

To do so, let us take ¢ € L%(mg) such that ||g/(1 + ¢o + Ol Loo(rg) < 1. Then, for
any M > 0, by Markov’s inequality

]Eno[lgu < IET[o[l +Co + C]
M T M !

no(lgl = M) < (C5.8)
and by assumption, Er,[1 + cg + c] is finite, so that the RHS is arbitrarily small
as M grows. u

Now, let us define a modular space, starting from a “regularization” R (a
more formal link will be made in Appendix C.5.5).

Lemma C.5.3. Consider R : (LY(22))* — R convex such that

1. dom R is included in the cone of non-negative linear forms;

2. infR = 0 = R(mR) for some mg € L¥(mg) such that both (1 + a)mg and g +
are in dom R for some a > 0;

and define Hg : L%(rt9) — R U {+0o0} by

Hr(g) == sup .[2|g|ndno — R(mt + 7tR) . (C.5.9)

neL0(m)

Then (LFR, ||-||p1, ) is a Banach space. As a consequence, (L%, ||-||u, ) is a Banach space
too.

Proof. Note first that Hr(g) = SUP e 10 ()20 sz|g|ndn0 - f52|g|ann0 — R(n)
so that it is well-defined for any ¢ € L!(r) since the integral ./EZ |g|mdmg always
has a value in R U {+c0} and because g is still in L!(1p). Moreover Hg is
convex as a supremum of convex functions.

Let us show that Hy satisfies the conditions of Lemma C.5.1. First, Hy is
non-negative since

Hg(g) = (0)|g| = R(0+7mg) =0 for g € LO(m). (C.5.10)

Then, Hg is L%(rtp)-1.s.c. since the functions g f |g|(t — mr)dmg — R(m) are
L%(mg)-Ls.c. for any 7 € L%(7p) non-negative by Fatou’s lemma. Finally, it
remains to check the boundedness condition, i.e., that {g € L%(r) : Hr(g) < 1}
is bounded in L%(rp). But, since g + @ € domR for some a > 0, for any
g € L%(no), Hr(8) = allgllLi(ny) S0 that {g € LO(mg) : Hr(g) < 1} is included in
a L!(rtp)-ball and is a fortiori bounded in probability by Markov inequality.

For LgR to be Banach space too, it suffices to check that it is closed in LF,
following the arguments of the proof of Pennanen and Perkki6 (2022, Thm. 22).
Indeed, take a sequence (g;); from LE* that converges to g € L for the norm
||| 1z . For any B > 0, Hr((g — g¢)/B) < 1 for t large enough so the convexity of
Hp gives us that,

Hi(3/(26) < 3Hi(s1 /) + 5 < +o0, C511)

so that g € Lg R, and this ends the proof. n
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As a consequence of these two lemmas, we can build the Banach space &’ that
will be used in the duality proofs, see Lunardi (2009, p. ix) for instance.

Corollary C.5.4. Define X = L + Lgk with the norm

gl = inf{||gC|ILHC + 18RIl g = gc € LHe, QR € LI;R s.t. g+ gr= g}.
(C.5.12)

Then (X, ||| x) is a Banach space, whose dual can be identified with
x* = (LPey n (LAry (C.5.13)

Moreover, we will need the following criterion under which a given measure
belongs to X

Lemma C.5.5. Under the assumptions of Lemma C.5.3, for t € Pp(E X E) N L(mp),
if both E[c] and R(m) are finite, then 1 belongs to X*.

Proof. We first show that 7t is in (LH<)*. To do so, we use that by Pennanen
and Perkki6 (2022, Thm. 22), L™ is a subspace of (L"<)* where H; is defined
for all w € (LH¢)* as Hi(mt) = supgeLw(no)(n)g — H.(g). By definition of H,, we
have that H;(n) = (m)1 + co + ¢ = 1 + Esp[c(&, &o)] + Ex[c], which is finite by
assumption. We thus have that 7t € (LH)*.

Next, we show that 7t defines a continuous linear form on (LIQ;I oAl rr)- To
do so, let us take g € Lg] R so that by definition we can take f > 0 so that
Hr(g/B) < +oo. By the assumption of Lemma C.5.3, there is some a > 0
such that (1 + a)n, € domR so that one can choose A € (0,1) satisfying
(1 + a)(1 - A) =1. Then, by definition of Hg and convexity of R, one has that
for all T € L(1p), the following inequality holds

% /Iglndno < Hgr(g/B) + AR(m) + (1 = A)R((1 + a)mr) . (C5.14)

Since the RHS is finite from the assumptions as soon as R(m) is finite, we have
that / gndmnyg is well-defined for g € LgR. All that is left to show is that this

linear form is indeed continuous. Take g; € Lg R which goes to zero as t goes to
+00. This means that there exists a sequence ; > 0 which goes to zero such
that Hr(g¢/p:) < 1forallt =1,2,.... Applying (C.5.14) with g « g;, B < B,
and 7t such that R(m) is finite yields

ﬁi/|gt|ndn0 <1+ AR(m) + (1 - A)R((1 + a)ng) < +o0 (C.5.15)
t
which implies that / |g¢|mdmg goes to 0 as t goes to +oo. L

c.5.2  Statement of the theorem

We can now state the formal version of Theorem C.4.
Theorem C.6. Tuke S := 2R. Let Assumption C.3 hold and assume that
1. f satisfies the growth condition :

3g € L®(m0), VB >0, (&,0) = B(f(C) = (1 +c(&, &o) + (&, 0))g (&, C)) € dom Hg,
(C.5.16)
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or equivalently, that the function ]7, defined as f: (&, C) = f(0), liesin X;
R convex satisfies the assumptions of Lemma C.5.3 and R|x- is 0(X*, X)-Ls.c.;
19 € Pp(2 X B) satisfies Assumption C.4;

there exists Tts € Pp(E x E) N LY(r10) such that Eq[c] + S(ms) < p;

Gk LN

one of the two following reqularity conditions hold:

a) Risa(X*,C(B2)NLH)-us.c. onPp(EXE), fisls.c, f- € L, intE =2
and for all & € B and mo(-|&) has a positive density w.r.t. the Lebesgue
measure on E.

b) domR c L%(n) and, for any non-increasing non-negative sequence g €
dom Hp such that gt — 0as t — oo, we have Hr(g:) — 0.

Then, the problem
sup {Ex,[f] - R(n) : m € Pp(E X E), Ex[c] +S(n) < p} (C.5.17)

coincides with its dual

inf {Ap + ]ECSNP

esssup{f —Ac(&, ) —g(&, )} + Rlar +AS|x+), () g€ X, A > O} .
mo(-1€)
(C.5.18)

We state the theorem and provide its proof in the case of when R and S are
proportional. The case with different R and S would follow that the same lines,
at the price of slightly more complicated assumptions and a slightly different
treatment of subcases in the proof. To avoid these extra-technicalities, we
stick here with the proportional case, which already presents all the intrinsic
reasoning and the mathematical tools. Before going to the proof of this result in
Appendix C.5.4, we introduce in the next section some general duality lemmas,
tailored for our context.

c.5.3 Basic duality lemmas

Lemma C.5.7. Consider X a Banach space and g: X* — R U {+o0} convex, proper
and weakly-x Ls.c.. Then (g.)" = g.

Proof. Equipped with its weak-* topology, X is a locally convex topological
vector space whose topological dual is &, see Rudin (1991, Thm. 3.10, §3.14).
As a consequence, the usual theorem of the biconjugate (e.g., Zalinescu (2002,
Thm. 2.3.3)) ensures that (g.)* = g. ]

Lemma C.5.8. Given X a Banach space, g, h,s,1: X* — R U {400} convex, proper
and weakly-x 1.s.c., consider the two problems,

xer/g}?zo(g + As)(x) + (B + AD).(=x) (P)
max —g(x*) — h(x*) s.t. s(x") +1(x*) <0. (D)
xreXx*
If the following qualification condition holds
{xe X:31 20, x € dom(g + As). + dom(h + Al).} = X (C.5.19)

then, (P) = (D).
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Proof. Let us define the perturbation function ® : (¥ X R) x ¥ — R U {+oco} by
D((x,A), x") = (g +As)u(x) + (h + Al)(x" — x) + 1R, (). (C.5.20)

® is Ls.c. and convex since both (x, 1), x" +— (g + As).(x) and (x,A),x" —
(h + Al).(x" — x) are jointly convex and 1.s.c. as supremums of continuous linear
functions. Let us now compute the conjugate of @, for ((x*, 1*), y) € (X*XR)xXx™

O ((x", A7), y) = sup {5 x)+ (Y, X)) +AA=(g+As)(x) — (h + Al).(x" —x)}

x,x’€X,A>0
(C5.21)
= sup {0+ (Y, X +x)+ AA = (g +As)(x) — (h+ Al).(x")}
x,x’€X,A>0
(C5.22)
= sup {/\*)\ +(g+As)(x" + y) + sup{(x*, x) — (h + /\l)*(x’)}}
A>0 xeX
(C.5.23)
=sup{A'A+(g+As)(x" +y)+ (h+AD(y)} (C.5.24)
A>0
= g(X* + y) + h(y) t L s (et 4+y)+(y) <0 (C.5.25)
where we applied Lemma C.5.7 to g + As and & + Al. Now, note that (P) is equal
to
i D((x,A),0 d (D)t -0, x"). C.5.26
o ((x,4),0)  and(D)to  max-&*(0,x") ( )

Now we leverage the duality theorem Zalinescu (2002, Thm. 2.7.1) with qualifi-
cation condition (vii), see Zalinescu (2002, p. 15) for the relevant definition, to
show that the values of those problems are equal. This qualification condition
requires that the set

cone{x’ € X :3(x,A) € ¥ xR, ((x,A),x") € dom D} (C.5.27)
be a closed linear subset of X'. But this set can be rewritten as
cone{x’ € X :3A >0, x’ € dom(g + As). + dom(h + Al).} (C.5.28)

and our qualification assumption ensures that it is equal to the whole space
X. u

Lemma C.5.9. Consider a vector space ), § : Y — {—oo} UR concave, s : Y —
R U {+00} convex and assume that there exists ys € dom g such that s(ys) < 0. Then,

sup{g(y):y €Y, s(y) <0} =sup{g(y): y € Y, s(y) <0}. (C5.29)

Proof. The inequality (>) always holds. To prove the reverse, take y € dom g
such that s(y) < 0, consider y; := tys + (1 —t)y for t € [0, 1]. By convexity of s
and definition of y;, we have that s(y;) < 0 for all ¢ € (0, 1]. Moreover, since ys
is in dom g and g is concave, it holds that

‘ g(yr) —tg(ys)

8(y) < limin T3

= hltllionfg(yt) <sup{g(y):y e, s(y) <0},
(C.5.30)

which shows the required inequality. [
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c.5.4 Proof of Theorem C.6

The proof of Theorem C.6 is divided two main lemmas, Lemma C.5.11 and
Lemma C.5.13, which, put together, exactly give Theorem C.6.

Lemma C.5.10. Assume that X C L(r) is a Banach space then the support function
of the set Pp(E X E) N LY(119) N X", seen as a subspace of X*, is given for all ¢ € X by

esssup g(&, )
0o(+€)

O pp(ExE)NLO(ro)nx+(§) = sup (,8) = Egop
nePp(EXE)NLI(rp)NX*

(C.5.31)

Remark 11. We observe that E¢..p [ess Sup,, 16 (&, )] is well-defined for g € X.

First, the map & — esssup, s §(&, *) is measurable since, for any a € R, by
definition of the essential supremum,

{é e E:esssupg(é&, ) > a} ={{ecB:ny({CeB:g(&0)>a}lé) >0}
o (-|€)
(C.5.32)

= {5 €l: [1{(5,g)e52:g(5,c)>a}(5, Q)dmo(ClE) > 0}
(C.5.33)
where the resulting integral is a measurable function of &, see e.g., Kallen-

berg (2017, Lem. 3.2 (i)). Then, if ¢ € X, then for mp-almost every (&, C),
esssup, s 8(&,1) = g(&, C) so that by integrating w.rt. 7o, one gets that

E:-p [ess SUP (.[c) g(&, ')] > Ep[g] > —osinceg e X C L'(m).

Proof. Fix some g € X. First, let us show the inequality (<). To do so, take
7 € Pp(E x E) N LY(7p) N X*. By disintegration of measure, it holds that

esssup g(&, )|, (C.5.34)

mo(-|€)

Er[g] = Ec-p[Econ(io)[8(&, O] < Ee-p

since 71(-|£) is a probability distribution which is absolutely continuous w.r.t.
mo(+|€) for any & € E.

To prove the reverse inequality, we distinguish three cases. For convenience,
denote by h the measurable function & — ess Sup (o) g(&,-). Furthermore,
note that the fact that X is a subset of L!(7g) implies that X* contains L*(r),
so the indicator functions of measurable sets, in particular.

1. If (P-a.s. g(&,-) € L®(no(-|&))) is false, i.e., if i is not finite P —a.s.. This
means that, for any n > 1, the sets A, (&) := {C € E : g(&, C) > n} satisfy

P-a.s., mo(An(&)|E) > 0. Therefore, one can define 71, € Pp(E X E) N
Lau(6(Q

o and it satisfies

L%(mp) N X* as the measurable map (&, C)
(nt,)g = n. This shows that

sup (nt, g) = +oo = Es p[h(&)]. (C.5.35)

nePp(EXE)NLI(19)NX*

2. IfP-a.s. g(&,) € L®(o(-|&)), i.e., if h is finite P —a.s. and h € L}(P). As a
consequence of the definition of /1, forany n > 1, the sets A, (&) :={C € E:

4
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Q(&,0) = h(&) — 1/n} satisfy Pa.s., mo(An(&)|E) > 0. Again, one defines

7ty € Pp(E X E) N LO(mp) N X as the map (&, C) — #‘zg)ﬁ)&) so that it
satisfies (11,)g > Ep[h] —1/n for all n > 1 and thus
sup  (m, ) > Eeplh(£)]. (C.536)

nePp(EXE)NLI(1p)NX*

3. Finally,if P—a.s. g(&,-) € L¥(m(-|&)), i.e., if h is finite P —a.s. but h ¢ L}(P).
By Remark 11, this means that Ep[/#] = +c0. By mimicking the proof of the
previous point but with ,,(&, C) == h(&) Lyg)<n +8(&, ) Ljy(e)>n instead of
h, we obtain that, forany n > 1,

sup (11, 8) = Egary[1n(E, O)] .- (C.5.37)

nePp(EXE)NLO(rrp)NX*

Now, by applying the monotone convergence theorem to /1, — g, which is
non-negative 1g — a.s., and with h € L!(r9) by assumption, we get that

sup (r,8) 2 Egp[h(&)] =+, (C.5.38)
nePp(EXE)NL(19)N X"
which concludes the proof. -

Lemma C.5.11. Under the assumptions of Theorem C.6, the problem

sup {]Enz[f] “R(n): 7€ Pp(EXE) N L0(mg) N A, {m)c + S(n) < p}
(C.5.39)

coincides with its dual

inf {/\p + ]E5~P
mo(+|€)
(C.5.40)

Proof. We apply Lemma C.5.8 with X and ¢ < R|x+, s < S|x» which are
convex, proper and o(X*, X)-ls.c.. Indeed, o(X*, LH¢) is weaker than o(X*, &),

and 1 <'>_f+L7>P(ExE)mL0(nO)mX* ’
Ls.c. by construction. For A > 0, we have

I « (-)c—p are convex, proper and weakly-x

VgeX, (h+Al.(g)=Ap+ sup (m)g — (m)Ac — f (C.5.41)
nePp(EXE)NLO(rrp)NX*
= AP+ Op T (f— Ac + g) (C.5.42)
= /\p + O Pp(EXE)NLO (10)N X (f— Ac + g) (C543)
=Ap+ Es.p |esssup{f —Ac(&, ) — g(&, )} (C5.44)
no(|€)

where the last equality comes from Lemma C.5.10. The qualification condition
of Lemma C.5.8 writes,

{g €X:31 >0, g € dom(R + AS). + dom 0p,mxz)nL(mo)n X+ — (f— /\c)} =X.

(C.5.45)

esssup{f —Ac(&, ) —g(&, )} + Rlar + AS|x+), () : g€ X, A >0

} |
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Take any g € A and let us show that it actually belongs to this set. Since falso
belongs to X' by assumption, there exists 1 € LIQ;IR and some constant a > 0 such
that, mp everywhere

(& O+ FE,0 = h(E Q) < a(l+ o, Q) + (&, Q). (C.5.46)
Hence, with A = q,

85, Q)+ f(£,0) = h(&,0) — ac(&,0) < a(l +e(&, &) - (C.5.47)

But the RHS belongs to dom 0p,zxg)n#* since Ee-p[c(E, £o)] < +o0. Then the
LHS is inside the domain, as well. Moreover, h belongs to Lg R 50 that it lies

inside dom(R + AS). = W dom R. Hence, we have shown that g belongs to
the LHS of (C.5.45), which shows the equality. |

Lemma C.5.12. Assume that c is continuous on E>. For any 1t € Pp(E X E) such
that E[c] is finite, there exists i; € Pp(E X E) for t = 1,2, ... such that

1. m is absolutely continuous w.r.t. mo fort =1,2,...,
2. (mt); converges weakly to T, i.e., w.r.t. the topology o(M(Z?),Cy(E X E)),
3. En,[c] = Ex[c]ast — co.

In particular, for any ¢ € L%(mo) Ls.c. such that g_ € LHe,

E-[g] < li{n infEr,[g], (C.5.48)

and, as a consequence, (1t); also converges to Tt for the topology o((LE)*, C(E2) N L),

Proof. Step 1: building a partition of Z2. For convenience, denote by ||-|| a norm

on R?, which contains & and by E(O, r) the closed ball of radius r around 0 in
R?. Fix A > 0. By absolute continuity of ¢ on compact sets, for any n,m > 1,
there exists 1, € (0, A] such that, forany £ e ENB(0,n), ¢, I’ € ENB(0, m),

I1C=CNl < = [e(&,0) —c(&, 0 <A. (C.5.49)

Fix n and m greater or equal than 1.We consider a finite family of disjoint
open sets U" for i € I" which are included in B(0, m) \ B(0, m — 1), whose
diameters are at most 1,,,» and which satisfy ;e U[" 2 B(0,m) \ B(0, m —1).
Define J" = {i € I" : U NintE # 0}. We first show

U"Nint=E > (B, m) \BO,m —1)|NnZE (C.5.50)
Ju ( )

l‘ejm

by considering C € (B(0, m) \B(0,m - 1)) N E and U neighborhood of C. We
thus have to prove that (J;eyn U" NintE N U is not empty. Since B(0,m) \
B(0,m — 1) is an open set that contains (, it suffices to show this for some
U c (B(0,m)\ B(0,m —1)). This means that, in particular, U C ;e U".
Because C belongs to & with E = intZ, it holds that & N int & # 0. Therefore,

we have that Y NintE N J;em U™ # 0. Since U Nint E and | J;¢pm U" are both
open, this implies that & N intE N ;e U" # 0, which concludes the proof

of (C.5.50). Moreover, since J™ is finite, U;epn U;" NIntE = J;jepn U" Nint E s0
that Ujepn U NintE o (113(0, m) \ B(O, m — 1)) N Z holds as well.
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Still keeping n > 1 fixed, we have built an (at most) countable number of
disjointopensets (Vi)i<m, = (Z/{i’” Nint E)jepm, m>1, with M, € NU{+0co} such that
for any i < M,, there is some m > 1 such that V; ¢ B(0, m) \E(O, m-—1)NintE
and such that the diameter of V; is at most 1, ,,. Moreover, | J;¢; V; is the whole
of Z. We build a partition of E by recursively defining

wr=Vi\ [ wr=viulovi\ | wr [fori <M, (C.5.51)
j<i-1 j<i-1

Therefore, we have built an (at most) countable number of disjoint measurable

sets W! for i < M, whose union is E and such that for any i < M,,, there is

some m > 1 such that W' C B(0, m) N E. Moreover, the diameter of each Wi is
at most 17,,,,, and each of these sets has non-empty interior.
The full partition of 22 that we finally consider is made of the sets ((B(0, 7) \ B(0, n — 1)) N E)X
Wl" forn >1and i < M,. To summarize, we have built, for A > 0, a partition
of the form (AiA X B].A)iel, jej(i) which is a (at most) countable and measurable

partition of Z? satisfying:
1. (AiA)iel is a partition of E and, forany i € I, (B]A)je](i) is a partition of E.
2. Foriel je](i),&eAd and (, (' € BjA, we have || — ]| £ A and
le(&, C) — (&, O] <A
3. Foranyi el jeJ(i), BjA has non-empty interior.

Step 2: construction of the sequence of measures. For A > 0, we define the mea-

sure 1 € Pp(E X E) for any & € E and any measurable B C E by

n(B€)
ABIE) = Y 1, Y —L——mo(BNBRE), C.5.52
nABIE) = ) Leeas Z) o™ "B (C5.52)

iel jej(

which is well-defined because of the B].A having non-empty interiors. Moreover,

by construction, it is absolutely continuous w.r.t. 7tp, so that 7 satisfies (1).
Fori € I and j € J(i), choose CiA]. € B].A. By the Portmanteau theorem,

see Klenke (2014, Th 13.16), it suffices to show that f g dr® converges to f gdm
as A — 0 for any bounded Lipschitz function g to prove the weak convergence of
the sequence of measures (1) to 7. Thus, take a bounded 1-Lipschitz function
¢ : 2% > R, then

' n(B2])
4 A_/ dr <Eep| ) Teeas ), |—— £, Omo(dC|E —/ £, Om(dC|E
./g i s EP; e jEZI(:i) mo(B}1E) B].Ag( Jro(dcle) B/Ag( Ju(dcle)
_ (C.5.53)
1
<Ec:. L 4a BA —/ ) - ) A d
op| 2 been j;ﬂ]i)n( ]|E)(T60(B]~A| 5 B]A’g(é 0 - 8(&, )|l c|g))
_ (C.5.54)
1
e ZI et j;)m 1'5)(n<3¢|5) B]A|g(5 0 - 3, T)|n( qg))

(C.5.55)
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1
<E¢.p Z]lgeAiA Z n(&”é)(m /BA IIC - CiA,j||7To(dC|<§))
j j

il jegti)
(C.5.56)

1
+ Eg-p Z Leepn Z n(B]-A|5)(m '/B,A IC - CiA,]-||7T(dC|5))

iel i€l (i)
(C.5.57)

<2E: p Z L Z n(BAE)A| =24, (C.5.58)
i€l jel(i)
which vanishes as A goes to 0. This proves point (2) of the result.

Using the same decomposition of the integral, we get the same inequality for

c,
‘/cdnA—/cdn

which shows the convergence of the integral IE, s [c] to E;[c], which is point (3)
of the result.

<A, (C.5.59)

Finally, take ¢ € L%(m) Ls.c. and such that ¢ € L, this means that
there exists @ > 0 such that, mp a.s., § = —a(1 + ¢o + ¢) . But by construction,
E a[1+co+c]=1+Ep[c(-, )]+ Exr,[c] which goesto Ex[1 + ¢o + c]as A — 0.
The last part of the result then follows from Villani (2008, Lemma 4.3) with
c——-a(l+cg+c)and hh < g. [

Lemma C.5.13. Under the assumptions of Theorem C.6, the values of the two problems
coincide:

sup { ()f = R(0) : € Pp(E X E) N LO(reg) N A, (e + S(10) < p} (C.5.60)
and

sup {(n)f— R(n):m e Pp(EXE),{(m)c+S(n) < p} . (C.5.61)

Proof. We divide the proof in two parts, based on the two regularity assumption
in Theorem C.6.

Case (a): R is o(X*,C(22) N LHe)-us.c., f is Ls.c. and f- € LHe. Thanks to the
existence of a strictly feasible point g ({7ts)c + S(ms) < p) and the convexity
(resp. concavity) of the constraint (resp. objective), Lemma C.5.9 ensures that
the values of the two problems do not change when the inequality constraints
are replaced by strict inequality constraints.

The value of (C.5.60) is thus equal to

sup {(n)f— R(n):m € Pp(EXE)NLO(1g) N X* , {m)c + S(m) < p}
(C.5.62)
= sup {<n>f— R(T) = t(yess<p(m) : 70 € Po(E X E) N L(1rg) N X7 } . (C5.63)
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with (}f— R = t(ye4s<p now o(X", X)-Ls.c. since C(E>) N LY ¢ X so that
a(X*,C(E?) N LH) is weaker than o(X*, X). Thus, the weak-+ closure can be
removed, and (C.5.60) is equal to

sup {(n)f— R(1) = t(yers<p() i € Pr(EX E) N LO(mo) N X’“} (C.5.64)
= sup {<n>7— R(m0) : 7 € Pr(E X E) N LO(m0) N X7, (rt)c + S(r) < p} (C.5.65)
= sup { (0)F = R(n) : € Pp(E x E) N L10) , ()c + S(m) < p} . (C5.66)

where the last equality follows from Lemma C.5.5 since S(7t) and ()¢ have
to be both finite for 7t to be feasible and R « S. All that is left to show is the
equality

sup {<n>f— R(n0) : 7 € Pp(E X E) N LO(m0) , (m)c + S(m1) < p} (C.5.67)

= sup {<n>f— R(): 7 € Po(EX E), (m)c + S(n) < p} . (C.5.68)

The inequality (<) is straightforward. Concerning the other side, for any
1 € Pp(E X E) such that (n)c + S(n) < p, we can consider (1;); the sequence
of probability distributions in Pp(E x E) N L%(rtp) given by Lemma C.5.12.
Thanks to ¢ belonging to C(£%) N LH¢ and the u.s.c. assumption on S « R,
limsup,_, (m;)c + S(m;) < (m)c + S(m) < p showing that m; is strictly feasible
after some time. Moreover, since fis Ls.c. and f, belongs to LH, we get that

(m)f = R(m) < lim inf () f = R(my) (C.5.69)

< sup {<n>}'— R(10) : 7t € Pp(E x E) N L0(1p) , {10 + S(m) < p} ,
(C.5.70)

which achieves the proof.

Case (2): dom R ¢ L%r) and, for any sequence g; € dom Hg non-negative such
that g — 0ast — oo, Hr(g;) — 0. In this case, Hr satisfies (H4) of Pennanen
and Perkki6 (2022, Thm. 22) so that (LJ*)* = LPk. As a consequence, Pp(E X
E) N LO%(mg) N X* is 6(X*, X) closed so that

Pp(E x E) N LY(r9) N X* = Pp(E x B) N LO(mp) N X*.
Therefore, using Lemma C.5.5, one gets that
sup {(n)f— R(n): e Pp(ExE)N L%ng), (m)c + S(m) < p} , (C5.71)

and the result follows from the assumption on the domain of R. [

c.5.5 Examples

We finally develop the two examples of Appendix C.2.2 by choosing carefully
the coupling 7.

Corollary C.5.14 (Cost-regularized WDRO). Let Assumption C.3 holds. Suppose
that the function f : 2 — R, in LY(P), Ls.c., and such that the function (&, C)
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f(C)/(l +co(&, Q)+ c(é, C)) is bounded, above and below, over Z2. Then, for any
g, 6 > 0, the problem

sup{En,[f] - €Ex[c]: m € Pp(EXE),Ex[c] + 0Ex[c] < p} (C5.72)

coincides with its dual

inf {)\p + Eg¢p [ess sup{f — (e + (1 +0)A)c(é, )}] A > O} . (C.5.73)
Leb

Proof. In order to prove this result, we choose 1y € Pp(E X E) such that, for any
E€E,

1=(€) SIS
19(dC|€&) e dc. C5.74
S N R E (578
We also define R for all 7 € (LY (E2))*,
e(m)c if 7 € (LH)* non-negative
R(m)=1¢ [cdn if © € M(E?) non-negative (C5.75)

+o0 otherwise .

With this definition, R satisfies the assumption of Lemma C.5.3 with g = 0
and we have

Heg) = swp  [(gl-eomdm=uge,  (€576)

nel9(mp):m>0

and thus LI® = {0} so that X is equal to L.

It remains to check the regularity conditions on R. R|x- is 0(X™, X)-Ls.c. since
c belongs to X" and the set of non-negative linear forms in ™ is o(X™, X)-closed.
On Pp(E x E), R coincides with 7t - & f cdm and c is inside C(22) N LT so it
is actually o(X*,C(E2) N LH¢) continuous and thus regularity condition (a) of
Theorem C.6 holds. Finally, the strict feasibility condition is satisfied thanks
to the distribution n(d&, dC) = P(d&)6s(dC) so Theorem C.6 applies. Since
L*(mp) C X™, the preconjugates of R + AS is given by,

(Rlx+ + AS|x)+(8) = tg<(esrs)c - (C.5.77)

Hence, since the function (¢ + Ad)c belongs to X' = L,

inf {/\p + E¢.p |esssup {f — Ac(&, ) — g(&, )}

+ (Rlx+ +AS[x). (8): g € X}

mo(+]€)
(C.5.78)
= E¢.p [ess sup{f — (e + (1 +0)A)c(é, )}} , (C.5.79)
Leb
which gives the result. u

Corollary C.5.15 (¢p-divergence-regularized WDRO). Let Assumption C.3 hold
and take €,6 > 0. Consider my € P(E x E) with En,[c] < 400, a convex Ls.c.
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function ¢ : R — R U {+oo} with such that ¢(1) = 0, [1, +o0) € dom ¢ C [0, +00),
¢’(+00) = 400 and define the associated divergence

= d—n)dn if Tt is absolutely continuous w.r.t. 7
Ve PEXE),  Dy(nlm) = Je ‘P(dﬂo o ¥ / °
+00 otherwise .
(C.5.80)
Assume also that f satisfies the growth condition:
3g e LM Va > o,/ ¢)*(a|f~— gl)dno < +00. (C.5.81)
=2

Then, withR < ¢eD( - |mo)and S <= 06Dy (- |mo), if (R-WDRO) is strictly feasible, its value is equal to

. . * 5/ C
/1\1;{) lpelg(faz)/\p + Ecop sclelgf(C) —Ac(E, Q) =&, Q)| + (e +19) . ¢ (f: A(S))dno(cf, Q.
(C.5.82)

Proof. D admits the following variational formula, see e.g., Agrawal and Horel
(2021, Prop. 4.2.8) applied with the pair (L®(rg), M(Z2)),

v e M(E?), Dy (n|mo) = sup{(n)¢ -/, P opdny:y e L°°(710)} .

(C.5.83)

=

As seen in the second case of Lemma C.5.13, domR c L%) so that X* C
L%myp). Hence, this variational formula applies to the whole X* and since
L>®(r) ¢ LHe c &, Dy (-|mo) is o(X", X)-Ls.c.. Moreover, Agrawal and Horel
(2021, Prop. 4.2.6) with the (X', M(Z2)) and (X, X*) gives

Hgr(g) = (R]x+)(Ig]) = 5 ¢ ogdmg. (C.5.84)
The continuity at 0 of Hg follows from the dominated convergence theorem
and the fact that ¢* is non-decreasing. The growth condition means that f lies
in X, and we can apply Theorem C.6. [



EXACT GENERALIZATION GUARANTEES FOR
(REGULARIZED) WASSERSTEIN DISTRIBUTIONALLY
ROBUST MODELS

This appendix contains the proofs for Chapter 6. It is extracted from Azizian
et al. (2023c).

We provide here the proofs of our main results Theorems 6.1, 6.2 and 6.6, along
with detailed versions that include explicit bounds. We start, in Appendix D.1,
by referencing preliminary results, reformulate some of our assumptions, and
introduce quantities that appear in the final bounds.

As sketched in § 6.3.2, our proof is built on two main parts. The first part
is to obtain a concentration bound on the dual problems (6.19) and (6.20) by
leveraging on a lower bound on the dual multiplier. This concentration result is
presented in Appendix D.2 where we assume that such a lower-bound is given.
The second part of the proof then consists in establishing the lower-bound.
We have to distinguish two cases: when p is small (Appendix D.3) and when
p is close to the critical radius p. (Appendix D.4). For the latter, we also
need to treat separately the cases where the WDRO problem is regularized
or not (respectively Appendix D.4.2 and Appendix D.4.1): this is where the
Assumptions 6.4 and 6.5, that are not required in the regularized case, come
into play. Putting together these two parts, we obtain our precise theorems in
Appendix D.5 and show how they imply our main results. Appendix D.6 then
complements our theorems to obtain Theorem 6.3. Finally, some variations
of known results and technical computations are compiled in Appendix D.7
as standalone lemmas and, in the numerical illustrations below, we provide
numerical illustrations for linear models.

D.1 PRELIMINARIES

This section presents preliminary results before we start the proofs in Ap-
pendix D.2. In the first part of this section Appendix D.1.1, we present a weaker
and more detailed version of Assumption 6.2, namely Assumption D.1, that will
suffice for all the proofs in the appendix. We also introduce several quantities
that will appear in the final bounds. Then, in Appendix D.1.1 we recall the dual
problems introduced in § 6.3.2 and justify that strong duality holds. Preliminary
approximation results on the dual are then given in Appendix D.1.3. We then
proceed to show the relative compactness of the class F w.r.t. several metrics in
Appendix D.1.4. These properties provide a convenient way of ensuring that
quantities involving F are finite, e.g., complexity measures or supremums over
F. Finally, we introduce the so-called parametric Morse-Bott condition of Arbel
and Mairal (2022) and show how it implies the second item of Assumption 6.2
in a Riemannian setting.
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D.1.1 Detailed assumption on the function class and important quantities

Here we present the precise assumptions that we will refer to in the proofs.
While Assumptions 6.1 and 6.3 are used as presented in the main text, we
slightly weaken Assumption 6.2 to Assumption D.1. We also introduce some
quantities that we will be of interest for the proofs and the final results.

Assumption D.1 (On the function class). Consider F a set of real-valued
non-negative continuous functions on 2. We assume that:

¢ the functions f € F are uniformly Ly-smooth;

e the gradients are uniformly bounded, i.e.,

G =sup sup |[VF(é)|l2 < +co (D.1.1)
feF EesuppP

* when ¢ = 0, the supremum in (6.18) is finite, i.e.,

F(A) :=sup sup sup f < 4o0. (D.1.2)
feF tesuppP  argmax{f-4 &2}

Note that the non-negativity assumption is without loss of generality since
otherwise, it suffices to consider F := {f —min f : f € F} and our results are
invariant by addition of a constant.

The blanket assumptions for the remaining of the appendix will be As-
sumptions 6.1, 6.3 and D.1.

The following finite quantities are relevant for the proofs and appear in the
quantitative versions of Theorems 6.1, 6.2 and 6.6.

Cc* = sup{%”é —&*||*: & esuppP, fe F, & e argmaxf} ,

(D.1.3)
1
C(o):= sup Ecn (o) [EIIE - C||2] , (D.1.4)
Eesupp P
1
Crle,0)i= sup  sup E__ e SlIE- %, (D.1.5)
feconv(F) Eesupp P o Ve
1
and Var(e,0):= sup sup supVar . =IE-C|?, (D.1.6)
feconv(F) EesuppP A>0 ~n, € (19 2

where ¢ > 0, 0 > 0, and 7, is given by (6.30).

p.1.2  Strong duality

As mentioned in § 6.3.2, duality plays a central role in our proofs. Let us recall
the central notion of dual generator functions, introduced in (6.18): for any
feF EeE A e>0and o > 0, the dual generator ¢ is given as

sup;.={f(0) - 411& - CII?} ife=0

~ D.1.7
slog(Ingng(.m exp(w» ife>0. ( )

o(f, & A, ¢,0) = {
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Our proofs are based on the (strong) dual formulations of WDRO, as given by
the following lemma that summarizes results of the literature for the regularized
and unregularized cases.

Lemma D.1.1. Under the blanket assumptions, for f € F, p >0, & 2 0and 0 > 0,

ﬁ;Z(f) = }i\rzlg/\pQ +E, 5 [o(f &M ¢,0) (D.1.8)
and R, (f) = inf Ap” + Bep [9(f, €, 4, ¢,0)] . (D.1.9)

Proof. See Blanchet and Murthy (2019), Gao and Kleywegt (2022) for the unreg-
ularized case and Azizian et al. (2023a) for the regularized case. ]

D.1.3  Approximation of the dual generator ¢

Important preliminary results for our upcoming concentration bounds (in
Appendix D.2) are quantitative approximations of the dual generator ¢, namely
Proposition D.1.2 and Lemma D.1.3. In particular, these results also imply
bounds on ¢ in Corollary D.1.5.

Proposition D.1.2 (Bounding the distance between ¢ and f). There are positive
constants A1, €1, 01, ¢1, ¢2 which depend on G, R and d such that taking some
A2 A=A+ Ly, we have forany f € F, & € suppP, A € [A, A], € € [0, &1] and
o €(0,01]

lp(f, & A, e,0) = F(E) < M(A, A, €, 0) (D.1.10)
where
—_ 1
- 1 5, ed A1 v , (52
M A g, 0) = 2/_\G + > log(g + 02) + elog2 + ed|logo| + ecre
(D.1.11)

The proof of this result is based on the following second approximation result
which gives a precise approximation of ¢ that will be used several times in the
upcoming proof.

More precisely, we want to approximate ¢ by a Taylor development ¢ defined
forany f € F, & € suppP,A >0,e >0and o0 > 0 as

_ . 1 d A1 . (2 )%
O(f, &M, €,0) = f(E)+ mnw(g)ng -~ % 1og(E + g) + ¢log Z(; )
(D.1.12)

lle=cii3 —
where Z(&, 0) = /E e 272 ? dC. The distance between ¢ and ¢ is then controlled
by the following Laplace approximation lemma.

Lemma D.1.3 (Approximation of ¢). There are positive constants A1, €1, 01, 1, €2
which depend on G, R and d such that €1 < Ay and, when ¢ € [0, 1], 0 € (0, 01] and
A > Ay + L, we have forany f € F, £ € supp P

[T

ALy )

O(f, &, A+ Lo, e,0) - ecle_cz(T

<o(f, & A e 0) < 5(]5 E,A=Lp,e,0)+ ecle_cz(¥)§
(D.1.13)
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Proof. Fix f € F,& € suppP,A >0, ¢ > 0and 0 > 0. Tobound the error between
¢ and its approximation gi) we introduce an intermediate approximation (b

defined as
FEOHV £(E),L-8)-AlIE-CI?/2 .
G(f, &N, €,0) = Elog(EM”("‘g) eXp( ¢ )) ife>0
SupCEE[f(£)+<Vf(<S),C—§>—%||§—C||2] ife=0
(D.1.14)

which corresponds to ¢ applied to the Taylor approximation of f at £ (instead
of f itself). By smoothness of the functions in F (Assumption D.1), we readily
have that,

O, E,A+La,e,0) < O(F, &N, e,0) < B(f,E,A— Ly, e,0).  (D.1.15)

Now, all that is left to bound, is the error between 5 and 5 Consider first the
case where ¢ > 0 and let us rewrite ¢ by using the definition of 7,:

FE)+(Vf(&E),C-&)—AllE - c||2/2))

&

(’5(]{/ é/ A, &, O_) =¢ log(]EC“‘no(lé) eXp(
(D.1.16)

= etog ({0 + (710, 0= 0= (1+ ) 3l - 0P Jac) - erog 266, .
(D.1.17)

But, looking at the inner expression, we have that

27

2
f(£)+<Vf(é),C—£>—(A+%)%IIE—CII2=f(é) (M )IVf(é)Ilz——HC @l
(D.1.18)

where we defined % = A+ 5and C*(1) = &+ TV f(&). Hence,

(E(f, &N e,0)=0(f, &M, ¢,0)+ elog(‘/E exp(—%nc _ C*(T)Hi)dc) - % log(2met).

(D.1.19)
Define A} := ‘[G and 71 = Al/ = 2G so that A > A} implies that 7 < A, = Tq.
1
Let us now check that the conditions of Lemma D.7.1 are satisfied.
1. Since C*(0) = &, by Assumption 6.3, B(C*(0), R) is contained in E.

[y

2. For T < 11, we have that 72|V f(&)||3 < /62)2 = %2 by definition.

Hence, we can apply Lemma D.7.1 to get that, for any A > A}

2 —_~ —_ 2
slog(l - 6d/2e_1§7) <SP(f, &N, e,0)—¢(f, & A, ¢,0) < elog(l + 6‘1/26_1?7) .
(D.1.20)

Now, using Lemma D.7.5, we get that there are positive constants €1, A1, c1,c2
depending on R, G and d such that, if ¢ < &y and A > A4, then

qu(f, E,A €e,0)— a(f, E,Ae,0)] < ecufcz(é)% . (D.1.21)
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Moreover, €1 can be reduced so that it is less than A if it is not the case originally.
To finish the proof, let us now come back to the case ¢ = 0. First, note that
(D.1.18) is still valid even with ¢ = 0 so that we have

B €,0,00 = 9(F,€,1,0) = 5= inflc - @) (D122

But as seen above, for T = A < 7y, {*(1) is inside B(C*(0), R) so that

O(f,£,A,0) = (f, £,1,0).
We conclude the proof by noticing that the obtained bounds are valid for any
O<e<e, A2A+L, feFand € suppP. (]

The following lemma is needed for the proof of Proposition D.1.2.

Lemma D.1.4. There is a positive constant g1 > 0 which depends on R and d such
that, for 6 € (0, 01] and & € suppP,

‘log (Zz(g)fdsz) < d|logo| +log2. (D.1.23)
m
Proof. 1t suffices to show that
2\d/2
% < Z(&,0) < (2na?)*?, (D.1.24)

for any ¢ € (0, 01] with some o1 > 0 suitably defined. We prove the RHS by
removing the constraint E in the integral defining Z(¢, 0):

lle-)2 le=ci?

Z(é,a):/e_zﬂdCS/ e~ dC = (2mo?)i? (D.1.25)
) R?

For the LHS, we invoke Lemma D.7.1 using Assumption 6.3 to get that Z(&, o) >
o when ¢ < 07 with 07 > 0 satisfying

R2

1-6%2 21 > (D.1.26)

NI =

[
We are now in a position to prove the main result of the section.

Proof of Proposition D.1.2. Applying Lemmas D.1.3 and D.1.4 and using the
definition of G readily gives us that

1
A-Ly ) 3

lb(f, &, A, e,0) = F(E) < %(32 + %dllog(% + %)| + e(d[log o +1og2) + eZ(0) + ecle_cz( e
(D.1.27)

Since A is always greater or equal than ¢, log(% + %) is always non-negative

and, with A belonging to [A, 1], we get that

— 1
B 1 , ed. (2 1 —o(2)°
lp(f, &, A, e,0)— f(E)] < EG +7log(z+§) + e(d|log o] +1log2) + ecre ,

(D.1.28)

which is the desired result. ]
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As a consequence of this result, we have the following bound on the dual
generator.

Corollary D.1.5. Forany f € F, & € suppP, A € [4A, X], e >0and o > 0, the

bound
—a(A, A, e,0) < P(f,&,A,¢8,0) < l?(é) , (D.1.29)
holds where
0 when ¢ =0
a(A, A, e,0) = M(A, A, e, 0) when0 < e<e,0<0<0;,A>A+1L

G+/2C(0) + <L2 + X) C(o) otherwise.
(D.1.30)

with M(A, A, &, 0) the bounding term appearing in Proposition D.1.2, as well as &1,
o1, /\1.

Proof. For the upper-bound, it suffices to note that
O(f, &, A, ¢,0) < O(f, &, A,0) < O(f, &, A,0) < F(A) (D.1.31)

by definition of F (A). Let us now turn to the lower bound.
When ¢ = 0, we have that ¢(f, &, A, ¢,0) = f(£) > 0.
When 0 < € < €1 and A > Ay + L, we have from Proposition D.1.2

O(f, &, 6,0) 2 f(E) =M@, A e,0) = -M(A, A, ¢,0). (D.1.32)

Otherwise, the bound comes from the smoothness of f and Jensen’s inequality
as

FE)+(VF(E), =& —(La+ ME - CIIZ/Z))

o(f, &M, ¢e,0) = elog(IEc~ng(.g) exp( .

(D.1.33)

> Econ (10 [f(é) +(VF€),0-6) = (Lo + M3l - cnz]

(D.1.34)

> —(G\/zcw) +(La+A) C(a)) > —(G\/ZC(G) + (L2 + X) C(o)) .
(D.1.35)

| |

p.1.4  Relative compactness of the class F of loss functions

In this section we prove the relative compactness of the class F w.r.t. several
metrics. First, we show in Lemma D.1.6 that, under our blanket assumptions, 7
is relatively compact for for the infinity norm over E, defined by i.e., || f || :=
Supgezlf (&)|. Then, in Lemma D.1.7, we establish the equivalence between
the first item of Assumption 6.5 and the relative compactness of F wur.t.
another distance that we introduce, as mentioned below Assumption 6.5 in
§ 6.3.1. Finally, we leverage these compactness properties to ensure that the
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Dudley integral of 7 w.r.t. those metrics, a standard complexity measure in
concentration theory, is finite in Lemma D.1.9.

Lemma D.1.6. F and conv(F) are relatively compact for the topology of the uniform
convergence.

Proof. First, the functions of F are uniformly Lipschitz-continuous: fix & €
supp P, then, forany C € E ||V f(O)|| < La||E-C||+G < Lo Sup(g,c)eaué -C||+G
which is finite by compactness. Using the compactness of = again, the functions
in F are also uniformly bounded. As a consequence, the functions in conv(F)
are also uniformly Lipschitz-continuous and uniformly bounded. By the Arzela-
Ascoli theorem, see e.g., (Rudin, 1987, Thm. 11.28), F and conv(F) are then
relatively compact for the topology of uniform convergence. n

Recall that, for a set A € E and a point & € E, we denote by d(&, A) the
distance between & and A, i.e., d(&, A) = infeea||E — .

Lemma D.1.7. Consider the distance, defined on continuous functions on E by

D(f,8) = |lf — gll + Du(arg max f, arg max g) (D.1.36)

where Dy denotes the Hausdorff distance between sets associated to d, i.e., for A, B C E,

Du(A, B) .= max|supd(&, A),supd(&, B)|. (D.1.37)

EeA £eB

Under the blanket assumptions, we have that Item 1 of Assumption 6.5, i.e., that for
any R > 0, there exists A > 0 such that,

VfeF,VCeE, d((,argmax f) > R = f({)—maxf < -A, (D.1.38)
is equivalent to F being relatively compact for D.

Prodf=) Let us begin by showing that (D.1.38) implies the relative compact-
ness of F for D, i.e., that the adherence of F is compact for D.

Take (fi)i=1,2,... a sequence of functions from F, and we will show that
there is a subsequence which converges to some function in F for D. By
compactness of F for the infinity norm, Lemma D.1.6, there readily is a
subsequence of (f;)i=1,2,.. that converges uniformly to some continuous
function f : & — R. Without loss of generality, let us assume that the
whole sequence (f¢)¢=1,2,... converges uniformly to f,i.e., that || f — fi]lco = 0
as t — +o0. As a consequence, it holds also holds that maxz f; converges
to maxg f.

We now show that Dy(arg max f;, arg max f) converges to 0. F satisfy
(D.1.38) by assumption. Hence, for any fixed n > 0, we can invoke
(D.1.38) with R « n and it gives us some A > 0. Now, since f is
continuous, {C € E : d(C, argmax f) > n} is a closed set inside a compact
and therefore is compact as well. Hence, f reaches its maximum over
this set and it is strictly less than maxz f by construction. Substituting
A with min(A, maxz f —max{f(C): C € E, d({,argmax f) > n}) which is
still positive, we get that, for any C € E, both,

d(C,argmax f) >n = f(0)—maxf < —-A, (D.1.39)
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and, forany t =1,2,...,

d((,argmax f;) 2n = fi({) —max f; < -A. (D.1.40)

By convergence of the sequence, as mentioned above, there is some T > 1
such that, forany t > T, ||f — fillo < A/3 and |maxz f; — maxz f| < A/3.
These two inequalities imply that, for any £ € arg max f,

A A 2A
mgxft - fi(&) < m%axf + 3 - f(&)+ 33 (D.1.41)
Therefore, by definition of A, it holds that d(&,argmax f;) < 1. Sim-
ilarly, when & € argmax f;, one shows that maxz f — f(§) < 2A/3
so that we have d(&,argmax f) < 1 as well. Hence, for any ¢ > T,

Dpy(arg max f;, arg max f) is at most 1.

Therefore, we have shown that Dy(arg max f;, arg max f) goes to zero.
Since ||f — fi|l« converges to zero as well by construction, this means that
D(f;, f) converges to zero, which concludes the proof.

(&) Letusproceed by contradiction, i.e., assume that there is some R > 0, some
sequence (f;)i=1,2,... of functions from F and some sequence (&¢)i=1,2,... of
points from E such that,

Vt=1,2,...,dargmax f;, &) > R yet fi(&)-maxfi — O0ast — +oo.

(D.1.42)
Since E is compact and since we assume F to be relatively compact for
D, without loss of generality, we can assume that (&)=1,2,.. converges to
some & € E while (f;)=1,2,... converges to some continuous function f for
D. On the one hand, by definition of the Hausdorff distance, we have that,
foranyt=1,2,...,

d(argmax f, &) > d(arg max f;, ) — Dyp(argmax f;, argmax f) (D.1.43)

> d(argmax f, &) — (d(&, &) + D(arg max f;, arg max f)) ,
(D.1.44)

so that, by taking t — 400, we get that d(argmax f, &) > R. On the other
hand, by uniform convergence, one has that

f(&)—maxf = tl_i)rflooﬁ(ét) —-max f; =0, (D.1.45)

which yields the contradiction since & cannot belong to arg max f.
L

Note that, for parametric models (§ 6.4.5), this lemma gives a computation-free
approach to verifying the second item of Assumption 6.5.

Corollary D.1.8. Consider ©® a compact subset of R” and f : ®© X E — Ra
continuous function. If the map 60 € © — f(0, ) is continuous from © to the space of

continuous functions on E equipped with the distance D defined in Lemma D.1.7, then
F ={f(6,-): 6 € O} is compact for D.

In particular, this corollary allows one to easily check that Examples 6.1
and 6.2 satisfy the second item of Assumption 6.5.

We finally introduce Dudley’s integral, which is a standard complexity
measure in concentration theory.
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Definition D.2. Dudley’s entropy integral Z(X, dist) is defined for a metric

space (X, dist) as
+00
Z(X,dist) == / JJ9og N(t, X, dist)dt (D.1.46)
0

where N(t, X, dist) denotes the t-packing number of X', which is the maximal
number of points in X which are at least at a distance ¢ from each other.

Lemma D.1.9. The Dudley integral of F w.r.t. ||-||co, that we denote by Z(F, ||||c0), is
finite. Under Assumption 6.5, the Dudley integral of F w.r.t. D, denoted by Z(F, D)
is finite as well.

Proof. Lemma D.1.6 shows that F is relatively compact for the norm ||-||e
and in particular bounded. Since Dudley’s entropy integral is finite for balls
(Wainwright, 2019, Ex. 5.18) and F is now included in some ball for ||-||, the
integral Z(F, ||-||») is indeed finite. The second assertion is proven using the
same reasoning and Lemma D.1.7. |

p.1.5 Parametric Morse-Bott objectives

In this section, we discuss the quadratic growth condition of the second item
of Assumption 6.5 and its relation to the parametric Morse-Bott assumption
of Arbel and Mairal (2022). Indeed, in the context of smooth manifolds
and parametric models, we prove that the parametric Morse-Bott assumption
implies the quadratic growth condition of Assumption 6.5. In Assumption D.3,
we introduce the Riemannian and parametric settings that are necessary to
formulate the parametric Morse-Bott condition and we then present a version
of this condition adapted to our context. We refer to Lee (2018) for definitions
relevant to Riemannian geometry. The main result of this section is then
Proposition D.1.10, which relies on Lemma D.1.11 for its proof.

Assumption D.3 (Parametric Morse-Bott). Let F = {& +— f(0,&) : 6 € O}
where :

® =, ®© are smooth compact (connected embedded) submanifolds of R? and
R? respectively, endowed with the induced Euclidean metric.

¢ f:OxE — Risthrice continuously differentiable on the product manifold.

¢ f is a parametric Morse-Bott function (Arbel and Mairal, 2022, Def. 2): the
set of augmented critical points of F, defined as

M :={(0,&) € ®X E: grad, f(0,¢&) = 0}. (D.1.47)
is a smooth (embedded) submanifold of ® x & \ bd E whose dimension at
(6,&) € M is dimp(®) + dim(ker Hess¢ f(6, &)).

Under this assumption Assumption D.3, the following result thus guarantees
that the quadratic growth condition of Assumption 6.5 holds.

Proposition D.1.10. Under Assumption D.3 and the first item of Assumption 6.5,
the second item of Assumption 6.5 holds, i.e., there exists u,L3 > 0 such that,
forall 0 € ©, & € E and & € argmax f a projection of & on argmax f, ie.,
& e argminargmaxfllé — ||, it holds that

L
0,62 £0,0+Sle-EIP-2le-£P. (D148
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To show this result, we rely on the following lemma that relates Assump-
tion D.3 to a local quadratic growth condition.

Lemma D.1.11. Under Assumption D.3, for any (60, &9) € M such that &y is a
local maximum of f(6y, -) and any neighborhood W of (6o, &o) in M, there exists a
neighborhood U of (6y, &) in © X & and p > 0 such that, for any (6,&) € U, there
exists & € B such that (0,&*) € W and

f(0,&) = f(6,8) + gllé - &P (D.1.49)
Proof. By assumption, the tangent space of M at (0, &) is given by
Tg,6) M = To © x ker Hess¢ (0, &), (D.1.50)
and so its normal space (in ® X E) is equal to
Ng,s) M = {0} x (ker Hess; f(0,&))" C To@OXT: E. (D.1.51)

Applying the inverse function theorem to the normal exponential map E :
0,&,(0,2)) e NM +— (6, expg(z)) following the proof of Lee (2018, Thm. 5.25),
there exists 7 > 0 and a neighborhood i/, of M in © X & such that, with

Vy={(6,&,2):(6,&) € M, z € (kerHess: f(0,&))", llzll <n}, (D.1.52)

the normal exponential map E is a diffeomorphism from V; to U,. Note
that V), is relatively compact and, as a consequence, the third derivative of
t €[0,1] — f(0, exp.(tz))isacontinuous functionof t € [0,1]and (0, &, z) € V;
and as a consequence is bounded uniformly by some constant Lz > 0. Fix
(60, £0) € M such that &g is a local maximum of f(9, -). Consider the map

v:i(8,&) inf{(z, —Hess;: f(0,&)z) : z € (ker Hess £(0, &))", |1z]| = 1} .
(D.1.53)
If v(6o, &o) is +oo, ie., if ker Hess f(6y, &o) is equal to the whole Ty, E, then,
since the dimension of a manifold is locally constant, there is a neighborhood of
(60, £0) in © X E on which v is identically equal to +co. Otherwise, if v(69, &)
is finite, then it is positive by construction. Hence, the continuity of v implies
there is a positive constant y > 0 and a neighborhood of (6, &) in ® X E on
which v is lower-bounded by p.
Hence, in both cases, there is u > 0 and V" a neighborhood of (6p, &) iIn ® X 2
such that v is at least greater or equal to y on V’. Finally, take

3
U =y N E({(e,g,z) eV, (0,8 eV W, |z] < %}) . (D154
3

We are now in a position to prove the result. Take (0, &) € U. Since U is

included in U, there is some &* € E and z € (kerHess f(0, cf))l such that

8,8y e MYV NW, |z|]| < jTi and exp;(z) = &. Let y(t) = exp;(tz) for

t € [0,1] denotes the geodesic curve going from &* to &. Then, by the Taylor

inequality applied to t — f(&, ¥(t)) (see Boumal (2023, § 5.9)) and by definition
of L3,

f(6,8) <f(0,&)+ (graclé f(6,&),z) + %(Hessé f(6,&)z,z) (D.1.55)

1 L
+ 5 (grad, £(6,£),"(0)) + Z3||z||3 . (D.1.56)
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But y”(t) is null since y is a geodesic and grad, f(6, &*) too by definition. More-
over, since (6, &¥) € V' and z € (ker Hess (0, &))*, the term (Hess; (0, &%)z, z)
is bounded by —p||z||%. But ||z|| is also equal to || — &*|| by definition of z so we
get,

L
(0,8 <f(0,&) = SlIs = 1P+ 2he - &1 (D.157)
<f(0,&) - %IIE - &2, (D.1.58)
since ||z]| = [|E = &*|| < f_li’ which gives the result. n

We are now ready to prove Proposition D.1.10.

Proof of Proposition D.1.10. We build upon the result of Lemma D.1.11. Fix
(B0, &0) € M such that &p is a maximum of f(6p,-) and let r > 0 such that
E((Go,éo),r) N M is diffeomorphic to an Euclidean ball. Invoke the first
item of Assumption 6.5, with R < r/2 and let A > 0 be the given positive
quantity. LetU, u be given by Lemma D.1.11 invoked with W := E((GO, &), 5N
{6,8) e M : f(O,¢&) > maxz f(6,-) — A}

Hence, for any (0, &) € U, there is £&* € E such that (0,&") € M N W and

f6,8) 2 f60,8) + Sl -€1P. (D.1.59)

But (0, £*) alsosatisfies f(0, £*) > maxz f(60,-) — Asothatd(&", argmaxg f(0,-)) <

5 by definition of A, i.e., there exists £™ that is a maximizer of f(0, ) and that is
at distance at most < 5 from &*. But then both £* and £ belong to E((Go, &), 1)
that is diffeomorphic to an Euclidean ball. Hence, since the derivative of f(6, )
isnullon M, f(9,&) = f(0,&™) = maxz f(6, ) so that £ is a maximizer of
£(6,) too. Therefore, (D.1.59) becomes

mEaxf(Gl ) =f(0,&) = f(0,&)+ %HE, — &P > 06,8+ gdz (é,argznaxf(G, )) )

(D.1.60)

The final statement of the proposition follows by compactness and uniform
Lipschitz-continuity of F (see the proof of Lemma D.1.6). n

D.2 FROM EMPIRICAL TO TRUE RISK VIA DUALITY

In this part of the proof, our objective is to show that: if the dual variable A in
(6.19) can be bounded uniformly in [A, 7] with probability 1 — 0, then we can
concentrate the empirical expectation in (6.19) towards the one in (6.20). The
concentration error induces a loss in the radius, fortunately, captured by the

variable ﬁi(é, A, A e, o) that we take as

I(F, | lle) + max(f@), a(A, 7, e, 0)) (1 +/log %)) )

(D.2.1)

117

—2 -
0,A,A,e,0) = —
P0dAre o=y
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where I(]-' Illeo) is the Dudley integral of F w.r.t. the infinity norm (Defini-
tion D.2), F is defined in Assumption D.1,and a(A, A, ¢, 0) is the bounding term
appearing in Corollary D.1.5.

The main result of this part is Proposition D.2.1, stated below, and the
remainder of the section will consist in proving it.

Proposition D.2.1. for p >0, & >0, 0 > 0and 6 € (0,1), assume that there is some
0 <A < A < +oo such that, with probability at least 1 — 5,

Vf e F, ﬁ;z(f) Aiﬂ{ \/\p +E 5 [0(f, &4, ¢,0)] . (D.2.2)

then, when p2 > ﬁi(é,/_\, A e, o), with probability 1 - 0,
VieF, RG(f=R, Lo o (). (D23)

The proof of this result mainly consists in verifying that under our standing
assumptions, we can apply the concentration result presented in Lemma D.7.2

in order to concentrate 7’3\; ,(f) towards R; ,(f) through their dual formulations.

We begin by showing that the dual generator divided by A is Lipchitz continuous
in f and in A~! (for convenience, we use the notation U= A,

Lemma D.2.2. Fix some A > A>0. Forany £ € E, € > 0and o > 0 we have that
(a) forany A € [A, A, f + A"O(f, &, A, €,0) is A"\ -Lipschitz continuous w.r.t.
the norm ||| co;
(b) forany f € F, uv— udp(f, & u ", &,0)is max(F(/\) a(A, A, e, 0)) -Lipschitz
continuous on [/\ SA” ]
Proof. Item (a). When ¢ =0, f — ¢(f,&, A, €, 0) is a supremum of 1-Lipschitz

functions and is thus 1-Lipschitz. For ¢ > 0, take f, ¢ € F and, for ¢t € [0, 1],
define f; = f + t(g — f). Differentiating t — ¢(f;, &, A, €, 0) yields

[t (- /\HL a2

Ec (1) [(8(0 f(Q)e

d
E(P(ft/ E/A/ g, G) - < ”g_fHOO/

f©-A1E-C|12/2
E¢n, e [6 ¢ }

(D.2.4)

which gives that f — ¢(f, &, A, €, 0) is 1-Lipschitz continuous w.r.t. the norm
ll/l oo
Since thisbound is uniform in A, we immediately get that f — A~1¢(f, &, A, €, 0)
is A"!-Lipschitz continuous for all A > A.
Item (b).Fix f € F,£ € E, & > 0,0 > 0Oand define g(1) :== A > A71¢(f, &, A, €, 0).
Let us first begin with the case ¢ = 0. Take A, A’ € [A, X]. Without loss of
generality, we can suppose that g(1) > g(A’). Since f is continuous and E is a
compact set, choose C € argmax, .z { f(0) - ’%Hcf - C||2}. Then, the claim comes
from the fact that

0. g0 - g(V) < A7 F(Q) = 51 = T = (A7 £©) - 5116 = TP | < I = v F,
(D.2.5)
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where we use that since f is non-negative by assumption,

f(/\)‘ =F(A) < E(A).

Let us now turn to the case where ¢ > 0, for which g is differentiable on [A, Al
with derivative

F@©)=AllE=C]?/2
Ec (16 [%IIE o ]

, 1
g'A) = —ﬁd)(f,é,A, €,0)= 3 (D.2.6)

F@)-AllE=T]12/2
E¢or, (1) [e ‘ }

Since the claimed result is the Lipchitz continuity of i : yu +— g(u™}), it suffices
to bound its derivative, i.e., to bound —A2¢’(A) for all A>A> A. On the one
hand, thanks to Lemma D.7.7, it is bounded above as

fQ-Me-tl?/2 FQ-ME=CI2/2
, JEc~nJ(.|g)[(f(C) —sllE=ClP)e Ecry(16) [%llé — e }
-—=g'(A) < +A
A? F@)-AE=TIR/2 f@)-AlE=CIR/2
]EC’~7TJ('|<§) e € ]EC’NNU('|5) e £
(D.2.7)
< ¢(f,&,4,0) <F(A) < F(A). (D.2.8)
On the other hand, invoking Corollary D.1.5 also yields that
1, FQ-AlE=CI2/2 -
—ﬁg (A) = elog|E¢.r, ()¢ e >—-a(A A g, 0), (D.2.9)
which concludes the proof. |

We can now apply standard concentration for bounded Lipschitz quantities
to bound the difference between the expectation of the dual generator over the
empirical distribution P,, and true one P.

Lemma D.2.3. Forp >0, 20,0 >0,0€(0,1)and some0 < A < A < +o0, we
have with probability at least 1 — § that

IE~P ( /élAlglo) _]ENA ( Ié/AIEIG) j—
su ¢ [(Pf ] £ Pn[d)f ] S_z(é,A,A,e,a).
P 1 Pnl0,4
(FVeFx[AA]
(D.2.10)
Proof. Our objective is to bound the quantity
IE(ENP [¢(f/ él A/ &, 0)] - IES"‘T;n [(P(f/ i51’1/ A/ &, O)]
(f NeFx[AA]

= sup {Ew [wo(f, & e,0)] —E 5 [nolf, & u e 0)] }
(faerx|1 a7

(D.2.12)

= sup [Ecs[X((F, 1), 91 - B, 5 [X((F, 0,1} (D213)
(fwex
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where we used again the notation ¢ = A~ and defined

X = Fx [I‘l, 4—1] and X((f,u),&) = po(f, &, ut e, 0).  (D2.14)
Let us endow X with the distance,
dist(f, ), (F', 1) = A7 = 'llo + max (F(A), a(A, 7, €, )| = ]
(D.2.15)

We now wish to apply Lemma D.7.2 and check its three requirements:

1. Forany (f, u) € FX [X_l, A‘l] , X((f, 1), -) is measurable since the functions
of F are continuous and thus a fortiori measurable;

2. By Lemma D.2.2, for any ¢ > 0 and any & € supp P, X(+, &) is 1-Lipschitz
w.r.t. dist;

3. Thanks to Corollary D.1.5, for any (f, u) € X, £ e suppP, e 2 0and ¢ > 0,
we have

a(A, A, e, 0)
A

A)

< X((f,w),é) < T (D.2.16)

As a consequence, applying statement (b) of Lemma D.7.2 yields that, with
probability at least 1 — 3,

Esp [cp(f, &, A, ¢, G)] - ]E.§~13n [(j)(f,i)\n, A e, 0)]

sup 1 (D.2.17)
(F VeFx(AT]

48T (X, dist) 2 (~ _ log 2
<S————+35\F -2 D.2.1
< = (v a@ e o)y = (D2.18)

We now proceed to bound Z(X, dist). Exploiting the product space structure of
X and dist with Lemma D.7.3, one has that,

T(X, dist) < A7VI(F, |- lloe) + max(f(/_\),a(/_\, 1, e,a))I([O, A1) (D2.19)

1+210g2)

<A1 (I(J-', Ie0) + max(f@),a@,i, €, 0)) . (D.2.20)

where we used Lemma D.7.4. Hence, we have shown that with probability at

least 1 — g,
Eg. ( ,é,/\,E,G) _]ENA ( /EIA‘IS/G) —
sup { i P[(P f ] 5 £ P“H) f ] Sﬁi(é,/_\,/\,e,a)
(f AeFx(AA]
(D.2.21)

where some numerical constants have been simplified. [
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Proof of Proposition D.2.1. Building on Lemma D.2.3, we can now conclude the
main result of this section. Using our boundedness assumption on A, we have
that, with probability 1 — 6, the two following statements hold simultaneously

327

e VfeF, ﬁ;z(f) = inf Ap?+E, 5 [¢(f,& A 6,0)]; (D.2.22)
A<A<A "
E:- /érAr "y -E, 5 /EIAI "y —
e sup {SPMU éOHAéwJMf égn}sﬁwéﬂﬂﬂf
(f MeFX[AA]
(D.2.23)
As a consequence, on this event, for any f € F,
RE(F) = inf_{Ap? +E, 5, [6(£,&,A,¢,0)]} (D.2.24)
A<A<A
]E§~ ,5,A, , -E ") ré//\/ ’
= inf {/\p2+]Eg~p [6(f, &7, e,0)] - A rlo¢ &) ~Ep [0V 9]
A<A<A A
(D.2.25)

Ecp[o(f, &V, 6,0)] —E 5 [0(f, &N, €,0)]

> inf{)\p2 + E:-p [gb(f,é,/\, g, a)] - A sup
A<A<h

A<A’ <A
(D.2.26)
> inf_ {/\p2 +Eep [@(f, 4, 2,0)] - AF2(6,A, 4, €, o)} (D.2.27)
A<A<]
> RE (f) (D.2.28)

2P (8,A,M,¢,0)

where p? - ﬁi(é,&, A, €,0) > 0 by assumption. [

Remark 12. Note that the proof of Proposition D.2.1 actually gives us the slightly
stronger result at the penultimate equation: with probability at least 1 - §, for
any f € F,

Ru(N 2 inf {10 - 520,47, €,0) + Ber [9(F, €, 4, 6,0)] |, (D2.29)
P A<A<T

that we will require later.

D.3 DUAL BOUND WHEN P IS SMALL

In this section, we show how the condition (D.2.2) of Proposition D.2.1 can be
obtained when the robustness radius p is small enough. The results of this
section cover both the standard WDRO setting of Theorems 6.1 and 6.2 and the
regularized case of Theorem 6.6.

In the following Assumption D.4, we precise how small p has to be; we also
take € and o proportional to p in order to get close to the true risk with p, € and
o “small” at the same time. The main result of this section is Proposition D.3.1,
whose proof relies on Lemma D.3.2.

|
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Assumption D.4 (p is small). Take € = egp, 0 = gpp with €9 > 0, g > 0 and

define
8irlffe]—‘ ]EP”Vf”% 2¢epd
AL = eod + [(e0d)? + 8 inf Ep||V flI2 ' = — + —.
0 \/ fer f 2 (/\0)3 (A0)2
(D.3.1)
Moreover, assume that &y and o satisfy
. A
D0 (D3.2)
o 8

Assume that p > 0 is small enough so that,

A *(A* 2 C3/\* 7%
=y 0o & (o) 4] 220 (1o 2060 (D.3.3)
&0’ 32(A1 + Lp)  4096L, 8¢p y*(/\a)z +
where A4, €1, ¢1, c3 are positive constant given by Lemma D.1.3 and ¢ comes
from (6.30).

p < min

Note that Aj and u* are both always positive, be it thanks to Assumption 6.5
or the regularization with &y > 0. For such values of p, the main result of this
section Proposition D.3.1 shows that the dual variable of (6.19) can be bounded
with high probability.

Proposition D.3.1. Let Assumption D.4 hold and fix a threshold 6 € (0, 1). Assume
8192

in addition that
~ — / 1

where Z(F, ||||), F are defined in Appendix D.1.1 and M(A, A, €,0), the bounding
term appearing in Proposition D.1.2, is used to define

_ AX A
M(p) = sup M(max(—ol,/h + Lz), —0,, eop’, aop’). (D.3.5)
p’€(0,p] 32p 2p

Then, with probability at least 1 — 6, we have

VfeF, RL(f)= inf AP +E g5 [¢(f,&1,¢0)]. (D.3.6)

To show Proposition D.3.1, we need the following helper lemma.

Lemma D.3.2. Let Assumption D.4 hold. Then,

/\* & /\* & *
Zo _ fop 2L E, o _ €op PU 2
(4p 3 +L2)p + Es.p [qb (f,cf, I o2 +L2,e) + 1024(/10) (D.3.7)
A & A* e
in (20 _ 0P 2 Ao Ep
< min ((Sp 57 Lz) p” + Eeop [(]5 (f,cf/ 8p 202 Ly, e)] ,  (D3.8)

Ay 2e Ay 2e
0 op 2 0 op .
(_Zp — 02 + Lz) P + ]E5NP |:(P (f, 5, Zp — 02 + Lz, é)]) (D.3.9)
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A A e A
and  max (—0,/\1 + Lz) <0y < (D.3.10)

N _ fop
32p 8 202 T4 2

, <o
<3

Proof. Fix f € F. Consider the function ¢, : A — Ap? + Ecop [E(f, &N E, a)]
where 5 is defined in (D.1.12). By Lemma D.7.8 invoked with a « p?,

b IBp[IIVfI3], c — Landr « %, its unique minimizer is

et eod? SERIVAE  p| [ eop
A* = -2 =22 . (D31
4p 02 4p o2 |,

. 0p? A .
where we used that & = ggp. And, since <5~ = i—% < 3 by Assumption D.4, A*

actually satisfies

o *
o *

<A* < (D.3.12)

e
£l

Moreover, Lemma D.7.8 also shows that, on [0, 21*], Ip_p is strongly convex with
modulus

Ep[|IV £I12 d Ep IV £113 d
ZZEH j;lllzl T 2/\i0 peop 2 i*[” 6](;)”2] * A*go ‘(:op 2P (D31
o+ 2y T2 @R T G _wpp - oy

Now, we notice that ¢ = ggp < €1 by Assumption D.4. Then, if A € [/\1_+
Ly, 2A* — L], then Lemma D.1.3 (applied twice) and the strong convexity of ¢/,
yield

Ap* + Eeep[(f, &, A, €,0)] (D.3.14)
9 _ _C2<A+L2)%
> Ap? + ]E5~p[qb(f, EA+Lo ¢, o)] —ecre e\ (D.3.15)
_ 3 % A+Ly %
> P2+ ]E5~p[¢(f, £ 0% e, a)] — Ly + %(A* —(A+L)% - core )
(D.3.16)
3 % A+L % AX %
2 NP2+ Beop [0, £, 4%+ L )] — Lo+ EED (10 - (U L)) = ecre (0] el
(D.3.17)

We first wish to choose A = %* — L. By (D.3.12), since p < % by
Assumption D.4, this choice of A is indeed greater than or equal to A1 + L, and
(D.3.17) leads to

* A*
(7 - L2) p? +Egp [cp(f, &, 5 - Ly, €,0) (D.3.18)
3 % *\3 * %
> A*p? + Eeop[@(f, &, A + Lo, €,0)] — p°Lo + %(A*)2 - gcle‘cz(%) - gcle‘”(%)
(D.3.19)

W=

* ok
> (A + Lo)p? + Beop [@(f, &, A* + Lo, €,0)] —2p%Ly + [5);12 (/\6)2 —2ecie Cz(Sap)
(D.3.20)
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where we used (D.3.12) again for the last inequality.
To obtain the other inequality we pick A = 2A* — L,, which is greater or equal
to A1 + L by Assumption D.4 and (D.3.12) as above. Then, (D.3.17) yields

(2A* = Ly) p> + Beep[¢(f, &,20% = Ly, €, 0) | (D.3.21)

W=

3 a*\3 *
> /V(p2 + ]EgNP [gb(f, 5, /\* + Lz, &, (7)] 2L2 + — P H (A*) - €C1e—c2(%)3 — €C1e_cz(%)
(D.3.22)

(S E

S
> (A* + Lo)p? + Beop[@(f, £, A% + Lo, &,0)] ~ 2p°La + 215 (12)% = 2ec1e 62(8”)

512
(D.3.23)
where we used (D.3.12) again, and degraded the constants to match those of
(D.3.20).
Thus, we have that A* = A _ gop and

4p

1
o[
(A* + Lo)p? + Ecop[d(f, &, A% + Lo, e,0)| —20°Ls +§fz( )2~ 2ecqe ”(8*‘9)

(D.3.24)

< min ((A7 -~ Lz) p* +Egp [¢(f, &, % — Ly, €,0)|, (24* = La) p* + Ecep[§(f, &,24* = Ly, €, 0)]

(D.3.25)
All that is left to show for the main result of the lemma is that
1
PH ‘CZ(SLB) ’ py
2 _ ep >
-2p°Ly+ — 512 (/\0) 2ecte =TT ( ) (D.3.26)
45
e 8*07 < 2
(=4 2pL2 + 2¢&pc1e = 1024 (AO) . (D.3.27)
This is a consequence of Assumption D.4 which states that
* 3 9% _3
u “\2 CZAO 4096¢0cq 2
< A d < !
P = goor, o) an P= N8 | 8\ (a2 ’
(D.3.28)

*

o g
which imply that 2pL; < 5018 =—(A;)°, and 2egcre 0p

so that (D.3.27) indeed holds, concluding the proof of the first part of the result.
The supplementary bounds follow directly from (D.3.12) and our assumptions
on p. n

We are now in a position to show our main result when p is small, namely
Proposition D.3.1.

Proof of Proposition D.3.1. Let us first take any A € [max (%, A+ Lz) , %]. We

want to instante Lemma D.7.2 with X(f,&) « ¢(f, &, A, ¢,0), (X, dist) «
(F, lI"ll), whose requirements are checked since:
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1. For any f € F, ¢(f, &, A, €, 0) is measurable since the functions of F are
continuous and thus a fortiori measurable;

2. By the proof of Lemma D.2.2(a), we have that for any ¢ > 0, 0 > 0 and any
EesuppP, f — ¢(f, &, A, €,0) is 1-Lipschitz continuous w.r.t. the norm
ll-lloo;

3. With Proposition D.1.2 with A < max (32 ,AL+ Lz) A — %, for any
feF, &esuppPand ¢ € [0, €1] (by Assumption D.4), we have

~M(p) < f(&) = M, A, e,0) < §(f, & A, €,0) < F(E) + M(A, A, ¢, 0) < F(0) + M(p)
(D.3.30)

where M(p) is defined in Proposition D.3.1.

Since Q—S - F — Ly > Ay + L, by Lemma D.3.2, we can apply statement (b) of
£0p

Lemma D.7.2 with A « % — 50z —Laand 6 « % to have that, with probability
atleast1— 2, forall f € F

22 22
N R
(D.3.31)

48T(F, Ils) .y . o |108
< T + 4(F(0) + M(p))

SEES

(D.3.32)

Similarly, we can apply statement (a) of Lemma D.7.2 with A « % - ‘(fzp + Ly

and 6 « $ to get that, with probability at least 1 — , for all f € F,

S
(D.3.33)

_ S8I(F, )
R

Combining the two statements above and using Lemma D.3.2, we get that,
with probability at least 1 — 3, for any f € F,

4
+ 4(F(0) + Fi(p)y| <23 .

(D.3.34)

> (g—;—;’f; Lz) p2+]E;~p[q5 (f £ 50 - —Lz,é‘)} (D:3.36)

_ % 4(F(0) + M(p)) o g% (D.3.37)

(2_; _ cop +L2) 2 4 Eep |0 (f,g,g— i’_f +L2,g)] (D.3.38)
P o2 BT(F NMlls) 4w s o 1083

4(F(0) + M(p)) (D.3.39)

* 1023 M) Vi



332 EXACT GENERALIZATION GUARANTEES FOR (REGULARIZED) WDRO

A* &op €0p
Z(ﬁ—a—‘i'LZ)p +]E§P [¢(f 5/__F+L2,€:| (D340)
P o2 96Z(F, || lleo) log
* 1025 M) - v 8(F(0) + M(p)) > (D.3.41)

Noting that the assumption on p in Proposition D.3.1 implies that

P g2 L 96T(F, ) log log 4
g M) 2 N (F(0)+M(p)) > (D.3.42)

we have proven that, with probability at least 1 — 2 for any f € F,

AL e AL e
P, (_0 _fop Lz) >, (4_0 sp L2) (D.3.43)

where 1, : A > Ap? + E, . [¢)(f &,A,¢,0)]. Now, since 9, is convex, this
means that its mmlmlzers on IR+ are greater than

A
U A P (D.3.44)

where the inequality comes from Lemma D.3.2.

Using the same reasoning, one can get that with probability at least 1 — g the
minimizers are no greater than
Ay _ op

0, <

0
e s (D.3.45)

Thus, we have shown that with probability at least 1 — §, for any f € F,

Ria(f) = infAp* +E, 5 [9(f, €A ¢,0)] (D.3.46)

= _inf Ap*+E 5 [9(f,& A, ¢,0)] . (D3.47)
32%,)\32p

|

D.4 DUAL BOUND WHEN P 1S CLOSE TO THIS MAXIMAL RADIUS

Complementary to the previous section Appendix D.3, we consider the case
where p is close than the critical radius. Though the bounds of this section are
much worse that the one of Appendix D.3 when p goes to zero, they hold for
the whole ranges of p considered in the theorems.

As mentioned in Remark 7, as p grows, the Wasserstein ball constraint can
stop being active, leading to a null dual variable. Thus, it is essential that p be
lower then the critical radius to stay in the distributionally robust regime and to
avoid the worst-case regime. In that case, we are able to lower-bound the dual
multiplier A.
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We defined the critical radius in standard WDRO case in Remark 7 and we
extend it here to cover the regularized case:

(e, 0) = { infrer Eeop []Ec~n£/“'(.|g)[%”5 _ C||2]] fes0
C inffer Ecop[min{}||& - (|| : C € argmax f}] otherwise
(D.4.1)

where 713 (dC|&) o« e8©7,(d(|&)is a conditional probability distribution parametrized
by an & — R function g, i.e,,

_ B [89N(E, O]
Enyie) [e8]

For this part of the proof, the case when ¢ = 0 differs from the regularized one
£ > 0. We thus present them in separate sections Appendices D.4.1 and D.4.2.

]Eg~n§(.\g) [h(é/ C)] (D.4.2)

p.4.1 Standard WDRO case

The main result of this section in the standard WDRO case is Proposition D.4.1
below.

Proposition D.4.1. Let Assumption 6.5 hold and fix a threshold 6 € (0,1). Assume

that
2B(6
MSﬁ@m—j%z (D43)
16 su Ecp|4d?(&, arg max f)
with L= — ST P[Z gmax /)] (D.4.4)

and B(0) :

48T(F, D) +2,/C*log1/6. (D.4.5)

where Z(F, D) and D are defined in Appendix D.1.4, and A, > 0 is a constant
depending on B, F, L, y and C*.
Then, with probability at least 1 — 6, we have

Vf€F, Re(f)=infAp’+E_5 [9(f,£1,0)] (D4.6)

where the dual bound A is defined as

0,0 p PZ), (D47)

2
R Pe
A= mm(Az, o

Before proceeding with the proof, we need to prove the following lemma
which leverages Assumption 6.5.

Lemma D.4.2. Fix f € Fand & € supp P. There exists a constant A, > 0 depending
on 8, F, La, y and C* such that, for A € [0, 3],

min{éna ~ P C e argmaxf - i - -||2} > (1 - %) min{éne P e arggnaxf}-
) (D48)
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Proof. Fix f € F and & € supp P. Define, for convenience, E* := arg max f and
. 1 2 A 2
Y(A) := min EHE —C|I*:Ce arginaxf - EHS —I°¢- (D.4.9)

Step 1: Localization in a O(1)-neighborhood of Z*. For a fixed R* > 0 that will
be chosen later, we show that, for A small enough, Y(A) is equal to

1 A .
min{zllé ~||*: C € argmax f — Ellé - ~||2} where (E*)R ={£e€Z:d(& E*) <R'}.

@)

(D.4.10)

Indeed, by Assumption 6.5, there is some A(R*) > 0 such that for all f € F and
CeE\EMT,

F©) = maxf - ZIE - P < f© -max f < AR, (DAL

while, for any &* € E*,
A A
f(E*) —max f - Sl &2 = -5 lE- EX1? > -AC*. (D.4.12)

Hence, for A < %, () =411 - CII> < ~A(R) + max f < —AC* + max f <
f(&*) - %Hé — &*||2. This means that points in Z \ (E*)R cannot maximize

f - %HE — ||? and so it suffices to consider the argmax over (E*)R* in the
definition of Y(A).

Step 2: Localization in a O(A)-neighborhood of Z*. Take C* € arg max gk f-
%Hé —||2. Since d(C*,E*) < R*, the Euclidean projection of {* on Z*, that
we denote by &*, is at most at distance R* of C* and C* — &* € NCex(2%),
see e.g., Rockafellar and Wets (1998, Thm. 6.12). By the growth condition of
Assumption 6.5, we get that

e 2 fE+BlIc - - -, oAy
But, by definition of C*, we also have that
£e) - Sl - I = fen) - S - e, (D414)
Plugging (D.4.13) we get that
e 1 ISR G [l R L PR

Rearranging and developing %HE — &2 yields

L A+
fllc* —EPHME-TH T - > T“llé* - "%, (D.4.16)
which gives, by Cauchy-Schwarz inequality,

L A+
fllC* =P+ AIE=-CHIIC - &)l = Tyllé* -7, (D4.17)
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We now wish to obtain a bound on u* := ||C* — &*||. If it is zero, there is nothing
to do. Otherwise, assuming that it is positive, (D.4.17) gives the inequation

p+A
2

u* < %(u*)Z +A)E =&Y (D.4.18)

WhenM—ZL—MHE—E*H is non-negative, this i tion is satisfied f
1 5 -negative, this inequation is satisfied for

u* ¢

(D.4.19)

(u+A) £ +/(u+21)2=8LaAlIE — &*|I/3
Ls/3 ‘

. . . 3
Hence, in particular, if u* < L—g, then u* must be less or equal than

(4 + A) = (u+ A =BLATE = EXTI/3 _ 3(u +A) (1_\/1_ 8L3A||é—s*||) L 8AlIE - &

L3/3 L; 3(u + A)? p+A
(D.4.20)
when % <1, using that 1 - V1 —x < x for x € [0, 1].

Thus, assuming that A is small enough so that 8L3AC* < 3(u)? and choos-
ing R* = i—’; so that u* < i—’; by construction, we have that for any C* €
arg max g, f- %llé — +||?, there is a point £* € E* such that

8A||E - &F
o - exy < AL (D421)
¢
Step 3: Conclusion. Defining the constant
* 3 2
Ay = min[2R) S H (D.4.22)

C* "8L;C*'16)’

and using the previous steps, we have for any A € [0,A;] and any C* €
arg maxg f — 1€ — ||

1 _*2_1 _*2_1 _*21*_*2_ ok ok ok
Slle =17 = Slle =7 = Slle = &7l + Slle™ = CFII7 = (e = &7, 67 = CF)

(D.4.23)
1
> Sl =X - llE = EXper - T (D.4.24)
L T
> (1 y ) 2||£ &l (D.4.25)
which concludes the proof. |

We can now turn to the proof of our proposition.

Proof of Proposition D.4.1. Let 0 < A < A. For f € F and A > 0, we define
Yo A Ap2+ E, 5 [¢(f, &, A,0)] and its (right-sided) derivative d11),. This
derivative is given by,

N 1 A
Onf0) = 7~ By g min{ e - (P C € argmax f - 1l =17
) (D.4.26)
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(1 _ 1}6?)15&?“ [min{%“é —-{|*:Ce arg{naxf}] (D4.27)

where we used Lemma D.4.2 with A <A < A;
We then instantiate Lemma D.7.2 with X(f, &) « %dz(é ,argmax f), (X, dist)
(F, D), whose requirements are checked since

1. Forany f € F, X(f, ) is measurable since the functions of F are continuous
and thus arg max f is a fortiori measurable

2. By definition of D, for any & € supp P, f +— d(&, argmax f) is 1-Lipschitz
w.r.t. this distance so that X(&, -) is V2C*-Lipschitz

3. By construction, the range of values X is included in [0, C*]

We can thus apply statement () of Lemma D.7.2 to have that, with probability
atleast1 -6, forall f € F

1
]Eé;~f)n [Edz(é, arg max f)

> ]E5~p[ d*(&, arg max f)} (6) (D.4.28)
\/—
Hence, putting this bound together with (D.4.27) yields
WPp(A) < p* - (1 - %)Efw[ d*(&, argmax f) | + BO) (D.4.29)
n
<pP-pi+LA+ B (D.4.30)
Vi
which is non-negative for A < A L
D.4.2 Regularized case

The main bound on A of this section are given by Proposition D.4.3

Proposition D.4.3. Fix a threshold 6 € (0,1). Assume that eg > 0 and that

48+fVar(e, 0)Z(F, |||l o)
p < pc(s o) —

év— ( 7 ) 2 ( b )
where Z(F, ||-||co) is defined in Appendix D.1.1

Then, with probability at least 1 — 6, we have

VfeF, RL(f)=

inf _Ap*+E, 5 [o(f,& A €,0)] (D.4.32)
A, <A<A

where the dual bounds are defined by
e gy [T E ) s
= Var(€ Cf) Pele g p g\/ﬁ FE0 2n

(D.4.33)
— sup e lIflleo
and A = max(llg—zglog(Z X 6d/2),epff%) .

(D.4.34)
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Proof. Lower-bound: By Assumption D.1, for any f € F, & € suppP, A —
o(f, &, A, g, 0) is twice differentiable and its derivatives are for any A > 0

1
WP(f,& A, ¢,0)=-E f—/\ui—«\ﬂ/z( " [E”é - C||2] (D.4.35)

C~m,

1 1
RP(f,& A, €,0) = p; Var f—AIIé—-HZ/Z(l )[§||<§ -, (D.4.36)
o ¢ €

C~m

and using Var(e, o) which is defined in Appendix D.1.1, we get that, for any
A =0,

0< <9§qb(f, & A e,0) < %Var(e, 0). (D.4.37)

Asa consequence,

PR {Apz YE, 5 [0(f, ¢ 0)” = +E 5 [0a6(f, &1, €,0)] (D439)

< P2 + ]ngﬁn [am(f, £,0, ¢, a)] + /z\ Var(e, o)
(D.4.39)
1
=p*~Eg 3, []Ec~n£/*(.|g) [EHS - IP
(D.4.40)

+ % Var(e, o).

Now, we want to instante Lemma D.7.2 with X(f, &) = ]ECan/é(.lé)% lE -l

(X, dist) « (F, ||||o), whose requirements are checked since:

1. Forany f € F, ]EC e I‘)% I€ — C||? is measurable since the functions of F
~Tg  Ule
are continuous and thus a fortiori measurable;

2. To show that f > X(f, &) is 1+/Var(e, o)-Lipschitz, we take f,g € F
and define, for t € [0,1], f; = f + (g — f). Since, ||f — gll < +00 and
Supggsuppp]ECw?/f(.lé)%||5 — C|I> < +o0 by compactness of Z, Assump-
tion 6.1, t — X(f, &) is differentiable with derivative,

d 1 1
X6 = 2B o316 - OP(s10 - 10 (Da41)
1 1
1B g1 16 ~ P[50 - 1@
(D.4.42)
_ 1 1 2 1 7112
= 1B | 316~ O~ B g 516 - 0P
(D.4.43)

X ((8(0) = FQ) = Byy_ e 180 = FEN)| - (D444

By using Cauchy-Schwarz inequality, we get that,

d 1 1
ax(ﬁl 5) < EJvarCWTé’/éHE)[E“é - C”Z]\/Viircwn{;t/f(.g)[g(c) - f(C)]
(D.4.45)
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%\/Var f,/s(lt)[zné C”Z]\/ C~nf’/‘ |£)[(8(C) f(C))]
(D.4.46)

1 1
1 L
= e\/varc~n£‘/‘(.|g)[2”‘§ clPllg = fllo, (D.4.47)

which gives the desired Lipschitz condition;

3. The random variables X(f, &) lie between 0 and C (¢, o), which is defined
in Appendix D.1.1.

We can thus apply statement (b) of Lemma D.7.2 to have that, with probability
atleast1 -6, forall f € F

1
2 2
Eeop [IE e |5)2”5 cll ] []E&ng/é(‘lé)EHS—Cll } (D.4.48)
48«/V VI(F, ||lleo log 1
ar(e, )T M) o o [282 (D.4.49)
e\n
Combining (D.4.40) and (D.4.49), we obtain that with probability at least 1 -6
I\ {/\pz +E, 5 [0(f, &M €, 0)]} (D.4.50)
1 A 48 Var(s, O)I(‘F/ ””00)
2 2 \
<p _]Eé~P |:]Ec~n£/é(,|é)[§”£_cn +EVar(e,o)+ 6\/% +2C]:(€/G)
(D.4.51)
48+/Var(e, 0)Z(F, |||l log 3
< p - pc(g o)+ — A Var(e o)+ ar(e, 0)JI(F, IIll) +2Cx(g,0) 985
evn
(D.4.52)
= % Var(e,0) (A - 4A,) (D.4.53)

where A, > 0 is as defined in the statement of the result.

Hence, forall 0 < A < A, , the derivative of A > Ap* + E 5 [0(f, &, A, ¢, 0)]
is negative; and since this functlon is convex, this means that its minimizers are
greater than A, with probability at least 1 — 6 which is our result.
Upper-bound: Almost surely, for any f € F, let us begin by bounding the
WP(f, & A, e,0)forA 20, f € Fand & € suppP. Its expression is given by

1 2 ~(2+%)dne-cp
1 Ve fg 2IE = TIPS dc
09U 060 =B puens e 0 s B
et o (B ecr
(D.4.54)

On the one hand, we lower-bound the denominator using Lemma D.7.1 and
Assumption 6.3 as

; (&+l)d/2/€_(A BER ge 5 g gz ()

TRt 7 (D.4.55)

1
-2

where we used that A > 11%—2‘ log(2 x 67/2).

o
NI

=




D.5 PROOF OF THE MAIN RESULTS

On the other hand, the denominator is upper-bounded as

a2 , -1
1 (A +12) /%HS—CHZQ(ﬁ+“12)%”édlde . l(&+l) B
o B

Qn)iz\ e “2\le o2 T 247
(D.4.56)
Hence, we have shown that —d ¢(f, &, A, €,0) < e% { and, as a consequence,
Ifleo &
P> +E 5 [WO(f, &4, 6,0)] 2p"—e = T (D.4.57)
which is non-negative for A > e v %
Hence, for
— 12 sup e 7 llfllo
A > 7 = max R—; log(2 x 67/2), e+ % , (D.4.58)

the derivativeof A — A p2 +E B, [(j)( f.& A€, o)] isnon-negative, which means

that its minimizers are smaller than A. (]

D.5 PROOF OF THE MAIN RESULTS

In this section, we present our main results with explicit constants. In Ap-
pendix D.5.1 we treat the case of standard WDRO, i.e., the setting of Theo-
rems 6.1 and 6.2, while in Appendix D.5.2 we handle the regularized setting of
Theorem 6.6.

p.5.1 Standard WDRO case

The main results of this section are Theorems D.1 and D.3 which are more
precise versions of Theorems 6.1 and 6.2 respectively.

Theorem D.1 (Extended version of Theorem 6.1). Under Assumptions 6.1, 6.3
and D.1 and the additional Assumptions 6.4 and 6.5, with p. = p.(0, 0) defined in
(D4.1) forany 6 € (0,1) and n = 1, if

8192 ~ — / 4

(D.5.1)
96Z(F,D) + 44/C*log1/6

and p < Pe _ ( ) og1/ . (D.5.2)

2 N

where
/\:e H*(A*)Z
— 0 0

Pibwes = mm(sml + 1y) 40961, (D53)

_ 1 . /\6 3P%pthres ) /\6
a:= sup a|=min|=—, pthresA2, —57—— |, 5,0,0 (D.5.4)
0<p’ <pthres ( (32 e 8L Zp
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117(I(Jr I IIoo)+maX(F(3§p ) )(1 +‘/lo?%))

PC Pthres )

Pn = , (D.5.5)

Vn mln( 3 PthresA2, ——gr
then, with probability 1 - 9,

Vf e F, ﬁpz(f) > Eeq[f(8)] for all Qsuch that W3(P,Q) < p(p — pn) -
(D.5.6)

In particular, with probability 1 — 6, we have
VfeF, Rp(f)2Eer[f&)]. (D.5.7)

The proof of Theorem D.1 relies on Lemma D.5.2 that combines the results of
the previous sections, namely propositions D.2.1,D.3.1 and, D.4.1.

Lemma D.5.2. Under the blanket assumptions Assumptions 6.1, 6.3 and D.1 and
with the additional Assumption 6.5, for any threshold 6 € (0, 1), define

22 ' ] A H*(/V)Z
0 _ 0 L 07
oo if p < Pthres = m1n<—32(A1+L2)’ 40961,

Alp) = (D5.8)
min(/\z, W) otherwise
A et D.5.9
(p) = 7 (D.5.9)
Assume that
8192 — — 4
> ——= |122(F, ||'lo) + (F(0) + M(p)) /1 +log = |,  (D5.10)
Vnpr(Ay)? ( ) o
and that
2B(6)
2 < 0%(0,0) - D.5.11
Then, with probability at least 1 — 5,
VfeF, Rp(f)= inf_ Ap*+E. 5 [¢(f,&1,0)] (D.5.12)
Mp)<A<A(p)
and when p? > ﬁi(é,/_\(p),%(p), 0), with probability 1 — 0, it holds,
Rp2(f) 2 Rop 26,0007 0) ) - (D5.13)

Furthermore, with probability 1 — 0,

Ve F, Rp(f) = sup{Ealf]: Qe PE),WE(P,Q) < p? - F2(0, A(p), A(p), 0)}.
(D.5.14)

Proof. This result is a consequence of Propositions D.3.1 and D.4.1 both applied
with 0 « 6/4 and of Proposition D.2.1. Note that the upper-bound on the
dual variable given by Proposition D.3.1 holds for any p since the optimal dual
variable is non-increasing as a function of p. [
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Proof of Theorem D.1. The proof consists in simplifying both the assumptions
and the result of Lemma D.5.2.

We begin by showing that A(p) can always be lower-bounded by a quantity

proportional to 1/p. Indeed, by definition of A(p), (D.5.8) in Lemma D.5.2, and
using that p is in particular less than £, it holds that,

*

1 . (N
/_\(P) 2 Emln 3_2/ pthres/\Z/

3p%pthres) (D 5 15)

8L
Let us now turn our attention to the condition p? > ﬁi (6, Alp), A p),0,0), whose

RHS was defined by (D.2.1) in Appendix D.2. We have that, by definition
(Assumption D.1), SUPo<p<p, F(A;/(32p)) = F(Ay/(32pc)) < +o0 and,

— AF 3 2 A
sup ﬂ(/_\n(P),)\(P)/0,0) < sup a(lmin(?)_;/pthres)b/m) 2 0,0)

0<p=<pc 0<p’<pthres 8L ’ Zp’ ’
(D.5.16)
=7 <+, (D.5.17)

by definition and non-decreasingness of a in its first argument (see Corol-
lary D.1.5) and (D.5.15). Hence, the following bound holds

026, A(p), A(p), €, 0) (D.5.18)
117 [ A5\ 1

< Vi) (I(]—', ||-||oo)+max(F(32pc),a)(l +4/log 5)) (D.5.19)

< pnp, (D.5.20)

where we plugged (D.5.15).
Finally, since p is in particular bounded by p., the condition (D.5.10) is implied

by
12Z(F, ||]le0) + (f(O) + M(pc)) \/1+1log %) ., (D521)

with M(pc) < +00 by definition (Proposition D.3.1). ]

)y 8192
Vi (Ap)?

Theorem D.3 (Extended version of Theorem 6.2). Under Assumptions 6.1, 6.3
and D.1, forany 6 € (0,1)and n > 1, if

8192 ~ [ 2
max(pn,m(lﬂ(f,ll-lloo) + (F(0)+M(pc)) 1+1log 5)) <p

(D.5.22)
96Z(F,D) + 44/C*log1/6
and p < min| pehres, Pe _ ( ) og1/ . (D.5.23)
2 \/ﬁ
where
/\:(— ‘Ll*(/\* )2
R 0 0

Pthres = mln(S(/\l n LZ), 4096L2 (D524)
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a ( T 0) (D.5.25)
a:= su a AN E A D
oemen "\3207 2p
3744(1(}', Ille) + max(F( 5, 7) (1 + \Jlog %))
= . (D526
pl’l ﬁA*’ ( )

then, with probability 1 - 9,

Vf eF, ﬁpz(f) > E:c[f(E)] for all Qsuch that W22(P, Q) <plp—pn)-
(D.5.27)

In particular, with probability 1 — 6, we have

VfeF, Rp(f) = Ber[f(E)]. (D.5.28)

The proof of Theorem D.3 leverages results from the previous sections,
combined in Lemma D.5.4.

Lemma D.5.4. Under the blanket assumptions Assumptions 6.1, 6.3 and D.1, for any
threshold 6 € (0, 1), define

A _ N A _ % D.5.29
_(P)—@/ (P)—ﬂ- (D.5.29)

Assume that

8192 = — 2
p = ————12Z(F, ||lleo) + (F(0) + M(p) ) 4/1 +10g < |, (D.5.30)

Vi (Ag)? ( ) o

and that
2
, 2B(5) . A w(Ay)?
2 2 —~ : D.5.31
P Smm(pc(0,0) Nri 'mm(SZ()\1+L2)’4O96L2 (D.5.31)
Then, with probability at least 1 — %,
VfeF, Rp(f)= inf_ Ap*+E, 5 [6(f,&4,0)] (D.5.32)
Ap)<A<A(p) "

and when p? > ﬁi(é,/_\(p),X(p), 0), with probability 1 — o, it holds,

Re(f) 2 Rz 20,100 200 00 ) - (D.533)

Furthermore, with probability 1 — 0,

Vf e F, Ry(f) > sup{Eolf]: Qe P(E), Wi (P,Q) < p2 = 7(5,Ap), A(p), )}
(D.5.34)

Proof. This result follows directly from Proposition D.3.1 that we invoke with
0 « 6/2 and of Proposition D.2.1. u

Proof of Theorem D.3. The proof consists in simplifying both the assumptions
and the result of Lemma D.5.4 and follows the same structure as the proof of
Theorem D.1.
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We begin by examining the condition p* > ﬁi(é,&(p),i(p),o, 0), whose
RHS was defined by (D.2.1) in Appendix D.2. We have that, by definition
(Assumption D.1), SUP)_p<p, F(Ay/(32p)) = F(Ay/(32pc)) < +oco and,

_ AsA
sup a(2,(p), A(p),0,0) = su a(—o,,—o,,o,o) =7 < +o0 (D.5.35)
0<pS/§hres " P P 0<p’§£hms 32P 2P

by definition (see Corollary D.1.5). Hence, we have that

52(5,Ap), A(p), 0,0) (D.5.36)
117 ~ Ay \ 1

< ) (I(f, ] e0) + max(F(32pC ) a) (1 +4/log 5)) (D.5.37)

< pnp, (D.5.38)

by definition of p, and with 117 x 32 = 3744.

Finally, m (D.5.30) is implied by

8192 = — 2
> —— | 12Z(F, ||*||l) + [ F(O) + M 1+log—], D.5.39
P2 e |1 ) (FO + M(punees)) 1 +10g 5|, (D5:39)
since p < Pinres and M(pthres) < +oo by definition (Proposition D.3.1). ]

D.5.2 Regularized WDRO case

Theorem D.5 (Extended version of Theorem 6.6). For o = ogp with g > 0,
& = eop with &9 > 0 such that e/ 5 < A;/8, and for any & € (0,1) and n > 1, define,

Pc = inf{pc (é'op', UOP’) * Pthres < P’ < Pe (goptthSI oOpthres)} (D540)

343

and
Ay A SN[ (4096e0er |\ 7
| e 0 Hy 2”0 €0C1
res ‘= —, , , 1 D.5.41
Pitres mm(eo 3201 +Ly) 4096L, " \ 8eg (Og( (452 ))+ (D5.41)
Var:= sup Var(eop’, cop’) (D.5.42)
Pthrcsgp’spc
Cr = sup  Cr(eop’, oop”) (D.5.43)
pthressplspc
Supfe]-'uf”oo
- 1 . (AB eopthreSQp%) Ay 12eppclog(2 x 677%) ¢ b g
4= sup a| - mn|-—,——— [, max S >
0<p’<pe 32 4Var 2p R Pthres
(D.5.44)
117(I(f,||~||oo)+max(f(%),ﬁ)(l+,/log%))
pn = ; (D.5.45)

. Ay EOPthresng )
Vn min( 75
( 327 4Var

), eop’, Uop’)
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when
8192 ~ 4\ 384VVarZ(F, ||]leo)
max| p,, ————=[12Z(F, [|llo) + | F(0) + M(p.) | y/log = |, <
(p (A5 )2 ( ( 3 ) &% eopeNn b
(D.5.46)
-2 SOP%\/E -
— 1/3 1/4
192VVarZ(F, ||-||«) = (log 5
d ¢ > ,24/Cr| =2 , D.5.48
an p max( EQW F 21’1 ( )

then, with probability at least 1 — 6,

VfeF, ﬁ;z(f) > Ecqlf(&)]  forall Q such that WZZ’T(p)(P, Q) < plp—pn),
(D.5.49)

where t(p) < = £

y 2,2

; 0 £0Pthres”Pc
mm| -, ——e———
( 327 4Var

Proposition D.1.2), with probability 1 — 6,

. Furthermore, when o9 < 1 and o < o1 (defined in

Vf e F, RG(F) 2 EerEeor, o [F(O]. (D.5.50)

The proof of Theorem D.5 relies on Lemma D.5.6 that makes the regularized
Wasserstein distance appear. It also uses Lemma D.5.7, to guarantee that a
smoothed version of the true distribution is inside the right neighborhood.

Lemma D.5.6. Fix a confidence threshold 6 € (0,1), take ¢ = op, 0 = oop with
€0 and og positive constants satisfying eo/oj < A7 /8 and, define A, (p) and AMp) as

functions of p by
o If
3 Ay A A 4096 -3
[ e 0 H Ay 2" £0C1
< — 1 D.5.51
p= mm(so’32(m + 1)’ 409L; " \ B (Og( (A2 ))+ (5D
) o) = Lo
then A, (p) = o) and A(p) = 307

e Otherwise,

€ 48+/Var(eop, 0p)Z(F, ||-lleo) log
A (p) = L(Pc(fopf oop)® — p* - ( P, 90P +2C(eop, 00p)\[ =

Var(eop, oop) eopVn
(D.5.52)
— 12¢ supferlflloo
Ap) = maX( Réf P log2x 6Y2),e— @ %) : (D.5.53)

Assume that

8192
- V(A2

12Z(F, ||]leo) + (f(O) + ]\_/I(p)) \/1+log %) . (D554)
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Then, with probability at least 1 — §,

VfeF, RS(f)= inf_ Ap*+E. 5 [¢(f, & A, ¢,0)] (D.5.55)
P A, (p)<A<A(p)

and when p2 > 531(5,4”(;)),%(;;), ¢, o), with probability 1 — 6, it holds,

R%(f ) > (f), - (D.5.56)

p (6,4, (p),A(p),&,0)

Furthermore, with probability 1 — 0,

Vf e F, Ra(f) 2 sup{Ealf]: Qe PE), W, (P,Q) < p* = B3(6,A,(p), A(p), &, 0},
(D.5.57)
£o0p

with T(p) = m

Proof. The first part of this result is a consequence of the combination of Propo-
sitions D.3.1 and D.4.3, both applied with 6 < 0/4, and of Proposition D.2.1.
For the second part, note that Remark 12 implies that the above argument
actually gives the slightly stronger result: with probability 1 — 6, for any f € F,

Re(f) 2 inf _ A(p* = 5,(8,4,(p), A(p), €,0) + Eeur[$(f, €, 4, £, 0)]
A, (p)<A<A(p)

(D.5.58)

Next, take Q € P(E) such that szT(p)(P, Q) < P2 -7p(6,A,(p), &,0). With a
similar argument as in the proof of Proposition D.2.1, we get that

ﬁ;z(f) > infﬁ A(P _pn(é A (P)/X(P)/ 6’0)+]E5~P[¢(f,5,/1, E,U)]
A, (p)<A<A(p)

(D.5.59)

=Eolf]l+ inf_ A(p?>=7p2(5,A,(p), Ap), e, 0) — {Eqlf] - Ecop[0(f, &, A, €, 0)]}
A, (p)SA<A(p)

(D.5.60)
=Eqlfl+ inf _ A(p*-P,(5,4,(p), Alp), €,0)) — sup {Eqlf']1 - Ecp|0(f', &, A, ,0)]}.
A, (p)=A<A(p) freF
(D.5.61)
We now proceed to show, and this will conclude the proof, that
?up{]EQ[f ~Eep[9(f, &4, 6,0)]} < AW (P, Q), (D.5.62)
eF
forA > A (p).
Indeed,
sup{Ealf] - Ee-r[9(f, &1, e, )]} < sup (ol )~ Eeorlo(f, A e, 0]}
eF eC
(D.5.63)
- sup [t~ o on{ e[|
feC(E)

(D.5.64)
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=A sup {]EQ[f] —Esop [log(]ECWGHE) [e
fec(E)
(D.5.65)

where we performed the change of variable f <« f/A. We now show the
following equality that will allow us to rewrite the RHS of (D.5.65).

—E¢-p

8eC(E)

(D.5.66)
Solving the optimality condition of the concave problem of the RHS of (D.5.66)
gives that its maximum is reached for

FO-111E-)?
g(€)=—10g(]Ec~na(-|g)[€ e/A ]) (D.5.67)

so that (D.5.66) holds. Hence, we get that

FO-3le-ci?
ap et foefrcncfSH) | s
fec®)
e SEHFO-FlE-CI2
= sup {]EQ[f] + Ep[g] - X(]E(E,C)wg [e e/ ] - 1)} (D.5.69)
f.8eCE)
= WZZ,E n(PQ, (D.5.70)

by the duality formula for regularized OT (Peyré et al., 2019).
Combining this equality with the bound of (D.5.65) gives

sup{Eqlf] - Eep[0(f, & A, €,0)|} < AW (P,Q), (D.5.71)
feF
which yields the result since sz, (P, Q) is non-decreasing in 7. m

Lemma D.5.7. In the setting of Theorem D.5, when Q,, denotes the second marginal of

P(d&)m,(dClE), (D.5.72)

and when ¢ < o1, it holds
sz,x(p) (P,Q,) < 0°. (D.5.73)

Proof. Consider the transport plan = = P(d&)m,(dC|&). To show this lemma, it
suffices to prove that

Ex[d2] + 7(p) KL(r|r) = 0(02) , (D.5.74)

To get this exact result for a regularization w.r.t. an arbitrary measure, one can readily combine Paty
and Cuturi (2020a, Cor. 1) and Feydy et al. (2019, Prop. 7). Also, note that we essentially reproved
the semi-duality formula of Genevay et al. (2016, Prop. 2.1) except that the regularization is taken
w.r.t. a general measure.

F©)-lle=cl?/2

FO-SlE-cI? e $O+FO-Fe-cI?
log(]Ec%(wcs) [e o m = sup EP[g]—X(]E@,c)% [e 2 }—l).

i
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ie., thatEq[d?]| = O(0?). Letusfirstfix & € supp Pand consider B¢, (5[5 1€ — CI1%],
which is equal to
(|2

—C

_ g
J3lle—ClFe 22 dC

_le-a?

/Ee 22 dC

1
Ec-m,(1e) [§||5 - Cllz] = (D.5.75)

The numerator can be upper-bounded as follows:

1 _lle=gp? 1 _lle=g)? o2
/zllé —(|)Pe” 22 dC < /d S~ Cl)Pe” 22 dC = (2n02)d/27. (D.5.76)
=) R

For the denominator, we have seen in the proof of Lemma D.1.4, and more

precisely (D.1.24), that
_Hs—cznz -1 2
‘/;6‘ 20° dC < W , (D577)

when ¢ < 01. Hence, we have the bound

1]

<o?, (D.5.78)

1
]EC~7ZU(-|5)|:§”CS - J)?

and integrating w.r.t. £ ~ P yields the result. n

Proof of Theorem D.5. Since we will only consider radii in particular bounded
by p., the condition (D.5.54) is implied by

12Z(F, ||[|e0) + (F(O) + M(pc)) \/log %) , (D.5.79)

o> 8192
— (AN

with M(pc) < +00.

We now show that A (p) can always be lower-bounded by a quantity propor-
tional to 1/p, i.e, that

1 . /\6 EOPthresng
> = = = e, 5.
A (p) = mm(3 , v (D.5.80)

Let us discuss separately the cases where p < pres holds or not.

* When p < pires, (D.5.80) holds by definition of A, (p).

* When p > pyes, by definition, A, (p) is lower bounded as

cop| o o [48VVarZ(F, |lle) | = /log%
A (p) > =|p2-p*- +2C\—2||. (D581
AP Var(p P ( eopVn "N 20 ( )

48VVarZ(F,||]le)
eV

Applying Lemma D.7.9 with p « & and ¢ « , we obtain

that, when
— 1/3
192VVarZ(F, ||-|le)
S()\/E

pe > (D.5.82)
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and

384VVarZ(F, || ||ee) 384VVarZ(F, |||le)

Pc
<p< - , (D.5.83)
open 2 EOP‘Z:\/H
the following lower-bound holds,
302 _ Nog 4 2 res2p?
A (p) > DP[2Pe _oE 280 |5 LPPe  SoPtes Pe (1 5 gy
Var| 4 2n 4Var 4Varp
— 1
where we used successively that %% > 2Cr lozgn“ and p > Pres. This

concludes the proof of (D.5.80). Note that it implies the bound on 7(p) in
the statement.

Let us finally turn our attention to the condition p? > ﬁfl(é, A, (p), X(p), £, 0).
Since sup,_ p<pe F(A;/(32p)) = F(A;/(32pc)) < +oo by definition (Assump-
tion D.1) and

sup H(An(P'),X(p'), eop’, 800) (D.5.85)
0<p’<pc
N - A ap sup pe 7 If lloo
0 T 5 12 1 2X6 £0Pthres
< sup a l,min(—o,w),max 0/, €0Pc ng( )’e OPthres £  eop’, dop!
0<p’<p 32 4Var 2p R Pthres
(D.5.86)
=0 < 4o (D.5.87)
(D.5.88)

where we used the monotonicity properties of a (Corollary D.1.5) and (D.5.80).
In conclusion, along with (D.5.80), we obtain that

02(6,A(p), Alp), &, 0) (D.5.89)
117 ~( Ay [

< NI (I(]—", [|I]e0) +max(P(32pc),a) (1 +4/log 5)) (D.5.90)

< pnp, (D.5.91)

by definition of p,,. The last part of the statement then follows from Lemma D.5.7.
n

D.6 UPPER-BOUND ON THE EMPIRICAL ROBUST RISK

In this section we prove Theorem 6.3 that complements the main results by
providing both a Iwoer and an upper bound on the empirical robus risk. In
view of the previous section, the missing part is ther upper-bound, that we
establish in this section.

The proof of the upper-bound is similar to the proof of our main results,
yet simpler. Indeed, the bounds on the dual variable are required for the true
distribution P, which is fixed, instead of the empirical distribution P,.. We slightly
modify our main concentration result (Proposition D.2.1) in Proposition D.6.1.
We simplify our bounds on the dual multiplier when the radius is close to the
critical radius (Propositions D.4.1 and D.4.3) in Propositions D.6.2 and D.6.5.
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D.6.1 From empirical to true risk

Proposition D.6.1. For p >0, ¢ > 0,0 > 0and 6 € (0, 1), assume that there is some
0 <A <A < +co such that,

VfeF, RL(f)= Aglg)\pz +Eep [¢(f, & A, €,0)] . (D.6.1)

Then, when p? > p2(5, A, 4, €, ), with probability 1 - &,

e €
VfeF, szfﬁi(é,é,i&ﬂ)(f) <Ry (f). (D.6.2)
Proof. This proof closely mimics the one of Proposition D.2.1 but switches the
roles of P and Py,. First, note that by following the proof of Lemma D.2.3 with

and replacing P by P,, and vice versa (and using statement (a) of Lemma D.7.2
instead of (b)) yields the following

{E£~§n [0(f, &7, €,0)] = Eep|P(f, &7, €,0)]

sup

(f NeFx[AA] A

(D.6.3)

We can now follow the last part of the proof of Proposition D.2.1. On the event
above, for any f € F,

} <p-(6,AA,¢,0).

349

Rep(f)= inf_{Ap% + Eer [9(, €, e,0)]} (D.6.4)
E, 5 [6(f,& A, ¢,0)] - Ee- JE A, €,
_ inf{/\pZHEéNl; (0(f, 6,1, &,0)] 1 e, [O(f, &7, € o)]A ep[6(f, & A €, 0)]
A<A<A "
(D.6.5)
> inf{)\p2+]E5~§ [(P(f/é/A/ E/O-)] - A su
A<A<A " ASV<A
(D.6.6)
> infi{/\pZ TE, 5 [0(f,& A e,0)] - AP2(6,4,7, ¢, a)} (D.6.7)
A<A<A "
> RE ). (D.6.8)

p2=Pa(8,AM,€,0)

D.6.2 Standard WDRO case

Proposition D.6.2. Let Assumption 6.5 hold and fix a threshold 6 € (0,1). Assume
that p2 < p%(O, 0). Then, we have,

VfeF, Rp(f)=infAp® +Eer [0(f,E,A,0)] (D.6.9)

where the dual bound A is defined as

(0/0) - Pz)

pz
A= min()\z, = T (D.6.10)

AI

P Engn [(P(ff &N e, U)] — E¢-p [‘P(fr &N e, U)]

|
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and L is defined in Proposition D.4.1.

Proof. Let0 < A < A. By Lemma D.4.2 and the dominated convergence theorem,
one has that,

1
NPp(A) = pz —E:p [min{zﬂé —{P:Ce argznaxf - %Hé - ||2” (D.6.11)

< p?- (1 - %)]E&p [min{%”é —C*:Ce argmaxf” (D.6.12)
< p? = p%(0,0) + LA, (D.6.13)

which is non-negative by definition of A and thus concludes the proof. u

We can now state analogues of Theorems D.1 and D.3. Note that the bounds
A(p) that we obtained in this section are better than the ones we got in the main
proof. For the sake of simplicity, we give up this additional precision and use
the same bounds as in Theorems D.1 and D.3.

Corollary D.6.3. In the same setting as Theorem D.1, with probability 1 — o, it holds,
VEeF, Rp(f) 2 Ropopn(f)- (D.6.14)

Proof. This result is obtained as a combination of Propositions D.3.1, D.6.1
and D.6.2, which gives the desired result with probability at least 1 — % and a
fortiori1 = 6. n

Corollary D.6.4. In the same setting as Theorem D.3, with probability 1 — o, it holds,
VEeF, Rp(f) 2 Ropopn(f)- (D.6.15)

Proof. This result follows by combining Propositions D.3.1 and D.6.1, which
gives the desired result with probability at least 1 — g and a fortioril—6. m

To conclude, in the context of Theorem D.1 (resp. Theorem D.3), Corol-
lary D.6.3 (resp. Corollary D.6.4) with p < p + p,, yields, with probability at
least1 -9,

VEEF, Rppeon(f) € Riprpnp(f), (D.6.16)
so that, since p > py,
VfeF, Rp(f) < Rypzpn(f), (D.6.17)

Combining this bound with Theorem D.1 (resp. Theorem D.3) completes the
bound of Theorem 6.3.

D.6.3 Regularized case

In the regularized case, the bound simplifies as well compared to Proposi-
tion D.4.3.

Proposition D.6.5. Fix a threshold 6 € (0,1). When p? < p2(¢, o), we have,

Vf e F, R;z(f) = inf _Ap*+Eewp [@(f, & A, €,0)] (D.6.18)
A, <A<A
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where the dual bounds are defined by

A= m(pc(s o) - ) (D.6.19)

(D.6.20)

_ suprerllfileo g
and A = max(ﬁ log(2 x 6%2), e~ — _0) ,

p
and Ay, p* were defined in Assumption D.4.

Proof. The proof of the upper-bound is exactly the same as in Proposition D.4.3
so we focus on the lower-bound. Following the same reasoning as the one to
get (D.4.40) in Proposition D.4.3 but with P instead of P, we get that

1
W A{Ap* + Eeep [(f, &, A, 6,0)]} < p* —Eewp []Ecwﬁ/“;(é) [5”5 -al?

(D.6.21)

=p? - pi(e,0) + %Var(e, o), (D.6.22)

which is non-positive when A < A. [

Corollary D.6.6. In the same setting as Theorem D.5, with probability 1 — 0, it holds,
€ e

VfeF, sz(f) > Rp(p_pn)(f). (D.6.23)

Proof. This result follows by combining Propositions D.3.1 and D.6.1 and

Proposition D.6.5, which gives the desired result with probability at least 1 — §

and a fortiori 1 — 0. n

To conclude, in the context of Theorem D.5, Corollary D.6.6 with p < p + p,

and gy «— p‘if;’n e, & — pifgﬂ X (p + pn), yields,? with probability at least 1 — 6,

5 €0p RE0P . . 75 €op REop
VfeF, R o(p+pr) (f) < (p+pn)2(f), and, in particular, sz (f)I<R o(p+30n)

(D 6.24)
Combining this bound with Theorem D.5 completes the bound of Theorem 6.3.

D.7 TECHNICAL LEMMAS

In this section, we recall and adapt known results, as well as establish technical
facts, all useful in our developments. They are presented in self-contained
lemmas and are arranged in four thematic subsections.

p.7.1 Laplace approximation

Lemma D.7.1 (Restriction to 2). Consider 2 ¢ RY, e1,71 > 0 and a map C* :
[0, 71] > E defined by C*(t) = E+tQwith& €8, g € R? and assume that there is a
positive radius R such that,

1. The closed ball B(C*(0), R) is included in E.
2. R, v and ||g| satisfy & > 22||g||.

Though &g now formally depends on p’, the same bounds still hold and do not become degenerate
since ¢g lies [¢9/2, €o] that avoids zero.

351
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Then, for (¢,7) € [0, e1] X [0, 71],

(]2 )
(2718"[)_% /exp(—w)dc ~1| < 692w , (D.7.1)

= 2eT

Proof. The quantity to bound rewrites

_ 2
(2718*[)‘§’/exp(——”C ¢ (T)Hz)d(:—l

= 2eT 2eT

1]

(D.7.2)

so let us bound this integral. Since B(C*(0), R) is inside &, this means that, for
any C ¢ B, ||C — &|| is at least equal to R. Hence, for any C ¢ E, one has that

1
IC-C* I 2 1 &> - lgl? (D.7.3)
1 1 1
2 Zllc- NI + 8RZ + 6R2 — %||g? (D.7.4)
Lir a2y lge
2 ZllC =&l + 2R, (D.7.5)

so that we get the bound

_d IC—C*(0)ll3 _R _d C - cll?
(2met)2 /Rd\EeXP(—T dC < e e X (2meT) 2 /]Rld\aexp e

(D.7.6)
2
= 612 1 (D.7.7)

D.7.2 Concentration

We rely on standard concentration tools that we encapsulate in the following
lemma for convenience.

Lemma D.7.2. Let (X,dist) be a (totally bounded) separable metric space, P a
probability distribution on a probability space Eand Py = 1 Y7 6 with&y,..., &y ~

o

Pi.i.d.. Consider a mapping X : X X E — R and assume that,

1. Foreach x € X, & — X(x, &) is measurable;
2. There is a constant L > 0 such that, for each & € B, x — X(x, &) is L-Lipschitz;
3. X almost surely belongs to [a, b].
Then, for any 6 € (0,1),
(a) With probability at least 1 - 0,

VxeX, E.; [X(x,&)]-Eep[X(x,&)] < +2(b—a)

\n
(D.7.8)

48LZ(X, dist) log

_ 2
= (ZRST)_Z/ exp(_w)dcl
RAN\Z

=

=

2n
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(b) With probability at least 1 — 6,

VxeX, Ecp[X(x,E)]- E£~§H[X(X, &l < +2(b —a)

(D.7.9)

Proof. First, let us note that we can assume that Es.p[X(x, £)] = 0 provided
that we prove the bound above with the left-hand side divided by a factor two.
Indeed, considering the random variables Y(x, &) := X(x, &) — Ec-p[X(x, 0)],
we see that Y satisfy the assumptions of the lemma, albeit with the constants
L« 2L,aa-bandb « b—a. Moreover, we only prove the assertion (a)
since the (b) follows from (a) with X « —X.

Step 1: Bound on the expectation. First, we focus on bounding the expectation

of the quantity

sup{E§~AnX(x, O}. (D.7.10)
XeX

By the symmetrization principle (e.g., (Boucheron et al., Lem. 11.4)), with
S1,...,S, 1.i.d. Rademacher random variables,

n

1
- i X(x, &) - D.7.11
sup ;s (x )] ( )

E <2E

2 {Ee X0 )

Take x, x” € X. By the Lipschitz property of X, with & ~ P, foranyi=1,...,n,
the random variable
si(X(x, &) — X(x', &)
\nL

is bounded, in absolute value, by % and as such it is sub-Gaussian with

(D.7.12)

parameter M by Hoeffding’s lemma (e.g., (Boucheron et al., Lem. 2.2)).
As a consequence, by independence, the random variable

n

Z si(X(x, &) — X(x/, €&))
= VL

(D.7.13)

is sub-Gaussian with parameter dist(x, x’)2. Since, in addition, it is zero-mean,
we can invoke Dudley’s bound (e.g., (Boucheron et al., Cor. 13.2)) to get that,

n
E|sup L Z si X(x, &) | < 127(x, dist), (D.7.14)
xeX n i=1
or, in other words, by (D.7.12), that
24LT(X, dist)
E|sup{E, 5 X(x,&)}| <« ————. (D.7.15)
Le}i’ & Vi

Step 2: Concentration inequality. Since the functions X are uniformly bounded,

sup, v {]E&IA’“X(X’ cf)}, seen as a function of (&1, ..., &), satisfies the bounded

difference property with constant b — a. Therefore, the bounded difference

4SLT(Y, dist) log
n
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inequality (e.g., (Boucheron et al., Thm. 6.2)) readily yields that, with probability
atleast1l — 0,

log §
sup {]Eéwan(x, g)} < Esup {]Eéwlan(x, 5)} +(b—-a) (D.7.16)
XeX XEX
o HLIX,dist) ) ), [2085 (D.7.17)
\n 2n
where we plugged in (D.7.15), the bound on the expectation from the first
step. u

p.7.3 Dudley’s integral bounds

Lemma D.7.3. Let (X1, dist;) and (X3, disty) be two metric spaces, and consider
X = X X X, equipped with the distance dist = ¢y dist; +c; disty with ¢1,c2 > 0.
Then

(X, dist) < 1Z(X;, disty) + coZ( A5, disty) . (D.7.18)

Proof. Note that, for any t > 0, the inequality N(f, X, dist) < N (¢, A1, ¢1 dist;) X
N(t, X,, cp disty) holds, so that, by subdadditivity of the square root,

+00
Z(x,dist) = / \Jlog N(t, X, dist)dt (D.7.19)
0

+00 +oo
< / \/log N(t, X1, cq disty)dt + / \/log N(t, Xy, co disty)df
0 0

(D.7.20)
+00 +oo
= / \/log N(t/c1, X1, disty)dt + / \/log N(t/ca, Xy, disty)dt
0 0
(D.7.21)
= 1Z(Xy, disty) + c2Z (A5, disty), (D.7.22)
where we performed changes of variable in to obtain the last equality. L
Lemma D.7.4. Forc >0,
Z([0,¢], 1) < 5(1+210g2). (D.7.23)
Proof. Noticing that N (¢, [0, c], |-|) = 1 whenever t > ¢, we get that
Cc
70,61, 1) = [ Jlog N, 10, H)t (D.7.24)
0
[
< / (1+1ogN(t,[0,c],|-]))dt . (D.7.25)
0

Now, a rough bound on N(t, [0, c], |-|) is 1 + § which fits our purpose and yields

(0, ¢l ) < c + /OC log(1+ %)dt = c(1+2log2). (D.7.26)
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D.7.4 Auxiliary results

We conclude these sections with auxiliary technical results.
The following lemma recalls basic inequalities with the logarithm function.

Lemma D.7.5. For 0 < x < 3, the following inequalities hold,

log(1l —x) > —2x and log(1+x) <x. (D.7.27)

Lemma D.7.6. For a > 0, the function x w W) _

0(]+, +Oo)'

is non-increasing on ([e

Proof. Denoteby f : x — bg(++x) this function, defined on (0, +o0). Its derivative

is f*: x > L(L ~log(x + a)). But the function x +> —~ —log(x + a) is non-

increasing, goes to —co at infinity and its only potential zero is "V — « if it is
positive,® which yields the result. n
Lemma D.7.7. For E C R? a compact set, g € C(E) and, Q € P(E),
. E-. &)es©)
log E: -0 [eg(g)] < M (D.7.28)

Proof. Define ¢ : t — log Es.q [etg (5)] which is convex and differentiable, since
g is continuous on the compact set E. Hence,

0=¢(0)>¢1)+¢'(1)(0-1), (D.7.29)
so that ¢’(1) > ¢(1) which is the desired inequality. [

Lemma D.7.8. Fora,b,c,r > 0 fixed, consider the function defined on R, by

d(A) = al + % —clog(A +7). (D.7.30)

Then, for any A > 0, ¢ is strongly convex on [O, X] with strong convexity constant

2b c

e +— . (D.7.31)
: A+7)P3  (A+7r)2
and the unique solution to the minimization problem
i D.7.32
mip oY (0732
is given by,
w_ |ctVc2+4dab
M= || (D.7.33)
+
Proof. ¢ is twice differentiable and its derivatives are, for A > 0,
b c
"W =a- -— D.7.34
PA)=a A+7r)2 A+r ( )

3 W denotes the Lambert function, i.e., the inverse of the map x + xe*.
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i 2b c
PN = T A

(D.7.35)

which shows that ¢ is strictly convex on R; and yields its strong convexity on
compact intervals. Then, the first order optimality condition ¢’(1) = 0 gives us
that

aA+r)?-c(A+r)-b=0, (D.7.36)
which has an unique solution satisfying A + r > 0 which is given by,

+ V2 + 4ab
PR (D.7.37)
2a
If A* > 0, then this is the solution we are looking for. If is not, this means that
both roots of (D.7.36) are non-positive and therefore ¢’(0) > 0 which means
that 0 is the solution to the minimization problem. [

Lemma D.7.9. Forc >0, p > 0 such that p > (4c)'/, the inequality

PP-pr-<20 (D.7.38)
p
holds in particular when
3—2 <p<p- E—g (D.7.39)
p p

Proof. When 0 < p < p, the inequation 52 -p*- % > (0 is implied by

pp-ppP-c=0. (D.7.40)

Solving the latter yields the interval

7 - \/ﬁ(_? - 4 | 7+ ,/ﬁ(_ﬁ"‘ - 4c)‘

(D.7.41)

and the inequality 1 — u < V1 — u for u € [0, 1] yields the result. L



THE RATE OF CONVERGENCE OF BREGMAN PROXIMAL
METHODS: LOCAL GEOMETRY VS. REGULARITY
VS. SHARPNESS

This appendix contains the proofs for Chapter 7. It is extracted from Azizian
et al. (2024d).

We provide here a series of basic properties, helper lemmas and auxiliary
results that we use repeatedly in our paper.

E.l LEMMAS ON NUMERICAL SEQUENCES

The first two results concern numerical sequences.

Lemma E.1.1. Consider two sequences of real numbers u;, oy > 0,t =1,2,..., such
that
Upyp S U — atu}” forsomer >0andallt =1,2,... (E.1.1)

Then, forallt =1,2,..., we have:

Ui

Ui < (E.1.2)

; 1/r
(1 +ruy Yo acs)

Proof. See (Polyak, 1987, p. 46, Lem. 6). ]

The second result that we prove here is a slight variant of the above lemma.
It is Lemma E.1.2 that we restate for convenience.

Lemma E.1.2. Suppose that f: R, — Ry admits the asymptotic expansion
f(x)=x—Ax"" +o(x™") asx —0 (E.1.3)

for positive constants A,r > 0. Then, for uy > 0 small enough, the sequence
U1 = f(u), t =1,2,..., converges to 0 at a rate of uy ~ ()\rt)‘l/r.

Proof. By the assumption on f, there exists some ¢ > 0 such that
1+r A 1+r
x=2Ax"" < f(x) < x— 5% forall x € [0, ¢]. (E.1.4)
Note first that, if u; < ¢, Lemma E.1.1 readily implies that u; converges to 0 and
that u; < ¢ for all . Moreover, if ¢ is small enough so that 1 —2A&” > 0 and ug

is positive, this implies that all u¢, fort = 1,2, ..., are positive. In particular, we
consider the sequence u, ", t = 1,2, ..., for which we get

wly =y = [w = AT o ()| -
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=u; "1 —Auf +o(u)))" —u;"=rA+o0(1). (E.1.5)

Hence, u;" ~ rAt which gives the result. ]

E.2 PROPERTIES OF BREGMAN DIVERGENCES AND THE INDUCED PROX-MAPPINGS

We recall some basic properties of the Bregman divergence and the induced
prox-mapping. Variants of these properties are fairly well known in the
literature, so we omit their proofs and we refer to Beck and Teboulle (2003),
Juditsky et al. (2011), Mertikopoulos and Zhou (2019), Mertikopoulos et al.
(2019). In particular, Lemmas E.2.1-E.2.3 correspond to Lemmas B.1, B.2 and
B.4(a) of Mertikopoulos et al. (2019), respectively.

Lemma E.2.1. Let h be a Bregman regularizer on X and let Vh be a continuous
selection of dh. Then, for all x € Xy, x* € X and y € ), we have:

a) dh(x) = Vh(x)+PC(x) (E.2.1a)
b) x* =Py(y) & Vh(x)+y € dh(x*) & Vh(x*) - Vh(x) € y — PC(x")
(E2.1b)

where PC(x) = {y € Y : (y,x’ — x) < 0 for all x’ € X} denotes the polar cone to X
at x.

Lemma E.2.2 (3-point identity). Forall p € X and all x, x* € X}, we have:

D(p,x*) = D(p,x) + D(x,x*) + (Vh(x") — Vh(x), x — p) (E.2.2)

Lemma E.2.3 (Non-expansiveness). Forall x € X and all y, y* € Y we have:

IPx(y™) = Px(WIl < lly™ =yl (E.2.3)

The next two results that we provide consider the evolution of the Bregman
divergence before and after a prox step (or two):

Lemma E.2.4. Let x* = Py(y) for x € Xy, y € Y such that x* is still inU’. Then, for
allp € X, v € PC(p), we have:

D(p,x") < D(p,x) +{y —v,x" —p) = D(x", x) (E.2.4a)
<D(p,x)+{y—v,x—p)+ 3y —ol?. (E.2.4b)

Proof. Our proof follows (Mertikopoulos et al., 2019, Proposition B.3), but with
a slight modification to account for the extra term with v € PC(p). The first step
is to invoke the three-point identity (E.2.2) to write

D(p,x) = D(p,x*) + D(x*,x) + (Vh(x) — Vh(x"), x" = p). (E.2.5)
Then, after rearranging to isolate D(p, x*), we get

D(p,x*) = D(p,x) = D(x", x) = (Vh(x) = Vi(x"),x" - p)
<D(p,x)-D(x",x)—(y,x" —p) (E.2.6)

where the inequality in the last line follows from Lemma E.2.1. Hence, given
that (v, x* — p) < 0 by the fact that v € PC(p), we readily obtain

D(p,x*) < D(p,x)—D(x",x) = (y —v,x" —p). (E.2.7)



E.3 LEGENDRE EXPONENT FOR INTERIOR POINTS

For the second inequality of the lemma, note that
—y-v,x"-py=—(y-v,x"—x)—(y—0v,x—x%)

3lly =oll2 + 3llx* = xl? =y —v,x —x*)

Uiy —ol? + D(x*,x) = (y —v,x - x*) (E.2.8)

IA

IA

where the penultimate inequality follows directly from Young’s inequality and
the last one from (7.18) since both x and x* are in &’. Our assertion is then
obtained by combining this last bound with (E.2.7). ]

Lemma E.2.5. Let x| = Py(y;) for some x € U' N Xy, and y; € Y such that x7 e U,
i=1,2. Then, forall p € X and all v € PC(p), we have:

D(p,x3) < D(p,x) + (y2—v,x{ —p) + 3lly2—y1 — 0|2 = 3llx] —x||>. (E29)

Proof. Our proof follows (Mertikopoulos et al., 2019, Proposotion B.4), again
with a slight modification to account for the extra terms with v € PC(p).
Specifically, applying Lemma E.2.4 with xJ = Py(y2) and v € PC(p) gives

D(p,x3) < D(p,x)+(y2 —v,x; —p) = D(x3, x)
<D(p,x)+(y2—v,x] =p)+{y2—v,x; —x7) = D(x3,x) (E2.10)

To lower bound D(x;, x), we use again Lemma E.2.4 with p « xJ and x] =
Py(y1), which gives

D(xy,x7) < D(x3,x) + (y1, x{ —x3) = D(x],x) (E.2.11)

and, after rearranging to isolate D(x;, x) and substituting the resulting bound
in (E.2.10),

D(p,x;) < D(p, x)+{y2—0, x{ =p) +{y2—y1-0, x; —=x1)=D(x3, x{) = D(x], x).

(E2.12)
Thus, by Young’s inequality and the local strong convexity of i, we finally
obtain

D(p,x3) <D(p,x) + (y2 — v, x7 —p) + %lly2 — 11 — 0l

1 2_1 2_1 2
+3llx; = 7117 = 3l =27 l1° = 5l = x|

2 2
<D(p,x)+{y2~v,x7 =p) + 3lly2 = y1 = 0llZ = 3llx] —x|1* (E.2.13)

and our proof is complete. u

E.3 LEGENDRE EXPONENT FOR INTERIOR POINTS

We discussed in § 7.4.1 that g, (p) = 0 whenever p is an interior point. We
formalize this intuition below.

Lemma E.3.1. Suppose that Vh is locally Lipschitz continuous. Then B (p) = 0 for
all p € Xy,; in particular, By (p) = 0 whenever p € ri X.

Proof. Fix some p € X} and suppose that V is locally Lipschitz continuous.
Then there exists a neighborhood U/ of p in X and some K > 0 such that

IVA(p) = Vh(x)|l« < K|lp = x|| forallx e U N X}. (E.3.1)
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Now, since Vh(p) € dh(p), we also have

D(p,x) = h(p) = h(x) = (Vh(x),p — x) < (Vh(p) = Vh(x),p - x)
< IVh(p) = VR@)|l.llp - x|l < K|lp - x||?
(E.3.2)

for all x € U N A},. This shows that (7.20) holds with =0, i.e., fy(p) =0. m

E4 A SEPARATION RESULT

We now prove Lemma E.4.1, which we restate below for convenience:

Lemma E.4.1. Let X be a polyhedral domain of the form (7.60). Then, for all x* € X,
there exists P = P(A, b, x*) > 1 such that, for all T € A = A(x*), at least one of the
following holds:

(a) I # @ and there exists i € A\ L such that x; < Pmax{x; : j € I} for all
xX € X.

(b) There exists z € ker A such that ||z|| < P, z; =0ifi e Zand P > z; > 1 if
ie A\T.

Proof. Our claimis trivialif 7 = A, so we will focus exclusively on the case 7 < A.
The stated constant P = P(A, b, x*) will then be obtained as the maximum of 1
and the constants we obtain for each possible 7 ¢ A.

The proof consists in discussing whether there exists (A;);c 4\ € (R4)*\T not
all zero and (y;)iez € RZ such that the inclusion

XcixeR": Z Aix; = Zyixi (E.4.1)

ieA\T ieZ

holds. Case (a) considers the case when such coefficients exist, while Case (b)
when this is not possible.

Casg (a) Assume that there exists (A;)ica\z € (R)™\Z not all zero and
(UidieT € RZ such that (E.4.1) holds. In this case, Z must be non-empty since
otherwise X would be reduced to {0} (see the first inclusion), violating the
definition (7.60) of X. In addition, there is some i € A\ Z such that A; > 0 and
thus we have

max ([A;|:7€T
Vx e X, x; < (lj\lj )
i

max(x; : j € Z) (E4.2)

which corresponds to the first case of the lemma.

Cask () For all (Aj)icaz € (R:)M not all zero and (u;)iez € RZ, (E4.1)
does not hold. To interpret this situation, we use the fact that X" is of the
general polyhedral form (7.60) so aff ¥ = x* + ker A and x* always satisfies

Yieaz AiX; = Yiez pix; = 0 so that

(E4.1) < aff ¥ c{x e R": Z Aix; = Zy,-xi = kerAc{xeR": Z Aix; = Zyixi
ie A\T i€l ie A\T ieT
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E.5 OMITTED CALCULATIONS

— Z Aie; — Z pie; € row(A).

ie A\T i€eZ

Therefore, the fact that (E.4.1) does not hold for all (A;);c 4\z € (R not all
zero and (U;)iez € RZ means that, the system,

Z Aie; = Z uie; + ATr , (E.4.3)

ieA\T ieZ

with variables (A;)jc4\z € (]R+)A\Inot all zero, (u;)iez € RZ,r € R™, has no
solution. Hence, by Motzkin’s theorem on the alternative (see e.g.,(Ben-Tal and
Nemirovski, 2001, §1.4.2))!, this means that the system,

zi >0 forie A\Z
z;i =0 forie A (E4.4)
Az =0

admits a solution z € R". Rescaling z and setting P to max(||z||, ||z]|«) then
gives the second case. ]

E.5 OMITTED CALCULATIONS

In this appendix, we provide some computational details that were left out of
the main text to streamline our presentation.

Example 7.4 (Hellinger distance, continuing from p.119). We proceed to
compute the Taylor expansion of F near x* = -1 for the shifted operator
g(x) = x + 1. Indeed, in this case, the fixed point operator F is given by

F(x) = Px(=yg(x)) = Px(=y(x + 1))
_ x—y(x+1)V1l —x2
\/1 —x2+(x—y(x +1)V1 —x2)?
G(x)

T =2 +GaR

with G(x) = x — y(x + 1)V1 — x2. Now, the behavior of G near x* = —1 can be
approximated as

(E.5.1)

G(x) = x — y(x + 1)¥2(1 - x)!/?
=-1+@x+1)-yx+1)%22-(x+1)?
=1+ +1) = V2p(x + 1D¥? (1 - L(x +1) +o(x +1))
=1+ (x+1) - V2l + 12+ e 1152 4 o((x + 1)5/2) . (E52)

Another Taylor expansion then yields

G(x)* = (1 —(x+ 1)+ V2p(x +1)¥% - @(x 4152 4 o((x + 1)5/2))2

With the notations of (Ben-Tal and Nemirovski, 2001, §1.4.2), the lines of the matrix S are made of
the e; for i € A\ Z and the lines of the matrix N are the e; for i € Z, —e; for i € Z, the lines of A and
their opposite.
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=120+ 1)+ 2V2y(x + D2+ (x + 12 = R (x +1)72 4 o((x +1772)
(E5.3)

so the denominator of (E.5.1) becomes

2
VI— 2 +G(x)? = ((x + 12— (x+1)+ G(x)2)
2
- (1 F2V2y(x + 12 - Y 1 1)52 4 0((x + 1)5/2))
=14+ V(e + )2 - Y 1)52 4 o((x + 1)5/2) . (E54)
Thus, plugging this expansion and (E.5.2) into (E.5.1) gives

Sl (1) - V2p(x + 12+ (x4 1)52 4 0((x + 1)5/2)
F(x) =

1+ V2y(x + 182 = Y22 (x + 152 4 o ((x + 1)572)
= (—1 +(x+1) = V2p(x + 12 + @(x +1)°2 + 0((x + 1)5/2))

X (1 - \/Ey(x + 1)% + %(x + 1)% + o((x + 1)3))
=1+ (x+1)-2V2y(x +1)°2 + o((x + 1)5/2) , (E.5.5)

which gives our assertion when x* = —1. ®

Example 7.8 (Three-dimensional simplex, continuing from p. 129). We conclude
our treatment of the simplex by showing that xp; ~ x2¢/x3,: = Q(1/t)if v, =0
but v; > 0. To begin with, we have g»(x;) = x2+ = 0(1) so, arguing as in the first
part of the example, we readily get

X1,t+1 X1,

= —exp(—yv1 +0(1)), (E.5.6)
X2,t41 X2t

S0 x1,+/x2,+ converges to 0 at a geometric rate. Accordingly, the quantity x3;/x2 s
is bounded as

X3,t+1 X3, 3,
= = exp(yalxr) — 783(x1) = == exp(yxas — y(xas — 1)
X2,041 X2 X2t
= 2L exp(yxas + yx1s) < =L exp (ZVQ + Vxl,t) (E5.7)
X2t X2t X3,t

Now, since both % and x1,; go to zero,

X3,t+1 X3, X3t X3t
< ——1+2y—+yx1;: +0|2—— + x1t
X2, t+1 X2, X2t X2,
X3t
=—+2y+o0(1). (E.5.8)
X2t

since x1 /x>, vanishes as  — co. Hence, after telescoping, we conclude that

% < 2yt + o(t), which in turn shows that xp ¢ ~ x2¢/x3; = Q(1/t), as claimed.

CJ



THE LAST-ITERATE CONVERGENCE RATE OF OPTIMISTIC
MIRROR DESCENT IN STOCHASTIC VARIATIONAL
INEQUALITIES

This appendix contains the proofs for § 7.6.1. It is extracted from Azizian et al.
(2021b).

We gather in this section the basic results used in our proofs.

F.1 BREGMAN DIVERGENCES

We recall here classical lemmas on Bregman divergences; see Juditsky et al.
(2011), Mertikopoulos et al. (2019). We complement them with two elementary
results Lemma F.1.6 on a specific bounding and Lemma F.1.7 which shows that
the Legendre exponent is typically trivial on Xj,.

Lemma F.1.1. For x € X, p € domdh,
D, p) = 3y =l
Lemma F.1.2. For x € domdh, y,y’ €,
IPx(y) = Px(y)Il < lly = Il
Lemma F.1.3. Forp € X, x e domdh,y € Y,y € Nx(p) and x* = P,(y),
D(p,x*) < D(p,x) +{y =y, x* = p) = D(x",x)
<D(p,x)+{y -y, x—p)+ %Ily -Vl

LemmaF.14. Forp € X, x e domdh, y,y’ € Y and x{r = Px(y),x;r =DP.(y),

D(p, ) < D(p,x) + ' xf = p) + 5y =yl = 51 =1
Lemma F.1.5. For x € A,
dh(x) = Vh(x) + NCxy(x).
As a consequence, x € Xy, x* € X,y €)),

x* =Py(y) & Vh(x)+y € dh(x")
&« Vh(x)+y—Vh(x") e NCx(x").

Moreover, x* = P (y) implies that x* € Xy h.
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Lemma F.1.6. If Assumption 7.2 holds, x* € B, and x € X, then,
(gG*), ¥t =) = Sl = %P = ll = %I
Proof. If x* € B, then,
(g(x*), x™ = x") > pllxt — x|, (F.1.1)

However, we are interested in the distance between x and x*, not in the distance
between x* and x*. To remedy this, we use Young's inequality,

llx = x| < 20jx = x* |2 + 2] = x7||7,
which leads to,
1
[[x* = x"|* > Ellx = x| = lxt = x|?.

Combined with (F.1.1), we get,

(&), = %) = Bllx = 22 =l = 5P,
u

Lemma F.1.7 (Trivial Legendre exponent on the interior). Assume that Vh is
locally Lipschitz continuous on Xy. Then, for any p € X, the Legendre exponent of h
atpisp =0.

Proof. Take p € A),. As Vh is assumed to be locally Lipschitz, there exists U/ a
neighborhood of p and K > 0 such that, for any x € &/ N A},
K
IVA(p) = VRl < = llp = xIl.-

Now, as Vh(p) € dh(p), forany x e U N A&y,

D(p,x) = h(p) = h(x) = (Vh(x),p — x)
< (Vh(p) - Vh(x),p - x)
< |IVa(p) = VR)|l.llp — |-

Using the local Lipschitz continuity of Vi, we get, for any x € U/ N &},
K
D(p,x) < S lIp - xIP,

which reads § = 0. ]

F.2 SEQUENCES

We recall results on sequences to transform descent-like inequalities into rates;
see the classical textbook Polyak (1987). We also need variants of existing results
(Lemma F.2.4 and Lemma F.2.5) that we state here.

Lemma F.2.1 (Chung (1954, Lem. 1)). Let (ut)t»>1 be a sequence of non-negative
scalars,q >1,9" > 0,tg > 0. If, forany t > 1,
q/

q
a1 <1 - —|ap + ———,
o ( t+t0)t (t + to)?
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then, forany T > 1,

ar < 7 L +0 !
T=y-1T+t T)"
Lemma F.2.2 (Chung (1954, Lem. 4)). Let (a;):»1 be a sequence of non-negative
scalars, q,q" > 0,t0 >0,1>n> 0. If, forany t > 1,
q q
a <|1- ag + s
o ( (t+ to)”) C ()

then, forany T > 1,

1
ar < O *ﬁ .
Lemma F.2.3 (Polyak (1987, §2.2, Lem. 6)). Let (a;)1<¢<T be a sequence of non-
negative scalars, (y;)1<i<T be sequence of positive scalars and o > 0. If, for any
t=1,...,T,

1+a
el < ap —Yea;

then,
ai

(1+aa Zt 1 yt)l/a .

ar <

Though the next two lemmas allow for step-sizes of the form y; =
do not exploit the term t.

= to , they

Lemma F.2.4. Let (a¢)i>1 bea sequence of non-negative scalars, (y¢)>1 be sequence of

positive scalars of the form y; = (t+t0 with q,n>0,tg 2 0and a > 0, q° > 0 such

that,
1+a q
a1 < a a .
t+1 t — Yty (t N to)zﬂ
If,
1
lva 1 1-o-(r\ 12
1>n> - gt/ < )
then, forany T > 1,
+b
ar < il ,

1/a
(1 + a(a + b)*2~@ Zt 1 )/t)

— [1=272m) @
where b = ( T ) .

Proof. First, define p = 1+ a > 1 and note that & = 2;%1 = 2_;_1 €31

so, in particular, the condition on 7 is not absurd. Moreover, this means that

1
B = 2n —1belongs to (0, 1]. Then, we have b = (%) “ > 0 and, define, for
_b
t>1,b = ol
The first part of the proof consists in showing, that, for t > 1,
’

(t-i-q—t)zn < bt —bt+1 —)/tbf .
0
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For this, we will need the following remark. As 8 < 1, x (1 + x) is concave.
Hence, it is above its chords, and in particular above its chord going from 0 to 1.
Thus, for0 < x <1, (1+x)f > 1+ x(2f - 1).

We use this remark to lower bound b; — b;41 for t > 1. Indeed,

b b

by —bsyq = -
UM T k)P (F+1+to)f
p
= b 1+ ! -1
(t+1+to)f t+to
b 26 -1
>
(t+1+t0)f t+to
b 26 -1
>
(t+to)Ptl 2P
Therefore,
b _ qb?
by —bpyg —yibl > ————(1-27F) - —
t t+1 Vi t (t N to)ﬁ+1( ) (t + to)q+pﬁ
Now, by the definitionof 8, f + 1 =2nandn+pf=Qp+1)n—-p =2n+(2p -
1)n — p > 21 by the assumption that n > & = 2;;_1. Hence,
b = biy1 — yib} > ;(b(l -27F)—qbP),
LT (t+ o)™

so that we only need to show that g’ < b(1 —27F) — gb*.
Rearranging and replacing b by its expression gives,

b(1-27F) - gb? = b((1-27F) — gb*)

—_2-B
=b((1—2ﬁ)—1 2
b1
=bh(1-2"F)—
14
gel p—1
=(1-2"F)*a ——
paqe

e \ 1R -
Therefore, with c¢(n, a) = a (1‘2 - )) = (1-27F)l*s ’”1+11

1+a pl*a

c(n, @), we finally get that g’ < b(1 —27F) — gb? and, for t > 1,

> 0 and tﬁq’ <

’

q

p
W < bt —bt+1 —)/tbt .

Recall that (a;);»1 satisfies, for t > 1,

’

q

p
A1 < ap — i, + ——— .
Vil (t + ko)

Therefore, putting these two inequalities together gives,

re1 + b1 < ap+ by — yi(al +07).
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Finally, by convexity of x — x7,
p1 +brar < ap + by — y 2V (ap + by)P

Now, we can apply Lemma F.2.3 with a; « a; + by and y; « ;2!7P. For any

T>1,

1
ar <ar+br <

1/a *
(@1 + b2+ a2 215 1)

As the right-hand side is non-decreasing in by and by < b, we get the result of
the statement. ™

Lemma F.2.5. Let (a;)i>1 be a sequence of non-negative scalars, (yt)i=1 be sequence of

positive scalars of the form y; = m withg,n>0,b > 1and a >0, q" > 0 such
that, )
aiv1 < ay — )/tﬂtlﬂx (t+q—t)2’? .
0
If,
1+a 1 1 1-7
1 > =, gV <e(n,a) = —m—,
“Tv2a 7172 7O s el a) =
then, forany T > 1,
ai 1

ar <

+ .
S\ Me & n
(1 +age 3T yt) ((1+a)q) 7 (T + to)

Proof. This proof is the “mirror” of the proof of the previous lemma. As before,

define p = 1+ a > 1 and note that 11:—20; = 2;;_1 = # € (%, 1) so the condition

on 1 is not absurd. Moreover, this means that  := g belongs to (0, 1). Then,
1

define b = (;_q)a > 0 and, define, for t > 1, b; := m
Opposite to the proof of the previous lemma, the first part of the proof
consists in showing, that, for t > 1,

’

q

p
T S et =

For this, we use the concavity of x — (1 + x)P, as B <1, so that, for x > 0,
(1+x)f <1+px.
This remark enables us to upper bound b; — by, for t > 1. Indeed,

b b
(t+t)P (t+1+t)P

b 1\
:(t+1+t0)ﬁ ((1+t+fo) _1)

< b P
T (t+1+tg)ft+to
Bb

< —.
(t + to)P*1

bt - bt+1 =

367
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Therefore,
pb qb?

(£ + o)1 (¢ + to)1HPB

by —bpy1 — thf <

Now,bythedefinitionofﬁ=g,n+p[3=2nandﬁ+1=2n+;;7+1—21]=

2n+ p_(zrﬂ > 21 by the assumption that < 2% = 2

Tt2a = 2p-1° Hence,

1
by — by — thf < m(ﬁb - qb?),

so that,
bri1 + thf - b >

(qb% — pb).

(t + to)?"
Again, we only need to show that 4" < gb” — b.

Rearranging and replacing b by its expression gives,

qb" = bp = b(qb" - B)

1
=+(3-1)
1 (1
= 71 1 __‘B)'
quH p

Therefore, with c(n, @) = - (% - ﬁ) > 0and q%\'q’ < ¢(n, a), we finally get that
pLY
q" < qb? —Bband, fort > 1,

’

q

m < b1 +)/tbf - by.
0

Putting this inequality together with the one on the sequence (a;);»1 gives,
are1 — bre1 < ap — by — yi(al = b).

Now, let us discuss separately the case when a; > b; and when a; < by.

More precisely, define Ty = min{t > 1: a; < b;} € N* U {+00}, so that, for any
1<t <Tp, a¢ > by > 0. Note that, forx,y > 0,asp > 1, x¥ + y? < (x + y)*. For
1 <t < Tp, apply this with x « a; —b;, y < b; gives (a; — b;)P < af — bf so that,

Aps1 = birr < ap — by — yiay — b)) .
Lemma F.2.3 with a; < a; — b; gives, for 1 < T < Ty,

1

(a1 = b)) +a X7 yp)e
1

_ T-1 17
(a7 +a X5 ye)e

ar < br +

< br+

so the statement holds in this case.

We now handle the case of T > Ty. Att = Ty, we have ag, < by,. We show, by
induction, that, for any t > Ty, a; < b;. The initialization at t = Tj is trivial. So,
now, assume that a; < b; for some t > Ty. Recall that we have,

Ara1 —braa < ap — by — ye(al = b)),
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so we only need to show that,
ar — )/tﬂf < bt - )/tbtp .

Define ¢; : x € Ry — x — y;xP. Differentiating this function shows that it is
non-decreasing on {x € R, : py;x* <1} = [0, (ytp)‘%]. Buta; < b; <b; <bby
definition of (bs)s »1 and, by definition of b and (ys)s>1, b = (pq)_% = ()/1]0)_% <
(ip) 7.

Hence, both a; and b; belong to the interval on which ¢; is non-decreasing so
that ¢;(a;) < @;(bs), which implies that ;1 < b;11. Therefore, we have shown

that, forall T > Ty, ay < br = + which concludes the proof. [ ]
(pg) @ (T+to)"

F.3 DESCENT INEQUALITY

The lemmas we present here link the divergence between two consecutive
iterates and the solution.

In particular, the first one only rely on i) the definition of one iteration of
optimistic mirror descent; and ii) the core properties of the Bregman regularizer
i.e., the 1-strong convexity of  (through Lemma F.1.1) and the non-expansivity
of the proximal mapping (Lemma F.1.2). It does not require any assumption on
the vector field g, on the noise in g, or additional properties of the Bregman
divergence (such as a Legendre exponent).

Lemma F.3.1. If the stepsizes verify uy; + 4L*y? < 1, then, the iterates of optimistic
mirror descent initialized with x1/, € X, x1 € dom dh verify forall t > 1,
D(x", xt11) + @41 < D(xX", x¢) + (1 = yr ) Py
. 1
= Vi{Qt+1/2, Xpr12 — X7) + (27/t2L2 - 5) llxt412 — x¢lI?

2 A2 2,2 2
VA Ve Tl = xea a7,

2
where A2, | = (18141 /2—8t-172112 =LAl x¢ 12— x1-1/211P) 4, Pt = %“&—1/2‘&—3/2”2
forallt > 2, and ¢1 = %Hxl - x10%.

Proof. First, apply Lemma F.1.4 with (x, y1, y2) <= (X, =Vt §t-1/2, =Yt §t+1/2) and
p—x,
i 1
D(x", x141) < D(x", xt) = y1{8t+1/2, Xe41/2 — X7) + ?t||gt—1/2 = g+12ll = §||xt+1/2 — x|
(F.3.1)

2
Y
In order to upper-bound - ||g¢-1/2 = gt+1/2ll = %||xt+1/2 — x¢||?, we use the

,2
definition of ¢;11 = ‘%Hgtﬂ/z — gt-1/2/I* to see that

2 2
V4 V4
?t“gtq/z - gt+1/2||2 = V?”gt—l/z - gt+1/2||2 - ?t“gtq/z - gt+1/2||2

= Y2lgt-1/2 = Sra12ll* = rs1,
and the definition of A;41 to bound

Vt2||gt—1/2 - gt+1/2||2 < VtzL2||xt—1/2 - xt+1/2||2 + V?A%H

<27 L2lxicyo = il 4 2072 %2 = x|+ 07T

t+17
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where we used Young’s inequality to get the last inequality line. Putting the
two equations together, we get that

Vi 1
—t||8t71/2 - <‘5’t+1/2||2 - _”xt+1/2 - xt“2
2 2
1
<2y7L*||xso1 /0 — xe|* + (ZVtsz - E) xt41/2 = xel1> = Pran + y2A7 . (F3.2)
Fort > 2, we use the non-expansivity of the proximal mapping (Lemma F.1.2)
to bound [|x;-1/2 — xt|| by yt-1llgt-3/2 — &t-1,2l+ in (F.3.2) to get

7 1
?tHgt—l/Z - 8t+1/2||2 - §||xt+1/2 - Xt||2

1
< (2V5L2)Vf_1llgt73/z - gt71/2||3 + (ZVtsz - 5) llxtr1/2 = xt”2 — 1 + VtZA?H

1
= (4)/,52L2)(Pt + (ZVtZLZ - E) ||xt+1/2 - xt”2 — Pra1 + VtzAfﬂ
1
< (1= py) e + (nyLz - 5) X172 = %l = P + VPATL

where we used the definition of ¢; and the assumption on the stepsizes.
Combining this result with (F.3.1) gives the first assertion of the lemma for
t>2.

Now, if t = 1, (F.3.2) can be rewritten as,

2
v 1
—21 llg12 — g321* — §||x3/2 - x1?

1
<2yL7lx = xall* + (ZV%LZ - z) X372 = 2111 = 2 + y1 A3
1
:4)/%L2q51 + (2)/%]} _ E) 132 — x1||2 - V%Ag ,

which yields the assertion of the lemma for t = 1as 4y2L? <1 - y1p. ]

We now use the properties of ¢ and g to refine the bound of Lemma F.3.1
into a descent inequality.

Lemma F.3.2. Let Assumption 7.1 and Assumption 7.2 hold. Consider the iterates of
optimistic mirror descent with:

i) an unbiased stochastic oracle g = g(x;) + Uy (see (7.93));
ii) step-sizes 0 < y; < 7.
Then,
D(x", xt+1) + Qre1 <D(X7, x¢) + (L= yrp)pr — yiQi1/2, X172 — X7) (F.3.3)

1
+ (47/t2L2 - E) lIx1/2 = xel? + 47 (Ui oll2 + 1Ue-12112)

/2
where ¢y = X2 g1-1/2 — ge—apall> for all t > 2, and ¢1 = L|x1 — x|

Proof. First, let us examine the choice of y;. The condition y; < 7 is actually
equivalent to,
8y2L% + 2L < 1.
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As u < L, this implies that,
8y2L% + 2y < 1. (F.3.4)

We first use the inequality of OMD provided by Lemma F.3.1 with (u, L) «
(u, V2L) (note that its assumption is satisfied thanks to (F.3.4)) to get

D(x", xt11) + P41 < D(X", x¢) + (1 = yr ) s (F.3.5)

. 1
= Vi{Qt+1/2, Xpr12 — X7) + (27/t2L2 - 5) X412 = x¢lI?

242 2,2 2
+ YA VTl — x|t

,2
where A? | = (g2 — g12l1? = L2llxpsay2 = x-1p2lP)s, 1 = Dtgiyyn —
Qi—32l? forall t > 2, and ¢1 = 1[lx1 — x1)0/%
We now have to bound A? | = (|1gs+1/2 = §e-172l17 = 2L || X412 — X4-121%)+ for
t > 1. By using twice Young's inequality,
lgts1/2 = Qe-1/2117 < 2018 (x141/2) — §(xe—1)II? + 20Ups1/2 — Up1polI?
< 2018 (xt11/2) — gt + 4llUpsa o lI2 + 4 U1 12

Using the Lipschitz continuity of ¢ (Assumption 7.1), we obtain that

lgt+1/2 — §e-12l12 < 2L ||xps12 — Xpo1/2l1? + AUk 211> + 41U 212,

so that,
A7y < AlUpapll? + 41U 2
Plugging this inequality in (F.3.5), we obtain the claimed result. ]

F4 STOCHASTIC LOCAL STABILITY

In order to use the local properties of the Bregman divergence around the
solution, we need a local stability result that gives us that sufficiently close
iterates will remain in a neighborhood of the solution with high probability. To
show such a result, we will use the following lemma Hsieh et al. (2020, Lem. F.1)
for bounding a recursive stochastic process.

Lemma F.4.1 (Hsieh et al. (2020, Lem. F.1)). Consider a filtration (F;); and four
(Ft)e-adapted processes (Dy)s, (Ct)t, (X¢)t, (E¢)r such that x; is non-negative and the
following recursive inequality is satisfied for all t > 1

D1 <Dy = Gt + &4

For C > 0, we define the events Ay by A1 = {D1 < C/2} and Ay = {Dy <
CYN{x: < C/4} for t > 2. We consider also the decreasing sequence of events I;
defined by Iy := (N1<s<; As. If the following three assumptions hold true

(i) Vt,C: 1y, 20,
(i) Vt,E[& | F]1y, =0,

(iii) Y521 E[(E2,, + xi+1) 1] < 6e P(A1),
where € = min(C?/16,C/4) and & € (0,1), then P (51 At | A1) > 1= 6.

Lemma F.4.2. Let Assumption 7.1 and Assumption 7.2 hold. Consider the iterates of
optimistic mirror descent with:

371



372

LAST-ITERATE CONVERGENCE OF OPTIMISTIC MIRROR DESCENT

i) an unbiased stochastic oracle ¢; = ¢(x;) + Uy with finite variance o> (see (7.93)
and (7.94));

ii) step-sizes 0 < y; < - with Y72, y? =T < +o0.
Denote by U the neighborhood of x* on which (7.19) holds with p < x*. Then, for any
r > 0such that U = B(x*,r) N X is included in both U and B,

P

1 2r2 9(8 +r?)o’T
Vi> =, 5, eld| DX, x)+ 1 < —|>1-— 2|
5 X ‘ (x*, x1) + P1 5 2 min(L. r2/9)

where ¢1 = %||x1 - x12|%

Proof. This proof mainly consists in applying Lemma F.4.1 indexed by ¢ €

%]N*, t > 1. Define C = and, for t > 1, the following adapted processes,

7+1/4
G =0 Cee1y2 = Y8 (xps1/2), Xpp1y2 — X7)
Xe1/2 = 472U 2 Xe1 = 47 (U a2
& =0 Etr1 = =yi{Ups1/2, Xpr12 — X7)
Dy = D(x", x¢) + ¢ Di1yp = Dy = Gt + Xps12 + Eps1/2

With these definitions, for any t € N*, t > 1,

Diy1j2 < Dy = Gt + Xes12 + Erv1)2
Dis1 < Dii1j2 = Cesrpo + Xew1 + S

where the first inequality comes directly from the definition while the second
one comes from the descent inequality of Lemma F.3.2.
Now define the events, for t € %]N", t>1,

L={Di<C/2}n [ {Ds<Chn{x}<C/4}.
SE%NI:’;/ZSSSt

We first show, by induction on ¢ € %]N*, t >1,that, I; c {X; € U,s =
1 1
S PR
INITIALIZATION: For f = 1, the fact that I C {xy, € U} comes from the
conditioning that D(x*, x1) + ¢1 < C/2 and by definition of ¢ and the strong
convexity of i (Lemma F.1.1),

1 X12 = x*1* < 2(1X1 = x* |12 + 1 X1 = Xqp2l1) < 4(D(x", X1) + ¢1) < 2C < 72

To show that x1 € U, use the strong convexity of i (Lemma F.1.1) to get that,
only,
lx1 — x*||> < 2D(x*, x1) < 2Dy < C < 2.

INDUCTION STEP FOR ITERATES: Assume that, for some t > 2,I;_1/, C {x; €
U,s = %,1,...,15 -1,t - %} By definition, the sequence of events () is
non-increasing so that, I; C {x; e U, s = %, 1,...,t=1,t— %} Hence, we only
have to show that I; ¢ {x; € U}. But, by definition, I; ¢ {D; < C}. Again,
using the strong convexity of & (Lemma F.1.1), on I;,

llx; — x*||> < 2D(x*, x¢) < 2D; < 2C < 2.

INDUCTION STEP FOR HALF-ITERATES: Assume that, for some t > 1, I; C
{xs eU,s = %, 1,...,t —1,t}. By definition, the sequence of events (I;) is
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non-increasing so that, I;,1, C {xs €U, s = %, 1,...,t—1,t}. So we focus

on showing that I; 11/, C {x;41/2 € U}. For this, apply the first statement of
Lemma F1.3 with (x,p,y, ") « (xt, x", =yi(g(xi-1/2) + Ur), =71 8(x)),
D(x*, x¢4172) < D(x", x¢) = (g (x¢-1/2) + U — §(x7), Xp41/2 — X7,
and apply Young’s inequality twice to get
* * * 1 *
D(x*, x¢41/2) < D(x", x¢) + Vt2||8(xt—1/2) + U —g(x )||3 + Z”le/Z —-X ||2

* * 1 *
< D(x*, 1) + 27F g (xi-172) = (IIF + 271U 1% + X —x [

By the strong convexity of i (Lemma F.1.1) and the Lipschitz continuity of g
(Assumption 7.1),

1 * * *
;L||Xt+1/2 - x*||* < D(x*, x;) + 2V¢2L2||xt—1/2 —x*|* + ZVtZHUtHZ-

But, by definition, on Iti12, D(x*,x;) < C, Xi—1p2 18 in U and Xis1j2 =
4y2||U;||? < C /4. Therefore,

1 . 1
Z”xt+1/2 - x| < (1 + §) C+2y2L%2.

Using the definition of C and the bound on the step-size y; < 1/(4L),

N

2
2 T r 2
lxes1o — X717 < 34‘? =r,

which concludes the induction step.
We now verify the assumptions needed to apply Lemma F.4.1:
(i) Fort e %]N*, t>1, 1y, > 0. If t € N, this is trivial as {; = 0. Now, fix

t € N, Crr1p2 = Vi{€(Xp41/2), Xps172 — X*). But, on Iy 1), X412 € U and
so, by monotonicity of ¢ (Assumption 7.2), (§(x;+1/2), X¢+1/2 —x*) 20
on Iiq.

(ii) Fort € %]N*, t>1, E [€,+1/2| ]-"t] 1;, = 0. There is only something to
prove when ¢ is of the form f + % with t € N". In this case, as x;41)2 is
Fi41/2 measurable,

E & | Frp| = —7CE [Ussapa | Fisrga]  xee12 = x7y = 0.

(i) Tyepn, o1 B ((53+1 ¥ X /2) 111,) < e P(I) with e = min(C2/16, C/4) =

min(C/4,1)C/4 and 6 = w. For this let us first bound each of the
terms involved individually. For t € IN*, by assumption on the noise
and as I; is F; measurable, and so .1/, measurable,

E(xt41/211,) = 4y? E (”uf+1/2”3]11t)

= 17 E (E [ Uyl
< 4)/?02 P(I;)
< 4y?e?P(D),

Fra1p2] ]ln)
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where we used that the sequence of events (I5); is non-increasing.

Likewise, E(x¢+11y,,, /2) < 4)/?02 P(I1). Now, by definition of the dual
norm,

E(&,111,,,,,) = 77 E ((Um/z, Xti1/2 = X*>2111M/2)
<P E (Wl Pllxp - ¥ 1P,

<7ir’E (||Ut+1/2||3]11t+1/2) ,

where we used that I;1/, C {x;41/2 € U}. Next, by the law of total
expectation and since I;,1/ is F;,1/, measurable,

E(&7,,15,,,,) < yir*E (E [NUs1 /2012 | Fraapo] ]11”1/2)
< yir’o® P(I;41/2)

< yfr202 P(I).

Combining these bounds, we get,

Z E ((ét2+1/2 + Xt+1/2) ]llt)

telN, t>1
2 2 2
= Z E (5t+1]11r+1/2) + Z E (X¢+1/2]11r) + Z E (Xt+1]11r+1/2)
telN, t>1 teN, t>1 telN, t>1
+00
< o?B+r)P(I) ) 7
t=1
2 + 2 T
< w eP(L),
— ———
=0

which corresponds to the statement.

Hence, Hsieh et al. (2020, Lem. F.1) gives that,

P ﬂ LiL|>1-56,
telN, £>1

which implies our statement since ﬂte%N, o1 I € {Vt > %, Xt € U}.

u
FE5 CONVERGENCE OF OPTIMISTIC MIRROR DESCENT
Proof. We prove Proposition 7.14.
1. Start from Lemma F.3.2 which gives us the descent inequality
D(x*, xt41) + Pra1 <D(x%, x¢) + (1= ye)r — vidQ+1/2, X412 — X7)
(E5.1)

1
LT 5 t+1/2 — Xt ¢ t+1/211% t=1/211%
|72 = 5 g = el + 4yEIUb a2l + U 212)
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2
where ¢; = )‘T*Hgt_m - gt_3/2||2 forallt > 2,and ¢ = %Hxl - x1/2||2 =
by assumption.

. The first part of the result comes the stochastic stability lemma Lemma F.4.2
(which relies on Hsieh et al. (2020)), where we use that the stepsize choice
is square-summable with

+00 )/2
V=Y S —
=1 (2n - 1)t

(F.5.2)

. We now focus on proving the rates of convergence. Take r > 0 small
enough so that U/ := B(x*, r) N X is included in both ¢/ and B.

Define the event E; = {V1 < s <t, x,41» € U} for t > 0. Note that,
except for t = 0, E; is F;.1/» is measurable. On this event, we can apply
Lemma F.1.6 with x < x; to get,

(81 xra1p = %) 2 Slxy = 1P = iz o = il
and using the Legendre exponent of 1, we get

)1+a

(g(xt+1/z), Xt+1/2 — x) 2 %D(X*/ Xt - !J||Xt+1/2 - Xt||2 .

. Combining this with the descent inequality above (F.5.1), and the fact that
K>1,

(D(x", x¢41) + Pr41)1E,

< (D(x*, xt) - &D(X*,Xt)lm +(1- M)(Pt)]la = YilUss1/2, X412 — X ) 1E,

(47/t L+ uy; — —) lxes1/2 = xt||*1g, +4y7 (||Ut+1/2||2 + ||U— 1/2|| g, .

Now, the sequence of events (E;)s»o is non-increasing, so 1g, < 1, , < 1.
As a consequence,

(D(x*,xt) _ ﬂD(x*,xt)“a +(1- W)cp ) 1,

< (D30 = EEDG, 1)+ (L= yunpn) e,

Note that the term between parenthesis is always non-negative even when
a > 0.

Moreover, by the choice of y, 4y2L? + uy; — 3 < 0. Therefore, the descent
inequality can be simplified to give,

(D(x", xt41) + qu) 1,

375

(D(X Xt) = D(x xp) e+ yt#)@) 1, — ye{Upsa2, X172 — X 1E,

+47/t(||llt+1/z||3 + Ui 217) -

We now take the expectation of this inequality. For this, note that, as E; is
Fi4+1/2 measurable,

E [(Uts1/2, X120 = XV | = E[E [ Uiy, X012 = X, | Friap2] |
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= E [(E [U1j2| Frsrja] s xes1/2 = x)1E, |
=0.

As a consequence, and using the assumption on the noise,
E [(D(x*, xt41) + ¢r41)1E, |
<E [(D(x*,xt) - %D(x*,xt)““ + (1 - 7}2—“) gb,) ]lEH] +8y%0%.
(E5.3)

5. The final step will be to study the sequence (a;) defined by a; = E [(D(x*, x¢) + Oy )]lEH]
forallt > 1. Indeed, a bound on a; = E ((D(x*, Xt) + (Pt)]l};t_l) implies a
bound on the quantity of interest,

E (D(x*, x;) + ¢¢ | Ey) -
AsEy C Ey,

E [(D(x*, x;) + ¢¢)1E]
P[Ey]

- E [(D(x*, x;) + ¢¢)1E, |

P[Ey]

E [D(x*,xt) + (Pt | Eu] =

Now, the inequality (F.5.3) above can be rewritten as follows,

Qa1 < af - % E [(D(x*,xt)”“ + ¢t) ]1EH] + 8202 (F5.4)

6. Now, the behavior of this sequence depends heavily on the Legendre
exponent a:

e If o =0, (F5.4) becomes

8 2 2
at+1s(1 Hy )11 re

S A P S —
K(t + to)n (t + 1)

Then, for n = 1, Lemma F.2.1 can be applied with the additional
assumption that y > % to get that forany T > 1, ar = O1/T.

For 1 <1 <1, Lemma F.2.2 can be directly apply to obtain ar = O 1/T".

e If & > 0, a little more work has to be done before on (F.5.4) before
concluding. First, (F.5.4) implies that for any t > 1, a; < ag+802 ¥\;2, 77
and since we assume D(x*, x1) + ¢1 = D(x*, x1) < g we have that

E [¢:lE, | <E[(D(", x¢) + ¢)lg,, | = as

<E[(D(x*, X1) + ¢1)1g, | + 80> Z 4
t=1

72 802y?

T2 gt

=P



F.5 CONVERGENCE OF OPTIMISTIC MIRROR DESCENT

Asaconsequence, — E [<¢>t]1Et_1] <-E [q)t]lgt_l]lm /®%, and thus (F.5.4)
gives us
Byt 1 2
a1 < ap — N [(D(x x4 @ t+a) 1g, , +8Vt2‘7

24 [ . 1+a ] 2 o
<ty - o—F———-E|(D + 1 "
=07 oa max(1, P¥)K (D(x", x¢) + 1) E.| +8)yi0
<a;— Kyt l+a + 87/

2¢ max(1, d* )K

where the second inequality comes from the fact that (x + y)!% /2% <
x4 y1*@ for positive x, y and the last one from Jensen inequality
applied to the convex function x > x1*¢.

We will now apply one of Lemmas F.2.4 and F.2.5 to the sequence (a;).
To make this step clear, let us introduce the same notations as these
lemmas. Define

Hy

— ' and g :=80%)7.
24 max(1, ®*)K and g = 8a%y

9=
With these notations, the descent inequality can be rewritten as,
’

q 1+a q
- + .
(t + to)" & (f + tg)21

ai41 < at

Both Lemmas F.2.4 and F.2.5 require that,

r 1a 2+1 c(l, @)

g'g'* <cn,a) & y~te < 402(Mwmax(l,qb).

Finally, we distinguish two cases.

-Ifn> lta voe apply Lemma F.2.4 to get that, forany T > 1,

= 14+2a”’
a1 +b

ar < Ta’
(1 +a(ay +b)e2-a 3Tl L)

t=1 (t+to)!

1

where b = (1(1_3—;)2;) *. Using asymptotic notations, this simply

means that,

ar =

T-1 1 -1/«
O —_— .
) ; (t + fo)" )
The final bound on ar now comes from the fact that,

= ®(T') ifn<1

o tO)q O (logT) ifn=1.

-Ifn< lta voe apply Lemma F.2.5 to get that, forany T > 1,

= 1+2a’
1
= 1/a + 1 1 n’
(1+aa i t+to)! Ty ) (1 +a)g)=(t +to)

+to)1

ar <
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Figure 27: Convergence of OMD with different DGFs in terms of Bregman divergence
to the solution.

In other words, the sequence (a;) satisfies, asn < 1,

1 1
Or—.

ar = O e Y O

F.6 NUMERICAL EXPERIMENTS

We describe here the setup used in the illustration of Theorem 7.13 and provide
additional plots.

We consider a simple 1D example with X = [0, +o0) and g(x) = x; the solution
of the associated variational inequality is thus x* = 0. It is direct to see that g
is L = 1 Lipschitz continuous and u = 1 strongly monotone. We consider the
three Bregman regularizers of our running examples on X' = [0, +o0):

e Euclidean projection (Example 7.1): h(x) = x2/2 for which D(x*, x) = x?/2,
and = 0;

* Negative entropy (Example 7.2): h(x) = xlog x for which D(x*, x) = x and
B=1/2atx"

e Tsallis entropy (Example 7.3): h(x) = —qu for which D(x*, x) = x7/q
and f = max(0,1 — q/2) at x*. To show different behaviors we consider

g=05(8=0.75andq =15 (B = 0.25).

For each of these regularizers, we run OMD initialized with x; = x1, = 0.1,
(Uy) an i.i.d. Gaussian noise process with mean 0 and variance o2 = 10~*. We
choose our stepsize sequence as y; = th with 7 as prescribed by Theorem 7.13.
We display the results averaged over 100 runs.

We find out that the observed rates match the theory:
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Regularizer B yt | Theoretical rate | Observed rate (by regression)
Euclidean 0 % % t(fgg
Entropy 0.5 toﬁ to% to%
Tsallis (7 = 0.5) | 0.75 | iz 1 2
q F05+¢ 701666 13
Tallis (9 = 1.5) | 0.25 | o5 T
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